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1 Comparison with previous methods (extended)

In this section, we compare the trainable parameters utilized in our method with
those of previous techniques. The parameter counts are detailed in Table 1, high-
lighting a substantial reduction in our approach compared to earlier methods.
Specifically, while all other methods reported fine-tuning their backbone net-
works, our method requires training only for the space-time transformer, omit-
ting the need for any backbone fine-tuning. This streamlined approach enhances
efficiency in training without compromising in performance.

2 Ablations (extended)

In this section, we delve into various design decisions for our method and present
the results of each. Firstly, we showcase the outcomes achieved by employing
different point trackers alongside our method. Following this, we elaborate on
the strategies employed for point sampling.

2.1 Different point trackers

Our research builds upon recent advancements in point tracking methods, which
excel in tracking points across frames within a video sequence. While our method
is compatible with various point trackers, we primarily utilize CotrackerV2 [5]
as our main point tracker. This choice is driven by its efficiency and capability
to effectively track similar points together.

However, to demonstrate the flexibility of our approach with respect to the
choice of point tracker, we present results using two additional recent trackers,
TAPIR [3] and PIPS++ [10], in Table 2. These trackers were selected because
they both provide results for long-term tracking scenarios. We report our findings
within the context of the 5-way k-shot setting across different datasets and k-shot
settings.

Notably, our analysis reveals a consistent performance across the various
trackers and settings. This substantiates our claim that our method is not tied
to any specific point tracker and can effectively accommodate different trackers
interchangeably.

2.2 Point Sampling

To effectively track points on objects appearing in subsequent frames, we employ
a strategy of initializing points uniformly across multiple frames. This approach
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Table 1: Count of
trainable parameters
of previous methods.

Methods Params

OTAM [1] 23.5M
TRX [6] 47.1M
HYRSM [9] 65.6M
MoLo [8] 89.6M
Ours 10.8M

Table 2: Comparison of different point trackers for 1-shot,
3-shot, and 5-shot settings.

Kinetics SSv2-Full SSv2-Small

Point tracker 1-shot 3-shot 5-shot 1-shot 3-shot 5-shot 1-shot 3-shot 5-shot

TAPIR [3] 80.8 88.3 90.3 56.9 69.7 73.9 47.1 58.8 64.2
PIPS++ [10] 82.5 89.2 90.4 57.3 70.2 74.1 47.5 59.3 64.3
CotrackerV2 [5] 81.9 89.9 91.1 57.7 70.0 74.6 47.9 60.0 64.4

guarantees the tracking of points on objects that emerge after the initial frame.
However, there are two notable considerations: 1) Redundancy may occur where
a new point is sampled very close to an existing point and follows the same
trajectory, thus not adding any new information. 2) The number of points may
exceed the predetermined limit.

In the case of redundant points, when a point initialized at a later time
is within a δ distance from an older point, and both points follow a similar
trajectory—meaning all subsequent points also fall within the δ distance from
each other—the older point is retained, while the new point is discarded.

After removing redundant points, the total number of points may still surpass
the predefined limit, set to 256 in our experiments. To address this, we imple-
mented various sampling strategies to reach this limit. Initially, we employed a
straightforward random sampling method. Subsequently, we utilized two addi-
tional strategies based on the characteristics of the points and their trajectories:
1) sampling based on the length of the trajectory (Trajectory length), and 2)
sampling based on the orientation of displacement within the trajectory (HoD).

Trajectory length For each point, we computed the length of its trajectory
by calculating the Euclidean distance between consecutive points along the tra-
jectory and summing these distances. Our hypothesis suggests that points with
similar trajectory lengths might pertain to the same object, implying that some
of these points could be redundant. To address this, we proceeded to calculate
the trajectory lengths for all points and generated a histogram of these lengths.
Subsequently, we employed stratified sampling, where roughly equal samples
were selected from each histogram bin. This method aimed to discard points
with similar trajectory lengths, optimizing the point selection process.

HOD Histogram of Oriented Displacements (HOD) [4] is an extension of the
Histogram of Oriented Gradients (HOG) [2] method, designed for constructing
descriptors for 2D trajectories. Similar to HOG, HOD considers the angle and
magnitude of the displacement vector between two consecutive points, forming
a descriptor where the magnitude serves as the value for the orientation bin.

In our approach, we create HOD descriptors for each trajectory using 8 orien-
tation bins. After obtaining the HOD descriptors for all trajectories, we apply an
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Table 3: Comparison of different sampling techniques for 1-shot, 3-shot, and 5-shot
settings.

Kinetics SSv2-Full SSv2-Small

Sampling 1-shot 3-shot 5-shot 1-shot 3-shot 5-shot 1-shot 3-shot 5-shot

Trajectory length 82.1 90.2 91.0 57.4 69.9 74.3 47.4 59.9 64.1
HOD 81.8 89.8 90.7 57.1 70.3 74.7 48.2 60.3 63.9
Random 81.9 89.9 91.1 57.7 70.0 74.6 47.9 60.0 64.4

agglomerative clustering [7] technique to cluster these descriptors. Subsequently,
we select an equal number of points from each cluster. The rationale behind this
step is that points sharing similar HOD descriptors likely convey comparable in-
formation. Thus, by sampling from these clusters, we aim to discard redundant
points while preserving essential trajectory information.

In Table 3, we present the 5-way k-shot performance results for three sam-
pling strategies: trajectory length, HOD, and random sampling. Our observations
across the three datasets indicate that these strategies yield comparable perfor-
mance levels. Consequently, this work primarily focuses on reporting results for
the random sampling strategy due to its simplicity.
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