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Hyperparameter Value

Learning Rate (LR) 0.0001
LR Schedule Cosine
Batch Size 256
Optimizer AdamW
K 10
Warmup Epochs 5
Maximum Grad Norm 100
Weight Decay 0.00001
Consistency Rampup Linear
Consistency Rampup Epochs 50

Table 1: Experiment hyperparameters.

β Acc Reported Acc Reproduced

1 67.30% 25.30%
2 71.73% 0.56%
4 73.69% 0.21%
8 74.59% 0.12%
16 75.54% 0.76%
32 76.18% 36.81%
∞ 76.27% 74.40%

Table 2: IB-INN ImageNet discrepancy.

A Reproducibility

ProtoFlow is trained on machines with up to four Nvidia A10 GPUs in parallel
and an Intel Xeon Gold 6326 CPU. We employ the following data augmentation
scheme to each image during training.

1. Resize the image’s shortest axis to 32 or 64 pixels using bicubic interpolation.
2. Apply a horizontal reflection randomly with probability 1/2.
3. Pad the image appropriately by duplicating pixels along the edges.
4. Randomly perform one or more of the following affine transformations:

– a rotation of θ◦ degrees, where θ◦ ∈ [−15◦, 15◦]
– a horizontal/vertical translation by t% pixels, with t% ∈ [−4%, 4%]
– a shear transformation (transvection) of α◦ degrees, with α◦ ∈ [−10◦, 10◦]

5. Center-crop the image to 32× 32 or 64× 64 resolution.
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The DenseFlow architecture was instantiated with a block configuration of [6, 4, 1],
layer middle channels of [48, 48, 48], and a layer configuration of [5, 6, 20]. During
training, we use a single Monte Carlo sample in the forward pass of DenseFlow.
During testing, we report results with 100 Monte Carlo samples. Furthermore,
we use test-time augmentation, using the same augmentation composition as
during training. For each sample, we average logits and likelihood estimates
across five augmentations. All models were trained for 150 epochs unless oth-
erwise specified. For prototypical parts, we use a patch size of 4 × 4 pixels. All
other hyperparameters are listed in Tab. 1.

A.1 IB-INN Reproducibility Concerns

IB-INN was evaluated on ImageNet [12], which is a big step beyond the typical
evaluations on MNIST and CIFAR-10. However, we were unable to reproduce
these results and the GitHub issue1 about reproducibility has not been remedied
since being opened in 2021. Tab. 2 indicates the reported model performance and
the reproduced model performance. Recall that β is a loss weight hyperparame-
ter that controls the trade-off between generative (lower values) and predictive
(higher values) quality.

Per a suggestion in the aforementioned issue, we continued trained IB-INN
(β = 8) for an additional 10 epochs using their provided training script. How-
ever, the accuracy did not improve above 1%. We did not try fine-tuning IB-INN
with other values of β due to the heavy training cost. Since the only model with
impressive accuracy has β → ∞, which destroys the generative capability of the
model, we did not use IB-INN as a backbone for ProtoFlow. Moreover, the au-
thors of [14] who employ IB-INN were unable to reproduce the reported accuracy
scores. Upon interpolating between samples in latent space, the authors find that
the interpolations are very noisy and not apt for meaningful interpretation.

B Additional Results and Visualizations

We compare the performance of our model against ProtoPNet on CUB-200-2011
in Tab. 3. For both models, the bird bounding box annotations are used to crop
the images. We obtain the result for ProtoPNet by training it using the author-
provided code base with a ResNet-34 backbone for 50 epochs. With ProtoFlow,
we first fit DenseFlow to the CUB-200-2011 training set before training it for joint
generation and image classification. While our obtained accuracy is lower, our
model offers richer prototype interpretation. There are many considerations for
future work to improve model performance and reduce overfitting, as discussed
in the main text.

We also include a full results table to compare the generative classifiers
to state-of-the-art prediction-only models. This helps highlight how these two
classes of models compare and the impact of generative and prototypical mod-
eling aspects. These results are shown in Tab. 4.
1 https://github.com/RayDeeA/ibinn_imagenet/issues/7

https://github.com/RayDeeA/ibinn_imagenet/issues/7
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In addition, we visualize the most likely data samples according to each GMM
in a trained model. This helps to qualitatively understand what the most repre-
sentative exemplar looks like according to the learned prototypical distributions.
Fig. 1 shows these samples for ProtoFlow trained on Flowers-102. Next, we vi-
sualize linear interpolations in the latent space between pairs of images with a
random subset shown in Fig. 2. In all pairs, there is a smooth transition of both
the foreground and background. This also helps to understand the boundaries
between classes, which, qualitatively, retain structural information of objects but
few class-discriminative details.

C Model Analysis

C.1 Impact of DenseFlow Monte Carlo Sampling

On CIFAR-10, we measure the influence of the number of Monte Carlo samples
on the experimental metrics measuring prediction accuracy, generation quality,
and calibration quality. As shown in Fig. 3, all scores begin to plateau around
25 samples before fully stabilizing around 100 samples. Beyond this point, there
are diminishing returns. The number of Monte Carlo samples should be adjusted
to the constraints of the application in practice—higher-stakes decision-making
where calibration quality matters should allot for sampling, for instance.

C.2 Impact of K-Means Initialization

We explore using K-means initialization instead of random for the prototypical
Gaussian means. As illustrated in Fig. 4, a K-means initialization can jump-start
training, although the model converges to the same accuracy. This trend holds
for all datasets considered and extended training.

C.3 Loss Ablation

We evaluate the impact of each loss function across various metrics on CIFAR-10
with results shown in Tab. 5. The ELBO loss Lelbo (pX (x | y = c) for target
class c) is namely responsible for reducing the BPD. Further exploration of the
losses on additional datasets is needed and we are currently compute-limited in
understanding their impact more deeply.

Model Resolution Visualization Acc ↑ Acc @ 5 ↑

ProtoFlow 64× 64 Flow Inverse 50.58 77.46
ProtoPNet 224× 224 Proto Projection 76.42 91.78

Table 3: Comparison on CUB-200-2011 with 10 prototypes learned per class.
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pink primrose hard-leaved pocket orchid canterbury bells sweet pea english marigold tiger lily moon orchid bird of paradise monkshood globe thistle snapdragon

colt’s foot king protea spear thistle yellow iris globe-flower purple coneflower peruvian lily balloon flower giant white arum lily fire lily pincushion flower

fritillary red ginger grape hyacinth corn poppy prince of wales feathers stemless gentian artichoke sweet william carnation garden phlox love in the mist

mexican aster alpine sea holly ruby-lipped cattleya cape flower great masterwort siam tulip lenten rose barbeton daisy daffodil sword lily poinsettia

bolero deep blue wallflower marigold buttercup oxeye daisy common dandelion petunia wild pansy primula sunflower pelargonium

bishop of llandaff gaura geranium orange dahlia pink-yellow dahlia? cautleya spicata japanese anemone black-eyed susan silverbush californian poppy osteospermum

spring crocus bearded iris windflower tree poppy gazania azalea water lily rose thorn apple morning glory passion flower

lotus toad lily anthurium frangipani clematis hibiscus columbine desert-rose tree mallow magnolia cyclamen

watercress canna lily hippeastrum bee balm ball moss foxglove bougainvillea camellia mallow mexican petunia bromelia

blanket flower trumpet creeper blackberry lily

Fig. 1: Most likely images from Flowers-102 for each class-specific GMM learned.
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Dataset Res Model Proto-Based Flow-Based Acc ↑ BPD ↓ ECE ↓ MCE ↓

MNIST 28 × 28

ProtoFlow (Ours) ✓ ✓ 99.36 0.535 0.006 0.587
FlowGMM [11] ✗ ✓ 99.63 — 0.004* —
Fetaya et al. [6] ✗ ✓ 99.30 1.00 — —
SCNF-GLOW [2] ✗ ✓ 88.44 1.15 — —
SCNF-GMM [2] ✗ ✓ 83.10 1.14 — —

CIFAR-10 32 × 32

ProtoFlow (Ours) ✓ ✓ 91.54 3.95 0.083 0.494
IB-INN (γ → ∞) [1] ✗ ✓ 91.28 17.3 0.81 13.9
IB-INN (γ = 1) [1] ✗ ✓ 89.73 5.25 0.54 3.25
FlowGMM [11] ✗ ✓ 88.44 — 0.038* —
Fetaya et al. [6] ✗ ✓ 84.00 3.53 — —

KMEx [9] ✓ ✗ 85.3 — — —
ProtoPNet [4,9] ✓ ✗ 84.9 — — —
FLINT [13] ✓ ✗ 84.7 — — —
ProtoVAE [8] ✓ ✗ 84.6 — — —

ViT-H/14 [5] ✗ ✗ 99.50 — — —

CIFAR-100 32 × 32

ProtoFlow (Ours) ✓ ✓ 69.80 5.03 0.292 0.637
IB-INN (γ → ∞) [1] ✗ ✓ 66.22 18.4 0.62 16.8
IB-INN (γ = 1) [1] ✗ ✓ 57.43 4.93 0.58 7.04

EffNet-L2 (SAM) [7] ✗ ✗ 96.08 — — —

Flowers-102 64 × 64
ProtoFlow (Ours) ✓ ✓ 59.80 13.5 0.141 0.295
CCT-14/7×2 [10] ✗ ✗ 99.76** — — —

Oxford-IIIT Pet 64 × 64
ProtoFlow (Ours) ✓ ✓ 53.58 4.89 0.459 0.736
OmniVec [15] ✗ ✗ 99.2** — — —

Table 4: Results of normalizing-flow-based joint generative and predictive models
across image classification tasks with non-generative classifier baselines. Results re-
ported from other prototypical neural networks are shown for CIFAR-10. ProtoFlow
achieves state-of-the-art accuracy while retaining highly competitive density estima-
tion and calibration scores. *The result is reported with temperature-based scaling of
GMM variances [11]. **A larger resolution of each image is used for both training and
testing.

C.4 Impact of Truncated Sampling of Prototypical Distributions

Originally proposed by Brock et al . [3] as a way to improve the quality of GAN
generated images, the “truncation trick” uses a truncated version of the latent
distribution pZ for generation to mitigate the risk of drawing low-likelihood sam-
ples. We analyze the results of sampling from our prototypical distributions using
this “truncation trick” across a range of truncation thresholds. We observe that
sampling from loosely truncated distributions (i.e. those with a larger radius set
about their mean) tends to lead to noisier images with increased visual artifact-
ing when compared to more tightly truncated distributions. These findings are
in line Brock et al .’s original assessment [3], which notes that tighter truncation
(i.e. smaller radii around the mean) can improve the generated image quality at
the cost of reducing variance.

While truncation seems to consistently have an impact across all of our ex-
periments, the magnitude of this impact varies significantly based on the dataset,
training paradigm, and even the individual components of a Gaussian mixture.
To allow comparison between truncated samples taken from different distribu-
tions with dissimilar variances, truncation values are normalized by the corre-
sponding standard deviation for each distribution. To see the impact of dataset
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horse horse

(a) horse ←→ horse
ship ship

(b) ship ←→ ship
horse ship

(c) horse ←→ ship
automobile cat

(d) automobile ←→ cat

Fig. 2: Linear latent interpolations between pairs of images. Both intra-class and inter-
class interpolations are shown for ProtoFlow trained on CIFAR-10.

choice, compare samples from ProtoFlow trained on CIFAR-100 (cf . Fig. 9)
against samples from the same model trained on Oxford-IIIT Pet (cf . Fig. 12).
Sample noise scales much more aggressively with truncation in the latter than
in the former, requiring a tighter truncation radius in Oxford-IIIT Pet to match
the noise level of looser truncation radii on CIFAR-100. For insight on how train-
ing plays a role, compare samples from CIFAR-10 ProtoFlow trained with (cf .
Fig. 10) and without (cf . Fig. 11) consistency loss. At any given truncation level,
samples from the model trained with Lcr are more distorted than corresponding
samples from the model trained without this term in the loss function.

Interestingly, while the discovery of differences in the significance of trun-
cation indicates that it may be difficult to construct high quality visualizations
using the truncation trick, it also suggests another possible use of truncated sam-
pling: the assessment of the informative power of neighborhoods within the latent
space. This alternative use of truncation can be understood as complimentary to
its original use; rather than attempting to find some truncation threshold that
produces convincing images, instead some neighborhood is defined by a set trun-
cation level and samples from within the neighborhood are used to determine if
said neighborhood is informative.

C.5 Prototype Spread

We visualize the pairwise modified Hellinger distances between all prototypi-
cal distributions learned by ProtoFlow on the MNIST and CIFAR-10 datasets
with the respective heatmaps in Fig. 5. The diagonals are masked for simplicity
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Fig. 3: A measure of the impact of the number of Monte Carlo samples of the Dense-
Flow forward pass on various performance metrics. The measures are used to evaluate
ProtoFlow trained on CIFAR-10.
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Fig. 4: The impact of K-means initialization on ProtoFlow trained on CIFAR-10.
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Fig. 5: Heatmaps showing the modified Hellinger distances between prototypes. On
the left, ProtoFlow was trained on MNIST to learn five prototypes per class. On the
right, ProtoFlow was trained on CIFAR-10 to learn ten prototypes per class.
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Lelbo Lcr Ldiv acc ↑ bpd ↓

✗ ✗ ✗ 69.72 34.17
✗ ✗ ✓ 65.78 24.13
✗ ✓ ✗ 63.38 12.51
✗ ✓ ✓ 63.16 12.99
✓ ✗ ✗ 61.70 6.618
✓ ✗ ✓ 64.48 9.149
✓ ✓ ✗ 61.80 7.813
✓ ✓ ✓ 59.66 8.617

Table 5: The impact of auxiliary loss terms when training ProtoFlow on CIFAR-10.
Due to computational constraints, each model is only trained for 11 epochs instead of
fully until convergence, leading to lower accuracy scores. No test-time augmentation
nor Monte Carlo sampling has been applied. All results reported in the main paper
involve the Lelbo term, which we ablate here.

since they are uninformative. We see a spread in similarities among prototypical
distributions, which is corroborated by the T-SNE plot in Fig. 6.

T-distributed Stochastic
Neighbor Embedding

Fig. 6: T-SNE plot of mean points for all prototypical distribution learned by
ProtoFlow on CIFAR-10. Ten prototype distributions were learned per class.

C.6 Impact of Consistency Loss

Continuing our discussion from the main paper on the impact of the consistency
loss term Lcr, we quickly recap that prototypes learned with Lcr have somewhat
good-looking mean-point visualizations, but sampling naïvely from those distri-
butions leads to unacceptably noisy images, motivating our use and discussion
of truncated sampling when training with Lcr. This is contrasted by the uninfor-
mative, blurry prototype mean images learned without Lcr which, nonetheless,
yield visually and semantically meaningful samples.
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Since this behavior is so consistent across prototypes within each model, we
hypothesized that the consistency term affected the covariances of the learned
prototypes. However, there was no significant difference in the covariances’ L2

norms, and the curse of dimensionality makes it exceedingly unlikely any existing
difference would be statistically significant.

65 70 75 80 85 90 95
Distance to Closest Gaussian Mean Point

f
(x

)
f

(x
)

Consistency
Non-Consistency

Fig. 7: Distances from each embedded point to its nearest prototypical mean point
plotted for a model trained with (in red) and without (in blue) consistency regulariza-
tion. Quartiles are shown as dashed lines.

Instead, we realized that the presence of Lcr affected the spacial arrange-
ment of the embedded latent points f(x) ∈ Z relative to the learned proto-
type distributions’ locations in Z. For each data point xi ∈ X , we compute
δi = minGc,k∥xi − µc,k∥ and plot these distributions in Fig. 7. The model f◦
trained without Lcr tended to embed the data points significantly closer in Z to
the mean of a prototypical distribution than f• did. This could help explain why
samples from f◦ seem to look more “real” while samples from f• look “noisy.”

This further works to point out the flaw with point-based prototypical ex-
plainers. The fact that samples from Gc,k

• look so bad suggests that the regions
of Z those distributions preside over are not informative—at least to a human—
about the task being performed. However, this would never have been discovered
if only information about the mean points of these prototypes was known, as they
seem substantially less noisy. Similarly, despite the uninformative mean points
learned by removing Lcr, the actual samples from Gc,k

◦ without consistency are
consistently and undeniably more meaningful.

C.7 Pruning Intuition

We consider pruning the learned prototypical distributions to reduce the number
of elements required for interpretation and the number of parameters in the
model. Recall that we do so by removing prototypes that have a weight πc,k less
than some ε. Otsu’s method is a good candidates to determine this threshold
as such weight distributions are typically bimodal, as shown in Fig. 8. This
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approach to finding a threshold minimizes the sample variance of the points on
either side of the threshold (intra-class intensity variance)—it discovers the point
that indicates whether a prototype is important for prediction.

0.00 0.05 0.10 0.15 0.20
0

10

20

30

40

50

π Density

Otsu Threshold

Fig. 8: Histogram of learned Gaussian weights πc,k for ProtoFlow trained on CIFAR-
100. The majority of prototypes are elected to be pruned using Otsu’s method.
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Fig. 11: Truncations for CIFAR-10 without consistency loss. The classes represented
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Fig. 12: Truncations for Oxford Pets. The classes represented from top to bottom are
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