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Fig. 1: Crossing domain boundaries with DGInStyle. We propose a data-centric
generative pipeline for domain generalization. It is derived from Stable Diffusion and
augmented with a novel high-precision style-preserving semantic control. DGInStyle
combines semantic masks (Query) with style prompts (e.g., Night or Rain) to generate
training data for semantic segmentation networks with widely varying appearance. It
achieves state-of-the-art semantic segmentation across domains in autonomous driving.

Abstract. Large, pretrained latent diffusion models (LDMs) have demon-
strated an extraordinary ability to generate creative content, specialize
to user data through few-shot fine-tuning, and condition their output on
other modalities, such as semantic maps. However, are they usable as
large-scale data generators, e.g., to improve tasks in the perception stack,
like semantic segmentation? We investigate this question in the context of
autonomous driving, and answer it with a resounding "yes". We propose
an efficient data generation pipeline termed DGInStyle. First, we examine
the problem of specializing a pretrained LDM to semantically-controlled
generation within a narrow domain. Second, we propose a Style Swap
technique to endow the rich generative prior with the learned semantic
control. Third, we design a Multi-resolution Latent Fusion technique to
overcome the bias of LDMs towards dominant objects. Using DGInStyle,
we generate a diverse dataset of street scenes, train a domain-agnostic
semantic segmentation model on it, and evaluate the model on multiple
popular autonomous driving datasets. Our approach consistently increases
the performance of several domain generalization methods compared to
the previous state-of-the-art methods. The source code and the generated
dataset are available at dginstyle.github.iol
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1 Introduction

The rise of generative image modeling has been a game changer for Al-assisted
creativity. Moreover, it also paves the way for improvements beyond artistic
generation, particularly in computer vision. In this paper, we investigate one such
avenue and use a powerful text-to-image generative diffusion model to improve
the robustness of semantic segmentation with respect to domain shifts.

Segmenting images into semantically defined categories requires large anno-
tated datasets of images and associated label maps, as a basis for supervised
training. Manual annotation for obtaining those label maps is time-consuming
and expensive [1053], which is where image generation comes into play. Synthetic
datasets are annotated by construction and therefore cheap to collect, but they
invariably suffer from a domain gap [15], meaning that a network trained on
such data (the source domain) will perform poorly on the real images of interest
(the target domain). When the characteristics of the target domain are known in
advance through (labeled or unlabeled) samples, the domain gap can be addressed
with Domain Adaptation techniques [15}/24]. A more challenging, arguably equally
important setting is Domain Generalization (DG) |13}26/74], where a model is
deployed in a new environment without the chance to first collect data and adapt.
Le., the target domain is unknown except for the high-level application context
(such as “autonomous driving”).

In the DG semantic segmentation literature, the role of the prior domain is
often overlooked. In end-to-end pipelines, that prior typically remains implicit;
for instance, it could stem from pretrained backbone weights used in most
segmentation DG methods (often from ImageNet [11]) or loss functions that
depend on feature space distances [26}/74]. Therefore, we take a closer look at
the prior domain and study how we can utilize the rich prior that emerges in
modern foundational models trained on internet-scale datasets [55] to improve
domain generalization of semantic segmentation.

To this end, we design DGInStyle, a novel data generation pipeline with a
pretrained foundational text-to-image LDM [48] at its core, fine-tuned with data
from the source domain, with conditioning on the associated dense label maps.
Such a pipeline can automatically generate images with characteristics of the
prior domain and equipped with pixel-aligned label maps (Fig. . Armed with
such a pipeline, we approach DG differently from other methods by focusing on
synthesizing data instead of model architectures or training techniques. The idea
is that a model trained on such data will offer improved domain generalization,
drawing on the prior knowledge embedded in the LDM.

This comes with two important new challenges: The LDM needs to learn how
to produce images that match semantic segmentation masks. This can only be
learned on the labeled source domain. However, during the process, the LDM must
not overfit to the source domain style. Additionally, the generated images must
exactly align with segmentation masks, even for very small instances. Therefore,
several fundamental modifications are necessary to turn an off-the-shelf LDM [48|
into a data generation pipeline for domain-generalizable semantic segmentation,
which would otherwise suffer from source domain style bleeding and ignoring
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small instances. Our Contributions address these issues: First we propose a
novel Style Swap technique inspired by modern fine-tuning and semantic style
control mechanisms, to achieve the necessary level of control and diversity over
the outputs. It is based on the novel finding that the semantic control and the
underlying (stylized) diffusion model can be decoupled and swapped. This enables
our simple yet efficient Style Swap, which allows to learn dense semantic control
on the source domain while removing the undesired source domain style. Second,
we present a novel Multi-Resolution Latent Fusion technique, which helps us to
go beyond the limited resolution of the LDM generator. It is an essential step to
achieve conditioned generation of small instances, which is crucial for learning
semantic segmentation on generated data. Without it, a segmentation model
trained on it would struggle with inconsistent generated images and segmentation
masks. Lastly, we use the resulting generative pipeline to create a diversified
dataset to train semantic segmentation networks, including methods to mitigate
the impact of domain shifts. Due to its complementary design, DGInStyle achieves
major performance improvements when combined with existing DG methods. In
particular, it significantly boosts the state-of-the-art domain generalization in
autonomous driving, as shown in Fig.

2 Related Work

Deep neural networks require extensive training data, which can be costly and
time-consuming to acquire. Data access and usage scenarios are severely regulated
in some domains, such as medical imaging. To mitigate this, there has been a
growing interest in synthetic datasets. Due to the inevitable domain gap between
synthetic datasets and application scopes, domain adaptation methods focusing
on a single target domain, or domain generalization, focusing on the wider task-
specific domain, come to the rescue. Creating a realistic synthetic dataset often
involves physically-based simulators (e.g., renderers [47]), which also turns out
expensive, and a challenge in its own right. Thus, the recent trend of leveraging
generative models for realistic data generation is winning in cost efliciency.

Generative Models. Early advancements in deep learning techniques led to a
surge in deep generative models, namely GANs and VAEs |[6,|18}32,/45]. While
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GANSs exhibited training challenges such as instability and mode collapse [4],
VAEs struggled with output quality and artifacts.

Di usion Models (DMs) [5,12/22}37,56,57] have recently demonstrated state-
of-the-art image generation quality, which happened thanks to the simpli ed
training objective, enabling training on large-scale datasets. These models involve
a forward di usion process that adds noise into data and a learned reverse
process that recovers the original data. To reduce the computational requirements,
latent di usion models (LDMs) [48] operate in the latent space, thus enabling
absorption of internet-scale data [5%]. Additionally, advances in image captioning
and language conditioning, such as CLIP|[44], enabled text-guided control of
the generation process. These advancements suggest the emergence of strong
scene-understanding prior, which can be utilized for in-domain data generation.

Despite their large size, DreamBooth|[50] demonstrated that LDMs can be
e ciently ne-tuned. To further enhance the controllability beyond text prompts,
a variety of di usion models [16,19/23} 28,38, 70, 73] integrate additional inputs of
condition signals to provide more granular control. As demonstrated in|[30], LDMs
can be repurposed to learn new tasks through ne-tuning and extra conditioning.
The usage of segmentation masks to guide generation has been a focal point of
research, with methodologies primarily falling into condition-based 28,38, 70] and
guidance-based categories [2,8,55,68]. When using pretrained o -the-shelf models,
the limited resolution of LDMs can be an obstacle to large-scale high-resolution
data generation. Yet, it can also be worked around, as studied in panorama
generation literature [3]. These techniques o er precise pixel-wise control and,
subsequently, a means of generating image-label pairs for downstream tasks.

Dataset Generation. The pioneering work DatasetGAN [72] automatically
generates labeled images by manipulating feature maps from StyleGAN and
outperforms semi-supervised baselines in object-part segmentation. Recent tech-
niques have utilized state-of-the-art DMs to create training data for downstream
tasks such as image classi cation| [1, 14,21, 34, 534,58], object detectian|([7|62, 71],
semantic segmentation [17, 33,41, 60,61, 66].

Approaches to paired image-mask dataset generation can be categorized into
three groups. The rst approach falls into the category of grounded generation
[17,33,35,60,64], which generates masks with the help of a separate segmentation
decoder. This often involves a pretrained o -the-shelf network, and the domain it is
trained on introduces additional biases bleeding into the overall generation process.
The second approach falls under the umbrella ofmage-to-image translation
techniques. [41] use a DM to progressively transform images from the synthetic
source domain into images resembling the target domain, guided by the source
domain masks. The third approach uses semantic masks to guide the image
generation (Semantic guidancg [38, 66, 70]. While arguably cleaner, it also comes
with caveats: the unknown distribution of masks and the degree of agreement
between the generation result and the mask condition. DGInStyle follows into the
last category. We use masks from the source domain and enforce the generation
delity using the proposed Multi-Resolution Latent Fusion technique.
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Domain Generalization.  Unsupervised Domain Adaptation (UDA) [15] focuses
on learning to perform a task in a target domain through supervised learning
on labeled data from a similar source domain. Only unannotated data from the
target domain is available in this setting. This task received much attention due
to the simplicity of the formulation; several approaches [25,51] were proposed to
e ciently bridge the domain gap.

Domain Generalization (DG) aims to enhance the robustness of models
trained on source domains and enable them to perform well on unseen domains
belonging to the same task group. Compared to UDA, no data from the target
domain is available along with the domain itself; it is de ned through a union
of task-speci ¢ proxy evaluation datasets. To improve domain generalization in
semantic segmentation, prior methods utilize transformations such as instance
normalization [40] or whitening [9] to align various source domain data with a
standardized feature space. Another line of research [29,31,43,69, 74, 75] focuses
on domain randomization, which augments the source domain with diverse styles.
For instance, [74] selects basis styles from the source distribution, enabling the
model to generate diverse samples during training. HGFormer [13] improves the
robustness of networks by introducing a hierarchical grouping mechanism that
groups pixels to form part-level and whole-level masks for class label prediction.
Fig. 2 shows the progress in domain generalization over recent years measured
on the task of autonomous driving scene segmentation. Improvements achieved
with our approach and SOTA techniques are clearly demonstrated.

Di usion Models for Domain Generalization. Beyond the aforementioned
approaches, recent works have explored the use of diusion models for do-
main generalization in semantic segmentation. Gonget al. [17] investigate how
well di usion-pretrained representations generalize to new domains and intro-
duce a prompt randomization strategy to enhance cross-domain performance.
DatasetDM [60] presents a generic dataset generation model capable of producing
diverse images and corresponding annotations using di usion models. These
methods implement grounded generation by training a segmentation decoder to
achieve image-mask alignment. Our approach takes a di erent semantic guidance
route, exhibiting higher controllability and generating consistent image-label
pairs that qualify as training datasets.

3 Methods

Domain generalization for semantic segmentation aims to learn a model that
is robust to unseen task domains using only annotated source domain data. In

this work, given the labeled source domain represented aB> = x7;y? IN:Sl ,
the goal is to generalize the semantic segmentation modél to unseen target

domainsD " from the same task group, by utilizing the generated labeled dataset
DG = «x5y° NS in style of the prior domain P (hence DGInStyle), thus

maximizing the overlap with the target domain. In these notations, x and y stand
for the images and their corresponding labels, respectively, wheredds and Ng
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are the total number of images in each dataset. The sety®gL$ is a subset of
fySgls in our case, although other labels are possible.

3.1 Label Conditioned Image Generation

The success of pretrained text-to-image latent di usion models, e.g., Stable
Di usion [48], provides opportunities for generating additional data to train
deep neural networks. An LDM contains a U-Net [49] denoiser and a variational
auto-encoder (VAE) [32] to represent images in a low-resolution latent space,
signi cantly reducing computational cost during training. However, the generated
images have no corresponding semantic segmentation mask, which is necessary for
DG training. We use existing semantic masks and conditional image generation
to obtain pairs of pixel-aligned images and masks.

Speci cally, we employ the recent work ControlNet [70] due to its e cient
guidance and accessible computational requirements. ControlNet injects con-
ditional inputs into the denoising process through an additional module that
directly reuses the encoding layers and their weights from the base LDM. It
connects the neural architecture via zero convolutions to enable fast ne-tuning.
During training, we convert segmentation masks into one-hot encodings, pass
them as inputs to ControlNet, and supervise it with the corresponding images
from the source domain. We also pass the unique class names extracted from the
segmentation mask as a text prompt. Once trained, we condition the generation
process on source domain masks and thus construct the new training data.

3.2 Preserving Style Prior with Style Swap

When training ControlNet starting from the base LDM pretrained on the prior
domain, we observe that the model not only learns the mask-image alignment
but also tends to over t to the style of the domain it is ne-tuned on, as shown in
Fig. 3 (¢). This is undesirable as it restricts the diversity of styles in the generated
images, which is critical to domain generalization.

To mitigate this issue, we develop a Style Swap technique to remove the
domain-speci c style and achieve diverse stylization by retrieving the prior
knowledge baked in the pretrained LDMs in three steps, shown in Fig. 5.

(a) Source (b) Source  (c) Gen. (d) Gen. (a) Car, (b) Foggy (c) Rainy (d) Snowy
Mask Image w/o Swap  w/ Swap Rider...
Fig. 3: ControlNet learns the source Fig. 4: Style variations. DGInStyle can

domain style.  This e ect hinders varied generate images under various scene condi-
data generation for domain generalization.  tions through style prompting, while main-
Our Style Swap mitigates the e ect and taining consistent dense semantic control
preserves the style prior. from (a).
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Fig.5: Overview of our proposed Style Swap technique. ControlNet learns
segmentation-conditioned image generation on the source domain. To avoid ControlNet
steering the generated style, it is trained on top of a source domain ne-tuned LDM.
Later, this source domain LDM can be replaced with the original LDM to restore the
rich style prior. As discussed in Sec. 4, this technique leads to state-of-the-art results in
domain generalization for semantic segmentation.

DreamBooth [50] was originally proposed as an e cient protocol for few-
shot ne-tuning of a pretrained LDM to learn a new concept, represented in the
training images and unavailable in the prior domain. We employ its reconstruction
loss as an e cient means for ne-tuning the LDM towards whole domains.

As a rst step of our Style Swap technique, we ne-tune the base LDM's
U-Net UP encapsulating the prior domain P with the Dreambooth protocol [50]
using all images in the source domairS. The resulting U-Net is denoted asU S.
Second, we usdJ S as the base model instead o) " to initialize ControlNet.
The idea is to allow US to absorb the domain style and let the ControlNet focus
primarily on the task-speci c yet style-agnostic layout control, thereby reducing
the domain style bleeding into its weights. Finally, in the third step, we perform
inference with the trained ControlNet, except that we switch the base LDM
generator to UP while keeping the ControlNet trained for US. This enables us to
apply semantic control learned from the source domain to the original LDM. The
overall procedure endows the original LDM with task-speci ¢ semantic control,
allowing us to generate diverse images adhering to the semantic segmentation
masks. This result is shown in Fig. 3 (d).

3.3 Style Prompting

Text prompting is a powerful technique for style mining. To better guide Con-
trolNet generation, we concatenate unique class hames present in the semantic
mask into a list and pass it to the text encoder. We further enrich the diversity
of the generated data by fusing randomized task-speci ¢ quali ers into the text
conditioning. These can be obtained from the task de nition with a query to a
domain expert or an LLM, and sometimes are known in advance, e.g., from the
source data simulator, such as GTA [46]. For the autonomous driving segmen-
tation, we use a range of adverse weather conditions (e.g., foggy, snowy, rainy,
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Fig. 6: MRLF module. We generate a rst-pass image | using low-resolution condi-
tioning. In the subsequent high-resolution pass, we partition the canvas into overlapping
tiles at each generation step, concurrently apply denoising to each with its respective
conditioning, and fuse them with a tile di usion technique. Finally, we preserve the
quality of large objects in the mask M with inpainting conditioned on the rst pass
image. The color gradient represents the path from noise to clean data.

overcast, and night scenarios). An example text prompt can beA city street scene
photo with car, road, sky, rider, bicycle, vegetation, building, in foggy weather
This approach, especially when integrated with the Style Swap technique, allows
producing images with semantic control and varied natural styles from the prior
domain P, as shown in Fig. 4.

3.4 Multi-Resolution Latent Fusion

While ControlNet e ectively integrates condition masks into the generation
process, it struggles with generating small objects due to the low-resolution latent
space. We propose a two-stage Multi-Resolution Latent Fusion pipeline to improve
the adherence to semantic masks in the generated dataset. During the rst low-
resolution pass (Fig. 6, bottom-left), we perform a regular ControlNet generation
at the original LDM resolution. This generation serves as a reference for the
second, high-resolution generation pass. Therein, we keep the large segments
generated initially and re ne everything else. To overcome the problem of low
resolution of the latent space, we perform the second pass in the upsampled latent
space, followed by downsizing the generated image to the original size. Such a
two-stage pipeline makes use of two other techniques, speci cally, the Controlled
Tiled MultiDi usion (Fig. 6, top-left), and the Latent Inpainting Di usion, seen

on the right side of the gure.

Controlled Tiled MultiDi usion. We choose an upscaling factors and
initialize the high-resolution latent code Z 2 RSW W d with Gaussian noise,
wherew h dis the resolution of the denoiser U-Net input. The condition mask
y is upsampled toY by the same factors using nearest-neighbor interpolation.
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Next, the latent canvas Z is divided into a grid of regularly spaced overlapping
tiles of sizew h d for subsequent di usion.

To perform a single di usion update step t over the whole canvas, we crop
tuples of intermediate latent codes and their corresponding spatially-aligned

step update with ControlNet discussed previously for each of them independently.
As with the low-resolution pass, we condition each crop denoising step on the
relevant set of semantic classes and the style prompt. Next, we paste the updated
latent codes back into the canvas. The overlapping tiles are fused by averaging
overlapping areas following MultiDi usion [3].

Such a controlled generation in the upsampled space overcomes the low-
resolution bias of the pretrained LDM and results in higher-quality small objects.
Nevertheless, this procedure alone leads to a noticeable degradation of large ob-
jects due to the reduced eld of view of the denoiser. We address this shortcoming
by taking large objects from the rst low-resolution pass and fusing them into
the high-resolution pass using the Latent Inpainting Di usion technique.

Latent Inpainting Di usion. To detect large areas to keep from the rst pass,
we perform connected component analysis of the original segmentation masks.
Large components with a relative area over a certain threshold contribute to the
binary mask M 2 RS" s compatible in dimensions with the latent canvasZ.
After extracting these large component regions, we generate the high-resolution
image using a modi ed di usion pipeline, similar to [36,59]. First, we perform
Controlled Tiled MultiDi usion at each step to deal with the latent canvas.
Second, we compose the nal latents on steg 1 from the denoised latents
Z: 1 (from Z;) and the low-resolution outcome. Speci cally, we upsample the
low-resolution image, encode it into the enlarged latent space using VAE to get
Lo, and apply the forward di usion process to obtain the latent code at step
L: 1. The resulting latent canvases of compatible dimensions are blended using
the maskM:Z; ;=1 M) Z 1+ M L; ;.

As a result, our multi-resolution latent fusion scheme overcomes the resolution-
speci ¢ limitations of the LDM. It unlocks controlled arbitrary-resolution genera-
tion through processing tiles. At the same time, it preserves trusted regions with
the latent inpainting di usion scheme.

3.5 Rare Class Generation

Perception models trained on imbalanced datasets tend to be biased towards
common classes and perform poorly on rare classes. We address this challenge by
considering class distribution at both the ControlNet training and nal dataset
generation phases.

Speci cally, for each classc with freguency f¢ in the source domain, its
sampling probability is P(c) = e fe)=T=" G _ e =T whereC is the total
number of classes, and” controls the smoothness of the class distribution. During
the training phase of ControlNet, we prioritize and sample more frequently those
image-mask pairs featuring rare classes. This helps ControlNet recognize and
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handle these challenging classes. During the dataset generation phase, we increase
the frequency of choosing semantic masks containing rare classes to boost the
proportion of rare classes in the generated dataset.

4 Experiments

4.1 Datasets

Following the common practice in domain generalization literature [24, 26], we
use GTA [46] with a total of 24966 images as the synthetic source dataset. To
evaluate our method's domain generalization capability, we employ ve real-world
datasets within the context of autonomous driving. Cityscapes (CS) [10] is
an urban street scene dataset collected in several cities in and around Germany.
BDD100K (BDD) [67] contains images of urban scenes captured at di erent
locations in the United States. Mapillary Vistas (MV) [39] includes the world-
wide street scenes and is diverse in terms of weather conditions, seasons, and
daytime variations. Speci cally for adverse conditions, we also utilizeACDC [53]
and Dark Zurich (DZ) [52], both of which contain images captured under
challenging weather conditions and during nighttime.

4.2 Implementation Details

Our model is based on Stable Di usion 1.5 [48] and requires a single consumer-
grade GPU for training. We rst conduct DreamBooth [50] ne-tuning using
GTA images to obtain US. The images are randomly resized and cropped to
a resolution of 512 512 The ne-tuning takes 10Kk iterations with a constant
learning rate of 2 10 ©.

The ControlNet [70] training is initialized with the source style US. For input
conditions, we use one-hot encoded GTA segmentation masks and crop them to
the size 0of512 512 These crops are guided by input text containing semantic
classes in each crop. During ControlNet inference, we perform the Style Swap as
discussed in Sec. 3.2 and integrate the multi-resolution latent fusion module with
s=2. Our tiling strategy uses a 16-pixel stride between neighbor crops. We use
T=0:01for rare class sampling probability. The constructed dataset comprises an
equal mix of images with basic text inputs and those with randomized adverse
weather prompts. Extra examples are shown in the supplement.

To assess the e cacy of our DGInStyle, we train a semantic segmentation
model on a combination of the GTA source dataset and our generated dataset.
Speci cally, we generateNg = 6000 images and selecNs = 6000 images based
on the rare class criteria. The training is performed under the aligned domain
generalization framework as detailed in [26].

4.3 Comparison with State-of-the-Art DG

In Tab. 1, we benchmark several DG methods trained using either the GTA
dataset alone or augmented with our DGInStyle and subsequently evaluated
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Table 1: DG with GTA source domain and ResNet-101/MiT-B5 backbone.
Comparison of Domain Generalization (DG) methods for semantic segmentation in
autonomous driving scenes w/ and w/o integrating our generated dataset (mloU " in %)
with GTA as source domain, using either ResNet-101 or MiT-B5 as the backbone. As
seen, leveraging our proposed data generation pipeline, which exploits rich generative
priors and semantic conditioning, provides a substantial boost in performance across
various con gurations.

DG Method DGInStyle CS [10] BDD [67] MV [39] Avg3 ACDC [53] DZ [52] Avg5 Avg5

ResNet-101 [20]

IBN-Net [40] 8 37.37 34.21 36.81 36.13 25.85 6.12 28.07, 51
4 40.80 38.98 43.20 40.99 31.68 11.19 33.17

RobustNet [9] 8 37.20 33.36 35.57 35.38 24.80 549 27.28, 6.8
4 41.03  39.62 4485 41.83 32.30 12.73 34.11

DRPC [69] 8 42.53 38.72 38.05 39.77

FSDR [27] 8 44.80 41.20 43.40 43.13 2477 9.66 32.77

GTR [43] 8 43.70 39.60 39.10 40.80

SAN-SAW [42] 8 45.33 41.18 40.77 42.23

AdvStyle [75] 8 44,51 39.27 43.48 42.42

SHADE [74] 8 46.66  43.66 4550 45.27 29.06 8.01 34.58

HRDA [25, 26] 8 39.63 38.69 4221 40.18 26.08 7.80 30.88, 79
4 46.89 4281 50.19 46.63 34.19 16.16 38.05

MiT-B5 [63]

8 46.64 45.45 49.04 47.04 36.10 16.37 38.72,

Color-Aug 3.3
4 50.76 47.21 52.33 50.10 38.92 20.94 42.03

DAFormer [24,26] 8 52.65 47.89 54.66 51.73 38.25 17.45 4218, 43
4 55.31  50.82 56.62 54.25 44.04 25.58 46.47

HRDA [25, 26] 8 57.41 49.11 61.16 55.90 44.04 20.97 46.54, 25
4 58.63 52.25 62.47 57.78 46.07 25.53 48.99

across ve real-world datasets to measure their generalization from GTA to other
domains. Speci cally, we integrate DGInStyle into IBN-Net [40], RobustNet [9],
Color-Aug (random brightness, contrast, saturation, and hue), DAFormer [24, 26],
and HRDA [25, 26] covering CNN-based ResNet-101 [20] and Transformer-based
MiT-B5 [63] network architectures.

The results in Tab. 1 indicate that DGInStyle signi cantly enhances the DG
performance across various DG methods and network architectures. The improve-
ments range from +2.5 mloU up to +7.2 mloU on the average over 5 datasets.
In particular, DGInStyle improves the overall state-of-the-art performance by a
signi cant gain of +2.5 mloU. These results con rms the e cacy of our method
in generating diverse, style-varied image-label pairs for semantic segmentation,
thereby signi cantly contributing to robust domain generalization across di erent
network architectures and training strategies.

We gauge the impact of our generated dataset on class-wise loU scores using
DAFormer, as shown in Fig. 7. The heatmap a rms the capability of our data
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Fig. 7: Class-wise loU  averaged over the ve datasets using DAFormer with and
without our dataset integration. The color visualizes the di erence to the rst row.

Image w/o Ours w/ Ours Ground Truth

Fig. 8: Qualitative comparison of segmentation results predicted by HRDA trained
on GTA and trained on our DGInStyle.

generation process across a wide range of classes. Notably, there is a strong
improvement in classes such agpole, tra c light , and tra ¢ sign , highlighting

the e ectiveness of our conditioning approach, which speci cally targets these
small classes. Additionally, we observe a signi cant improvement in thesky class,
especially in evaluations with the DarkZurich dataset. This suggests that our
DGInStyle is adept at bridging major domain gaps, such as transitioning to night
scenes, as further exempli ed in Fig. 8.

To broaden the scope of our evaluation, we set an experiment with Cityscapes
[10] as a source domain, generalizing to other real-world domains in Tab. 2. As a
real-world dataset, Cityscapes has a smaller domain gap to the other real-world
target datasets than the synthetic GTA dataset. When using Cityscapes as a
source, the baseline performance without DGInStyle is therefore naturally higher,
which reduces the potential for improvement. Yet, even in this more saturated
setting, DGInStyle achieves signi cant average improvements. These ndings
a rm the versatility and robustness of our method.

Qualitative Analysis.  Fig. 8 provides visual examples of semantic segmentation
results obtained from HRDA trained with or without the use of DGInStyle. It
shows that our generated dataset improves the predictions, even for di cult
classes (e.g.truck and pole) and lighting conditions (e.g., day and night).
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