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A Implementation Details

As demonstrated in Figure 2 of the main paper, our method is built on GCNs,
GRUs and a 3DCNN. To encode the historical motion X, we use a 1-layer GRU
with a hidden dimension of 128 for both mutual distance prediction network and
motion forecasting network. Similarly, we use two other GRUs with the same
hidden size to encode the predicted per-vertex signed distance and the per-basis
point distance respectively. The 3D scene signed distance volume S ∈ RN×N×N

is encoded via a 3DCNN. From which, we extract a scene feature vector of size
128.

As discussed in our main paper, for each human motion, we crop a fixed-size
scene volume surrounding the last observed pose and the origin of the cropped
scene is the root joint location of such pose. In particular, the scene volume is
cropped as a cube. Each face of such cube is a1 meters away from its origin
making it a cube of 2a1 meters side length. The basis points are sampled from
a sphere of radius equal to a2 meters centred at the origin of the scene. Specific
settings for different datasets are presented as follows: for the Humanise dataset,
both a1 and a2 are set to 2.0 meters. In the GIMO dataset, a1 is 2.0 meters and
a2 is 2.5 meters. For the GTA-IM and PROX datasets, a1 and a2 are each set
to 2.5 meters. Since our model predicts the human body mesh, we also feed the
SMPL-X shape parameters [4] into the network. In particular, the body shape
parameter is first encoded as a 32-dimensional feature vector by a 2-layer MLP
and then concatenated with all other inputs at each prediction step.

B Results on GIMO Dataset

We provide quantitative comparisons on GIMO dataset, presented in Tables 1.

C Long Term Prediction

To validate our model’s ability to forecast long-term motions, we provide results
in Table 2. We follow the setup in [3] to predict the future 60 frames (2 seconds)
given the past 30 frames (1 second). We feed the predictions to the pre-trained
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Seen Scenes Unseen Scenes

Path Error (mm) Pose Error (mm) Path Error (mm) Pose Error (mm)

Method 0.5s 1.0s mean 0.5s 1.0s mean 0.5s 1.0s mean 0.5s 1.0s mean

ContAware [3]† 95.2 212.4 104.4 110.9 171.6 107.2 140.3 276.8 145.0 117.6 184.0 114.9
GIMO [7]∗ 110.3 218.9 118.6 126.7 176.7 125.2 230.8 366.7 228.6 146.2 209.2 148.8
GIMO [7] 120.9 230.8 128.3 140.8 183.6 136.7 186.1 348.2 197.7 153.4 216.2 153.9
STAG [5]† 107.8 234.0 116.7 108.9 181.6 107.1 132.0 292.4 142.1 115.7 192.4 114.6

Ours 82.1 183.6 89.5 99.9 165.3 97.6 136.6 274.3 141.5 117.5 179.8 112.5

Table 1: Quantitative results on GIMO [7]. Our model outperforms all baselines
at almost all metrics.

Path Error (mm) Pose Error (mm)

method 2.5s 3.0s 3.5s 4.0s mean 2.5s 3.0s 3.5s 4.0s mean

ContAware [3]† 243.9 318.8 404.9 498.0 207.6 89.1 95.9 103.0 113.5 73.9
GIMO [7]∗ 322.5 418.6 523.7 632.1 268.0 95.8 103.4 113.5 118.2 83.2
STAG [5]† 246.5 323.2 407.8 501.4 207.1 86.6 94.0 101.6 110.9 70.4

Ours 211.2 283.1 365.1 454.7 181.1 83.2 94.2 102.7 110.7 68.8
Table 2: Quantitative results of long-term prediction on GTA-IM [1].

Path Error (mm) Pose Error (mm)

method 2.5s 3.0s 3.5s 4.0s mean 2.5s 3.0s 3.5s 4.0s mean

ContAware [3] 451.1 526.6 597.3 659.1 356.4 180.1 192.2 201.7 210 153.1
GIMO [7]∗ 553.5 652.2 748.0 839.4 445.1 200.9 213.4 223.1 230.7 176.4

STAG 440.6 514.5 592.6 669.0 351.9 198.8 208.9 218.9 230.4 168.4

Ours 399.2 480.9 558.3 622.8 320.2 172.9 185.6 197.6 207.5 147.5
Table 3: Quantitative results of long-term prediction on PROX [2]. Our model
outperforms all baselines at all metrics.

model to predict the further future motion in an autoregressive way. In the table
below, we compare our results with the most competitive baseline GIMO [7] and
ContAware [3] on the GTA-IM and PROX dataset. Our model outperforms all
baselines at almost all metrics.

D Qualitative Results

D.1 Qualitative comparisons for more actions

GTA-IM [1]. In Figure 1 and 2, we show two more qualitative comparisons of
two different actions ("walk upstairs" and "walk across door") on GTA-IM [1]
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dataset. Baseline methods cannot predict the correct path. There is scene pen-
etration of GIMO method in "walk across door".
HUMANISE [6]. In Figure 3 and 4, we show two more qualitative compar-
isons of two different actions ("sit" and "stand up") on HUMANISE [6] dataset.
Baseline methods cannot finish the whole action while our method is able to
predict a completed motion sequence.
PROX [2]. In Figure 5 and 6, we show two more qualitative comparisons of two
different actions ("touch table" and "lift leg") on PROX [2] dataset. Baseline
methods suffer from scene penetration and motion frozen.
GIMO [7]. In Figure 7 and 8, we show two more qualitative comparisons on
the GIMO dataset [7]. Baseline methods either cannot predict the correct path
(Figure 7 bottom row) or produce human motion that penetrates the scene
(Figure 8 third row).

D.2 Qualitative Results for Ablation Study

In Figure 9, we provide the qualitative results of the ablation study on our intro-
duced mutual distances. In particular, we compare the results of our model with
and without mutual distances. Without either or both distances, the model can-
not predict future motion that completes the action, i.e., stand-up, that matches
the ground truth. In contrast, our full model (second row) predicts the whole
stand-up motion.

D.3 Failure case

We found that it is challenging for our method to predict correct future motion
when there is a sudden motion change between the historical motion and the
future one. We provide an example in Figure 10. When the human kept standing
still through the past motion, our method fails to predict that he attempts to
perform the sit action in the future.
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Fig. 1: Results on "walk upstairs" from the GTA-IM dataset [1]. We show the history
motion in grey, the ground truth future motion in blue, and the predicted future motion
in orange.
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Fig. 2: Results on "walk across the door" from the GTA-IM dataset [1].
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Fig. 3: Results on "sit" action from the HUMANISE dataset [6]. We show the historical
motion in grey in the first column. For better comparison with [3], in the last row, we
plot the ground truth skeletons (blue) together with the predicted skeletons (orange)
by ContAware [3].
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