Supplementary Material:
Global Structure-from-Motion Revisited

Linfei Pan', Daniel Barath!, Marc Pollefeys'?, and Johannes L. Schénberger?
I ETH Zurich 2 Microsoft

A Additional Comparisons

In this section, we present extra experiments in comparison with HSfM [3] and
LiGT [2], which are two more camera pose estimation pipelines.

HSfM [3] is a hybrid Structure-from-Motion (SfM) pipeline that estimates cam-
era rotations with global rotation averaging and estimates camera translation
with incremental SfM. In this experiment, we compare with the algorithm im-
plemented in the Theia [11] library. By default, the Theia implementation does
not run a full bundle adjustment (BA) at the end of the HSfM reconstruction.
For a fair comparison, we added these extra steps in the pipeline. Otherwise, we
use the default parameter setting.

LiGT [2] is a camera pose estimation algorithm based on linear constraints
posed by points. We use the implementation in OpenMVG [4], provided by the
authors', and experiment with the same pipeline as OpenMVG experiments.

The results on the datasets providing camera intrinsics are reported in Ta-
ble 1. On the ETH3D MVS rig and DSLR [9] datasets, HSfM achieves com-
parable results to the proposed GLOMAP. However, on the ETH3D SLAM (8]
and LaMAR [6] datasets, HSfM fails, leading to significantly less accurate re-
constructions than all other pipelines. We attribute this to the sparsity and the
sequential nature of these datasets.

Results on the datasets lacking camera calibrations are summarized in Ta-
ble 2. On the IMC 2023 and MIP360 datasets, HSfM substantially falls behind all
tested methods in terms of accuracy. This is expected as HSfM assumes known
intrinsics which are then kept fixed until the last BA step. On these datasets, we
are only given coarse intrinsics prior, which is not sufficient for reconstruction
without additional refinement steps.

Table 1: Results on datasets with known camera intrinsics.

ETH3D SLAM ETH3D MVS (rig) ETH3D MVS (DSLR) LaMAR

R@0.1m AUC@0.1m AUC@O0.5m Time (s) AUC@1° AUC@3® AUCG5 Time (s) AUC@1° AUC@3® AUCG5® Time (s) R@lm AUC@Im AUC@5m Time (s)

OpenMVG  48.2 34.9 48.6 1208 0.2 0.9 1.3 [165.3 604 68.1 70.1 26.5

Theia 628 | 46.0 | 61.1 O8N 404 [ 726 814 3505 718 792 812 B9 111 44 191

HSEM 425 367 417 (1172 405 | 72.6 813 7456 650 70.5 717 172 104 6.9 109  8670.0
LiGT 340 278 334 2103 00 0.0 0.1 50.0 562 57.8 189 - - - -
GLOMAP |SEHSTONGST 1335 793.5_|ISOSINSSSINO0EN 165 [EOMMSESINS00N 121053
'COLMAP ~ 57.9 | 47.6 = 57.9 11154 455 64.0 69.1 2857.0 79.2 86.5 88.1 275 320 138 394 354660.4

! https://github.com/openMVG/openMVG/pull/2065
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Table 2: Results on datasets with missing camera intrinsics.

IMC 2023 MIP360

AUC@3° AUC@5° AUC@10° Time (s) AUC@3° AUC@5° AUC@10° Time (s)

OpenMVG 204 287 404 4126 734 783 849 | 926

Theia 425 492  56.5 [HO] 51.6 534 550
HSfM 29.7 365 442 3252 37.1 40.7 445 2489
LiGT 8.9 140 229 4387 436 49.2 571 107.1

GLOVAP [SUSRNFEGIININD 1073 FOTSUNOSSINI02Y 1.0

COLMAP | 65.3 70.4 75.1 4051.0 965 97.9 98.9 345.7

For more direct comparison with LiGT [2], additional results on Strecha [10]
dataset are summarized in Table 3.

Table 3: Average camera position errors (in mm) for Strecha dataset [10]. Rows with
* are taken from the paper [2].

Herz-Jesus-P8 Herz-Jesus-P25 Fountain-P11 Entry-P10 Castle-P19 Castle-P30

LiGT* 5.01 6.86 3.17 5.50 41.88 49.84
LiGT 3.54 5.29 2.81 9.08 24.72 36.36
GLOMAP 4.13 5.40 2.79 6.32 24.95 22.36

B Additional Reconstruction Results

More reconstruction results can be found in Fig. 1. From the figure, one can
see that the proposed GLOMAP reconstructs the scenes accurately, robustly
obtaining the general structure and, also the fine details.

Table 4: Synthesizing result on MIP360 [1] datasets. The proposed method largely
outperforms other baselines while obtaining similar results as COLMAP [7]. For scenes
where testing images not all registered (marked italic), reference camera pose provided
by the dataset is used. The differences on bicycle, bonsai, garden, room and stump are
evident. See Fig. 2 for details.

PSNR SSIM

OpenMVG  Theia GLOMAP COLMAP OpenMVG Theia GLOMAP COLMAP

bicycle  23.01 17.75 | 23.13 0.526 0.352 | 0.531 _
0.767 0.872 [0:9041| 0.896

bonsai 23.88 28.54
0.835 0.836 0.835

counter  26.76  26.78

garden = 24.97 20.19 0.653 0.456 1 0.653
kitchen | 29.32  29.02 0.853 | 0.841 | 0.851
room 19.11 17.07 0.691 0.643 | 0.871
stump  23.56 19.43 0.584 0.408 | 0.595 [H0I6021
Average 24.37 22.68 [J26I820 26.71 \ 0.701  0.630 [JONEBON 0.749
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C Novel View Synthesis

To examine the impact of reconstruction quality on a downstream task, this
section presents results on novel view synthesis. We conduct experiments with
Instant-NGP [5], a popular method for synthesizing images. The tested dataset
is MIP360 [1], which was originally proposed for this particular application.
Quantitative results can be found in Table 4 and qualitative results in Fig-
ure 2. We adopt the standard metric, PSNR (peak signal-to-noise ratio) and
SSIM (Structural similarity index measure). From the table, it can be observed
that synthesis results with GLOMAP and COLMAP [7] reconstruction achieve
similar scores both in PSNR and SSIM. For OpenMVG [4] and Theia [11], though
they achieve similar scores in some scenes as our reconstruction, they fail on sev-
eral scenes. Qualitatively, the synthesized results for Theia and OpenMVG are
more blurred for several scenes, indicating the poor quality of the camera pose.

D Effect of Camera Clustering

For unordered internet image collection, obtaining clean and coherent is not
trivial and we propose camera clustering technique for this purpose. Qualitative
results of the mechanism can be found in Figure 3. The comparison shows the
effectiveness of the proposed mechanism in pruning the floating structures.

E Robustness of Global Positioning.

This experiment validates the robustness in the presence of image noise. To con-
struct the experiment, we synthesize perfect image observations by projecting
COLMAP triangulations to the ground truth cameras, and then, for each ob-
servation, we add random Gaussian noise to the reprojections. We do not run
global bundle adjustment in this experiment to isolate the performance of global
positioning. Results can be found in Table 5. For perfect image observations with
Opx noise, we reliably converge to the ground truth, underlining the effectiveness
of random initialization. As the noise level increases to extreme values, the AUC
scores degrade gradually, indicating a high level of robustness of our proposed
global positioning.

F Detailed Results of ETH3D SLAM

Per-sequence result for ETH3D SLAM can be found in Table 6. From the table,
one can see that the relative performance is consistent with the averaged results
across sequences sharing the same prefix.
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Table 5: Ablation on robustness of global positioning to different noise levels of points.

Noise level  Opx 1px  2px  4px  8px 16px  32px  64px

electro 100.0 993 98.1 972 942 913 82.1 63.0
facade 98.1 97.7 979 98.1 973 954 94.2 90.8
kicker 100.0 99.5 98.1 985 90.5 89.5 86.0 78.0
meadow 100.0 99.3 98.0 958 92.6 89.2 75.3 63.8
office 100.0 98.6 96.6 94.2 87.3 785 45.5 42.5
pipes 100.0 98.7 97.7 975 943 884 82.4 56.4
playground 99.7 99.5 96.4 96.6 96.0 90.4 85.8 72.2
relief 100.0 99.8 995 99.3 989 952 93.9 87.4
relief 2 100.0 99.8 995 99.1 984  96.7 92.5 88.3
terrace 100.0 99.7 995 99.1 985  94.0 91.7 80.5

terrains 100.0 99.8 994 99.0 979 958 89.1 84.0
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Table 6: Per sequence result for ETH3D SLAM

Recall @ 0.1

AUC @ 0.5 Time (s)

OpenMVG  Theia GLOMAP COLMAP OpenMVG

GLOMAP COLMAP OpenMVG

Theia  GLOMAP COLMAP OpenMVG  Theia GLOMAP COLMAP

cables 1
cables_ 2

cables_3
camera_shake_ 1
camera_shake_2
camera_shake_3
ceiling_1

ceiling_2

desk_3
desk_changing_ 1
cinstein_1
cinstein_2
einstein_dark
einstein_flashlight
einstein_..change_1
einstein
cinstein_..change_3
kidnap_1

large _loop_1
mannequin_ 1
mannequin_3
mannequin_4
mannequin_5
mannequin_7
mannequin_face_1
mannequin_face_2
mannequin_face 3
mannequin_head
motion_ 1

planar_2

planar_3

plant_1

plant_2

plant_3

plant_4

plant_5
plant_scene_1
plant_scene_2
plant_scene_3
reflective_1
repetitive
sfm_bench
sfm_garden
sfm_house_loop
stm_lab_room_1
sfm_lab_room_2
sofa_1

sofa_2

sofa_3

sofa_4

table_3

table_4

table_7 37.2 81.0
vicon_light 1 47.2 68.5
vicon_light_2

90.4 1001.2 7501.8
11.6 | 96.8

62.0 25.5 | 615

36.4 6.7 ! 745

511.3

116.9
1998.6
767.5
1462.6
139.0 | 1920.6
472.3 14765.7
267.8
739.1
21.0
388.1
513.7
731.2
983.8
45.4
72.3
524.0
1261.3
19.7
248.2
244.4
285.6

1220.9
526.3 13478.5
107

453

5.9

19.1

36.3

4414

644.6

3785

6573.9

561.1

103.6 1 461.4
835.2 | 798.1
222.8 11030.1
32.1 1 379
50 | 20.7
252.8
l1372

50.4

188.8

2116.8

182.8 12817.7
200.5 ! 3398.7
345.1

604.6

Average

[ 120.8 OIS 1335 11115.4
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