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Abstract. In this work, we tackle the limitations of current LiDAR-
based 3D object detection systems, which are hindered by a restricted
class vocabulary and the high costs associated with annotating new ob-
ject classes. Our exploration of open-vocabulary (OV) learning in urban
environments aims to capture novel instances using pre-trained vision-
language models (VLMs) with multi-sensor data. We design and bench-
mark a set of four potential solutions as baselines, categorizing them
into either top-down or bottom-up approaches based on their input
data strategies. While effective, these methods exhibit certain limita-
tions, such as missing novel objects in 3D box estimation or applying
rigorous priors, leading to biases towards objects near the camera or
of rectangular geometries. To overcome these limitations, we introduce
a universal Find n’ Propagate approach for 3D OV tasks, aimed at
maximizing the recall of novel objects and propagating this detection ca-
pability to more distant areas thereby progressively capturing more. In
particular, we utilize a greedy box seeker to search against 3D novel boxes
of varying orientations and depth in each generated frustum and ensure
the reliability of newly identified boxes by cross alignment and density
ranker. Additionally, the inherent bias towards camera-proximal objects
is alleviated by the proposed remote simulator, which randomly diversi-
fies pseudo-labeled novel instances in the self-training process, combined
with the fusion of base samples in the memory bank. Extensive experi-
ments demonstrate a 53% improvement in novel recall across diverse OV
settings, VLMs, and 3D detectors. Notably, we achieve up to a 3.97-fold
increase in Average Precision (AP) for novel object classes. The source
code is made available at github.com/djamahl99/findnpropagate.
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1 Introduction

LiDAR-based 3D object detection [6,25,35] has been well appreciated in recent
years owing to its wide applications to self-driving [7,38] and robotics [1,29,39].
Despite this, the task aspires to more than it can practically achieve. Established
3D detection baselines [9,11,24,36] predominantly focus on a limited vocabulary
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of classes in urban environments. Key benchmark datasets like KITTI [9] and
Waymo [36] focus their evaluation of detection performance on a mere 3 to 4
common classes, typically including cars, pedestrians and cyclists. Scaling up
the range of object classes inevitably entails substantial costs for annotating
data with new concepts (e.g., barriers). Consequently, the currently established
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methods are not yet
applicable to the real-
world applications that
3D object detection
aspires to solve, as the
trained detector can-
not identify enough
classes to guarantee
safe operation.

Open-vocabulary (OV)
learning presents a
forward-thinking ap-
proach to recognise
new concepts that were
absent during train-
ing, without the need
for labelled data. Ex-
isting OV approaches
have been mainly ap-
plied to 2D object de-
tection: (1) distilling

knowledge from large vision-language models (VLMs) such as CLIP [33] for
feature map matching [10], region prompting [41, 47], bipartite matching [23],
and/or (2) employing pseudo-labelled boxes [54,55] or auxiliary grounding data
[16, 27, 28, 51] as weak supervision in self-training. However, the application of
OV learning in LiDAR-based 3D object detection remains unexplored, mainly
due to the scarcity of VLMs pre-trained on point cloud datasets.

In this work, we investigate the potential of leveraging OV learning for 3D
object detection by employing high-resolution LiDAR data (Top) and multi-
view imagery (Bottom). As illustrated in Fig. 1, four baseline solutions are
designed: (1) Top-down Projection, (2) Top-down Self-train, (3) Top-
down Clustering, and (4) Bottom-up Weakly-supervised 3D detection
approaches to facilitate novel object discovery in point clouds. The foundation
of our Top-down strategies is inspired by advancements in 2D OV learning,
where one can regress class-agnostic bounding boxes based on base box an-
notations and subsequently leverage VLMs for open-vocabulary classification.
Based on that, the Top-down Self-train is the variant that further enhances
open-vocabulary performance through self-training mechanisms. Beyond mere
2D projections, our third Top-down baseline explores the feasibility of apply-
ing open-vocabulary 3D segmentation directly to 3D detection tasks, utilizing
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clustering techniques for 3D bounding box estimation. Nevertheless, it is ob-
served that Top-down methods can easily overfit to known classes, potentially
overlooking novel objects with varying sizes and shapes. As shown in the visual-
isation of Fig. 1, unseen objects that are of vastly different shapes, such as long
vehicles like buses or small traffic cones, often go undetected in class-agnostic
3D proposals and are obscured in 2D crops due to occlusion.

The Bottom-up approach presents a cost-effective alternative akin to weakly-
supervised 3D object detection, lifting 2D annotations to construct 3D bounding
boxes. Different from Top-down counterparts, this approach is training-free and
does not rely on any base annotations, potentially making it more generalisable
and capable of finding objects with diverse shapes and densities. In Baseline
IV, we study FGR [40] as an exemplar of Bottom-up Weakly-supervised
and evaluate its effectiveness in generating novel proposals. FGR starts with
removing background points such as the ground plane, then incorporates the
human prior into key-vertex localization to refine box regression. However, their
study was limited to regressing car objects, as their vertex localization assumes
rectangular objects which do not hold for other classes (e.g., pedestrians).

To address these limitations, we propose a novel Find n’ Propagate
approach to maximise the recall rate of novel objects and then propagate the
knowledge to distant regions from the camera progressively. We identify most
detection failures of novel objects stem from the uncertainties in 3D object orien-
tation and depth. This observation motivates the development of a 2 Greedy
Box Seeker strategy that initiates by generating instance frustums for each
unique 2D box prediction region, utilizing 1 Region VLMs such as GLIP [16],
or pre-trained OV 2D models like OWL-ViT [28]. These frustums are segmented
into subspaces across different angles and depth levels to facilitate an exhaustive
greedy search for the most apt 3D proposal, accommodating a wide variety of
shapes and sizes. To control the quality of newly generated boxes, we implement
a 3 Greedy Box Oracle that employs two key criteria of multi-view align-
ment and density ranking to select the most probable proposal. The rationale
behind that is that 2D predictions predominantly originate from objects near
the camera, characterized by dense point clouds and substantial overlap with
the 2D box upon re-projection. Recognizing that relying solely on pseudo labels
generated from these 2D predictions could bias the detector towards objects
near the camera and overlook those that are distant or obscured, we propose a
4 Remote Propagator to mitigate the bias. To augment novel pseudo labels
with distant object geometries, geometry and density simulators are employed
to perturb pseudo label boxes to farther distances from the camera and mimic
sparser structures. The refined 3D proposals are subsequently integrated into a
memory bank, facilitating iterative training of the detection model.
Contributions. This study presents a pioneering endeavour in integrating OV
learning with LiDAR-based 3D detection for urban scenarios. We have exten-
sively benchmarked four distinct Top-down and Bottom-up solutions across
a range of open-vocabulary protocols, showcasing their versatility and setting a
foundation for future studies in this direction. Our approach (1) maximises the
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recall of novel objects with greedy proposal generation, (2) maintains the preci-
sion of proposals with two quality control criteria, (3) introduces copy n’ paste
and point dropout augmentation strategies, specifically tailored to simulate the
geometric characteristics of missed objects in 2D including faraway and sparse
objects, thus effectively compensating for the bias inherent in generated pro-
posals from frustums. Empirical results evidence the efficacy of our bottom-up
approach, which achieves a remarkable 21% absolute increase in the recall rate
and a 3.9� enhancement in average precision (AP) for novel objects.

2 Related Work
Open-Vocabulary Object Detection (OV-2D) is the task of training an
object detector to recognise concepts beyond the initial training vocabulary. The
task was first demonstrated by OVR-CNN [48], which aligned region features
with nouns from image-caption pairs. Secondary approaches in OV-2D involve
contrastive pre-trained models such as CLIP [33] and SigLIP [50] to establish
a broad vocabulary [10, 41, 47, 55, 57] from image crops then fine-tune with box
annotations for a subset of base classes, and can be divided based on whether
they implicitly or explicitly learn about novel instances. The first group primarily
rely on learning to distil regional knowledge from a pre-trained backbone without
losing the open-vocabulary performance. As CLIP was pre-trained on image-
level features, a significant gap exists between the input regional features and
the pre-trained image ones, leading to poor performance on novel objects. To
mitigate the gap, ViLD [10] trains a Regional Proposal Network (RPN) on top of
CLIP, distilling features from the cropped regions to align with the RoIAlign [34]
extracted region features. CORA [41] and OV-DETR [47] use region prompts
to align the extracted features with their image-level counterpart. CoDet [23]
develop a pretraining method that aligns each region to one noun with bipartite
matching. F-VLM [15] trains detection heads on top of frozen VLMs. CFM-ViT
[14] propose a novel pretraining method for reconstructing masked image tokens.
The second group explicitly mines novel instances from weak supervision. Some
methods use image-caption data for self-training on novel instances. For example,
RegionCLIP [55] pretrains using pseudo-boxes generated from extracted nouns,
and Detic [57] regresses class-agnostic boxes and associates the largest one with
the caption. VL-PLM [54] generates pseudo-boxes for novel classes with a class-
agnostic RPN and CLIP. Grounding methods directly apply a matching loss to
learn from weakly supervised data and fine-tune on detection datasets, including
GLIP [16, 51] and DetCLIP [44, 45]. They utilise several pre-training datasets
and do not remove rare class names. Similarly, OWL-ViT [27, 28] finetune on
detection and grounding datasets. Nevertheless, it is non-trivial to produce a
direct derivative of 2D works in 3D.
Weakly-supervised 3D Object Detection is the task of training 3D object
detectors from 2D annotations only. FGR [40], MTrans [17], VG-W3D [12] and
WM-3D [37] utilise 2D bounding boxes on camera images, whilst WS3D [26]
uses points in BEV view of which FGR, VG-W3D, and WM-3D did not use
any 3D labels. Methods often design a 3D bounding box estimation process that
takes advantage of human priors on the shape of the objects of interest, such
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as vehicles being rectangular. These works have yet to be expanded to larger
vocabularies where the shape of the objects is more diverse and perhaps not
known during training.
Open-vocabulary Learning in 3D. In 3D point-cloud learning [21, 22], the
acquisition of large-scale point-cloud text pairs remains a signi�cant challenge.
This limitation has resulted in a scarcity of OV-3D research, particularly in out-
door scenarios predominantly dependent on LiDAR data. A recent study [20]
leverages indoor RGB-D datasets and proposes a top-down approach. Initially,
a point-cloud detector is trained to localize unknown objects, of which labels
are assigned based on textual prompts. OpenSight [52] provides preliminary
results for urban environments but their baselines did not adhere to the open-
vocabulary setting as they trained their proposal baseline with full supervision.
Triplet cross-modal contrastive learning [5,30,42,49] has been used to integrate
di�erent modalities. Nonetheless, this method's applicability is constrained in
urban environments. Open-vocabulary learning has also been explored in 3D
classi�cation and segmentation. PointCLIP [53] was a pioneering e�ort in utilis-
ing CLIP for 3D understanding, optimizing a view adapter in a few-shot setting.
Further research [13, 18, 58] has applied CLIP to point-cloud depth maps for
zero-shot classi�cation. Notably, CLIP2Scene [5], CLIP2 [49], and Seal [19] have
used image-to-point correspondence to adapt CLIP for outdoor LiDAR scenes,
indicating a growing interest in open-vocabulary learning in complex 3D con-
texts. Despite these advancements, the core issue in OV-3D remainsunresolved:
the challenge of boosting the recall of unknown objects and e�ectively learning
from noisy and biased proposals. These crucial aspects, which have yet to be
thoroughly addressed, will be discussed in detail in Section 4.

3 Preliminaries

3.1 Task Formulation of OV-3D

In the context of OV-3D, we de�ne the base training set asDB = f L; I ; B B g,
where L denotes the collection of raw point clouds,I the multi-view imagery,
and B B corresponds to the set of 3D bounding boxes associated with the base
categoriesCB . The primary objective of this task is to generalise the 3D detector
pretrained on DB , i.e., f (�; � ) : L t ! bB B [ bB N so that it can recognisenovel
(subscript N ) categoriesCN that were not presented in the training corpus in
the test sampleL t , i.e., CN \ C B = ; .

3.2 Baselines Design

As there is no systematic study of OV-3D in urban scenes, we �rst design four
baselines for benchmarking. TheTop-down framework is a straightforward pro-
cess in which we utilise 3D points to regress a number of box proposals and
project them to 2D to acquire labels. It is motivated by the fact that it is inex-
pensive to acquire open-vocabulary knowledge from images whilst 3D can o�er
high-precision box proposals. Below, we introduce each method seen in Fig. 1:
Baseline I: Top-down Projection uses the base bounding boxesDB to
train a detector to predict class-agnostic bounding boxes, which can be projected
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to 2D to enable the VLM inference. This method can utilise one of many available
2D VLMs, including CLIP [32], GLIP [16] and MaskCLIP [56]. Because this
method uses the base knowledge to train a proposal network it can predict high-
precision bounding boxes e�ciently but requires costly 3D annotations for base
classes. This method may miss many novel objects as it has been trained on the
base annotationsDB and is implicitly biased to avoid novel proposals, reducing
its generalisation ability.
Baseline II: Top-down Self-train . This baseline introduces a further
addition to Baseline I to encourage it to produce more novel object predictions.
We encourage the model to predict objects belonging to novel instances with
self-training. The model will likely make some reasonable novel predictions for
objects close to those seen in training, which can be resampled to propagate
novel information. However, errors may arise from the VLM's predictions when
the objects in cropped regions are occluded or partially observed, which will be
accumulated in self-training.
Baseline III. Top-down Clustering . We establish the performance of
directly clustering points for Top-down proposal generation using density clus-
tering methods such as DBScan [8] and HDBScan [4] and box �tting from [20].
To extend the capabilities of the baseline, we establish the performance of an
open-vocabulary 3D segmentation model forTop-down proposal generation.
CLIP2Scene [5] is selected as it is a pioneering work to distil CLIP features in a
3D point cloud encoder for open-vocabulary scene understanding. The proposed
Baseline III uses CLIP2Scene to predict the labels of each point, then concate-
nates the labels and coordinates to be clustered with HDBScan, after which each
cluster will be regressed into a 3D box. Issues arise in generating proposals as
the zero-shot segmentation model may make misclassi�cations, and clustering
relies on densely distributed objects.
Baseline IV: Bottom-up Weakly-Supervised . To remedy the gen-
eralisation problems that arise with Top-down methods, below we detail a
Bottom-up alternative. Bottom-up proposal generation is currently explored
in the task of weakly-supervised 3D object detection [12, 17, 37] by using 2D
annotations. Among previous works in weakly-supervised 3D object detection,
FGR [40] is the most relevant to our bottom-up de�nition, regressing 3D boxes
from 2D ground-truth and LiDAR without any 3D annotations. All weakly-
supervised methods apply human prior knowledge to reduce the degrees of free-
dom and �nd valid proposals. For FGR, their guiding assumption is that objects
are quite rectangular and there exists a vertex with high density in the corre-
sponding right-angle triangle to nearby edges. Further, they assume there exists
a �at ground plane where objects lie. These assumptions, however, may impact
the model performance when applied to general classes such as non-rectangular
pedestrians and cyclists or signs as they are not on the ground.

4 Find n' Propagate

To avoid the issues from Top-down and Bottom-up OV-3D baselines, we
introduce a Find n' Propagate approach to enhance the detection of novel
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Fig. 2: The proposed Find n' Propagate approach. The framework aims to
maximise the recall of novel objects through a Greedy Box Seeker and control the
quality of newly identi�ed boxes with Greedy Box Oracle. To propagate the knowledge
to distant areas, a Remote Propagator is applied, which allows diverse remote novel
instances to be progressively captured.

instances in point clouds. The proposed two-stage methodology seeks to initially
1 utilize predictions from region VLMs ( e.g., GLIP) or o�-the-shelf OV-2D

detectors (e.g., OWL-ViT) to enhance the detection of novel objects in proximity
to the camera, across a spectrum of orientations and depths, employing a2
Greedy Box Seeker. To maintain the quality of detections, the newly determined
boxes are fed into the 3 Greedy Box Oracle module to �lter out low-quality
ones. Recognizing that novel objects situated in distant or occluded areas may be
overlooked, the method extends to project the predicted 3D proposals through a
4 Remote Propagator, designed to replicate similar geometrical con�gurations

of remote objects. This strategy aims to incrementally improve the capture of
novel instances during the self-training process with a coupled memory bank
The fundamental components of this approach are illustrated in Fig. 2. Below,
we �rst detail the steps of each key module.

4.1 Greedy Box Seeker

To identify novel classesCN in 1 , GLIP or OWL-ViT is employed to generate
bounding boxesf B m

2D gM
m =1 across allM camera views. Subsequently, these 2D

bounding boxes are lifted into 3D space, by creatingfrustums [31] that de�ne
a 3D search space to help localise the amodal 3D bounding box, as shown in
Fig. 2. As a frustum may capture a wide spread of points including foreground
objects and background ones, below we re�ne the search space.
Box Search Space. Given 2D bounding box B m

2D , we de�ne its corresponding
frustum Um , with depth values d in the range [0; 1 ). To re�ne the search space
for 3D proposal B 3D , we use the lower and upperquantiles, dmin and dmax as
depth bounds. The resultant search spaceRUm in each frustum is the Cartesian
product of the boundary sets:

RUm := f umin ; umax g � f vmin ; vmax g � f dmin ; dmax g;
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where (umin ; umax ), (vmin ; vmax ) are 2D top-left and bottom-right coordinates
of B m

2D . For each novel classc 2 CN , we consider a pre-de�ned anchor box
A = ( w; l; h)� 
 , wherew; l; h represents the pre-de�ned width, length and heights
for the novel classc 2 CN and 
 is a scaling factor that controls the variety of
anchor box size, respectively. The anchor boxes are taken from OpenPCDet.

is empirically sampled from the range of(0:95; 1:2). As illustrated in Fig. 2, we
divide each frustum by consideringkd , ks and ko intervals in the depth d, scale

 and orientation � axes, where we greedily search the optimal placement of 3D
proposals by consideringko di�erent poses of the anchor boxA within the range
of (0; � ). To this end, this process results in a pool of 3D proposal candidates
from each frustum Df = f �A i g

kd � ko � k s
i =1 , where �A i = ( cx ; cy ; cz ; w; l; h; � ) includes

the anchor size, centre location and orientation. Considering there are a large
number of noisy proposal candidates, we introduce the followingquality control
step that ranks each candidate based on two key metrics to select the most
accurate representation of the target 3D object.
4.2 Greedy Box Oracle
Proposals from the Greedy Box Seeker will contain many background and poorly
regressed boxes we reduce the number of proposals by selecting the best candi-
date for each frustum. Given a set of proposalsDf obtained from Greedy Box
Seeker, we produce a composite scoreC based on the sum of two normalised
criteria, as shown in Fig. 2. The score is used to rank the proposals to �nd the
best one for each frustum. The score measures the supporting evidence for each
box in both 2D and 3D domains, using Criterion 1 and Criterion 2 respectively.
Criteria 1 re�ects the positive attribution of points to the box, and Criteria 2
the alignment with the 2D bounding box.
Criterion 1: Density Ranking . Central to our evaluation is the point density
within each proposal. Given that camera frustums capture a mix of object-related
and extraneous points, distinguishing between the foreground and background is
crucial. Our approach introduces a bias toward proposals with high point density.
In particular, for LiDAR points, L = f (x i ; yi ; zi )gN

i =1 and proposalsf �A m gM
m =1 ,

we transform their coordinates to each proposals local coordinates(x̂m
i ; ŷm

i ; ẑm
i ):

2

6
6
4

x̂m
i

ŷm
i

ẑm
i
1

3

7
7
5 =

2
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4

cos (� � m ) sin (� � m ) 0 � cm
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x i
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1
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7
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5 ;

where the middle translation matrix transforms global LiDAR coordinates to
proposal relative coordinates. To calculate the point density of each proposal,
we tally the number of points falling within each proposal and subsequently rank
them by dividing this count by the maximum density across all proposals:

C2(L ; �A m ) =

P N
i =1 1 inBox

�
[x̂k

i ; ŷk
i ; ẑk

i ]; �A m
�

maxj 2 [M ]
P N

i =1 1 inBox ([x̂ j
i ; ŷj

i ; ẑj
i ]; �A j )

; (1)

1 inBox ([x̂k
i ; ŷk

i ; ẑk
i ]; �A m ) =

(
1

�
�[x̂k

i ; ŷk
i ; ẑk

i ]
�
� � [ wk

2 ; l k
2 ; h k

2 ]
0 otherwise:
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This criterion assigns higher rankings to densely packed proposals over sparser
ones, which are more likely to represent the object of interest. However, it's worth
noting that this criterion alone may not be su�cient, as there's a possibility that
the background could exhibit denser points.
Criterion 2: Multi-view Alignment . Dense areas do not imply strong ori-
entation bias, as boxes should maintain most of their density with orientation
error. We assume that 2D instance boxes shouldtightly bound the object of inter-
est in the image plane, aiming to maintain the tight bound with our proposals.
To evaluate the suitability of a proposal and its associated GLIP bounding box,
we introduce the image crop IoU criterion that involves projecting the proposal
onto the camera view and calculating the IoU with 2D predictions:

C2( �A m ) = IoU(P( �A m ); Sm ): (2)

By combing Eq. (1) and Eq. (2), the �ltered proposal candidates D �
f are obtained

by ranking:
D �

f = arg max
A m 2D f

C; C = C1(L ; �A m ) + � IoU C2( �A m );

where � IoU is the coe�cient for the alignment criterion.

4.3 Remote Propagator

The Greedy Box Seeker and Oracle will produce proposals based on the as-
sumption that the objects are close to the camera and characterised by dense
and structured point clouds. This can, however,limit the 3D detector's ability
to identify objects in sparser point clouds or varying contexts. To address this
limitation and counteract biases that may accumulate during self-training, we
introduce Remote Progagator to propagate knowledge to faraway regions.
Memory Bank Q. To start with, we construct a memory bank Q to support the
multi-round near-to-far self-training. As illustrated in Fig. 2, Q takes four data
sources including base GTDB , searched boxes from OracleD �

f , simulated remote
objects and high-con�dence pseudo-labelled boxesDPL after the detector get re-
trained. We apply �ltering strategies to ensure data quality and consistency
across these varied sources, with further details available in the supplementary
material. Below, we provide the details of two proposed geometry and density
simulators, which randomly copy and diversify boxes to mimic distant objects.
Geometry Simulator. Di�erent from standard GT sampling, which merely
collects samples from an o�ine dataset and integrates them into new scenesL
with static positions and orientations, we introduce an innovative strategy to
augment the object geometry characteristics for both proposals from OracleD �

f
and pseudo-labelled novel 3D boxesDPL . To ensure only high-quality objects
are utilized for augmentation, we maintain a �xed-size class-wise queue inQ to
comprise high-con�dence objects. This queue is updated when capacity permits
or when newly acquired pseudo-labels present objects of superior con�dence.
This geometry simulator translates LiDAR points into the reference frame of
each collected box, retaining points within the box boundaries as determined by
the function 1 inBox (�; �). During training, we randomly select Npaste novel class
labels for each iteration, followed by random sampling of indicesk1; : : : ; kN paste
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from the range [1; jQj ]. For each sampled boxB k , Gaussian noisesG(� � ; � 2
� )

and G(� xyz ; � 2
xyz ) are introduced to its geometric locations and orientation an-

gles with standard deviations� xyz and � � . Collision avoidance in the target scene
is ensured by rejecting any overlapping objects, both among themselves and with
pre-existing scene objects, and we persist in the search for suitable placement lo-
cations. This derived strategy helps improve the model's generalisation to novel
objects that were previously undetected by the Oracle or pseudo-labelled pro-
posals, while also aiding in the precise estimation of object orientations.
Density Simulator. To further address the limitation where Oracle proposals
predominantly encompass near objects with high point density, we introduce
the density simulator to mimic a sparser point cloud structure: we randomly
eliminate a fraction of the points from these dense point cloud samples. When
we sample an instance from the queue of collected objects in the memory bank,
we decide to drop out points with probability pdrop and then randomly drop
an amount Ndrop � U

�
0; N

2

�
. This simulation mimics the naturally sparse point

distribution observed in distant or occluded objects in urban scenes thereby
enhancing the detector's robustness.

5 Experiments
5.1 Experimental Set-up
Dataset. To verify the e�ectiveness of the proposed OV-3D approaches, exten-
sive experiments are conducted on nuScenes [3] and KITTI [9]. nuScenes contains
1000 driving sequences, with 700, 150, 150 sequences for training, validation, and
testing, respectively. Each 20-second sequence has keyframes annotated at 2Hz,
totalling approximately 1.4 million boxes. The dataset includes RGB images
from six cameras covering a 360-degree horizontal FOV, with views from the
front, front left, front right, back, back left, and back right, all at 1600 Ö900 res-
olution. Ten object classes are annotated: car, truck, bus, trailer, construction
vehicle, pedestrian, motorcycle, bicycle, barrier, and tra�c cone. KITTI consists
of 3,712 training samples (i.e., point clouds) and 3,769val samples. The dataset
includes a total of 80,256 labelled objects with three commonly used classes for
autonomous driving: cars, pedestrians, and cyclists.
Open-vocabulary Settings. To study open-vocabulary performance, we have
developed two protocols, varying in complexity from moderate to challenging.
� ŸSetting 1 : jCB j=6, jCN j=4. We categorize six classes as base classes: car,

construction vehicles, trailer, barrier, bicycle, and pedestrian while treating
the remaining four as novel categories. This grouping is motivated by [46],
which pairs novel and known classes based on size similarities (e.g., trailer vs.
bus, bicycle vs. motorcycle). Implementing this strategy facilitates a balanced
recall rate for detecting novel classes, ensuring their identi�cation is on par
with base categories.

� ŸSetting 2 : jCB j=3, jCN j=7. We further delve into a more challenging sce-
nario by only having three common classes,i.e., car, pedestrian, and bicycle
as bases following KITTI [9]. This approach aligns more closely with real-
world applications, acknowledging the reality that the accurate detection and
regression of novel objects cannot always be assured.
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Table 1: Open-vocabulary evaluation on the nuScenes dataset with four
novel classes ( x Setting 1). � indicates the result with class-agnostic Transfusion
and -f denote the variants with logit fusion. All scores are given in percentage. �C2S�
denotes CLIP2Scene, �Trans� as Transfusion, and �Center� as Centerpoint.

Base Novel Overall
Method Box 3D VLM Arch. Car Const. Trai. Barr. Bic. Ped. Truck Bus Motor. Cone. mAP NDS AP B AP N AR N

Top-Projection

Base - Trans. 86:53 26:17 42:21 68:46 52:73 73:56 0:00 0:00 0:00 0:00 34:97 40:02 58.28 0:00 -
Base - Center. 84:08 16:62 35:59 67:33 39:53 85:25 0:00 0:00 0:00 0:00 32:84 38:75 54:74 0:00 -
Base CLIP � Trans. 54:89 0:00 0:00 1:48 22:92 28:64 3:09 4:95 4:33 0:53 12:08 32:98 17:99 3:22 -
Base Trans. 55:82 0:00 0:00 1:16 24:52 27:55 2:96 4:30 4:62 0:38 12:13 32:89 18:18 3:06 -
Base

CLIP
Center. 57:39 0:00 0:00 0:00 30:24 29:80 2:96 2:45 6:04 0:00 12:89 29:35 19:57 2:86 -

Base Trans. 83:09 4:18 34:58 61:87 49:30 67:28 0:00 5:54 11:14 0:00 31:70 43:24 50:05 4:17 -
Base

CLIP-f
Center. 66:49 2:21 17:89 44:27 40:60 65:88 0:30 0:00 0:20 0:00 23:78 42:98 39:56 0:13 -

Base Trans. 56:93 0:10 0:00 3:55 30:93 32:86 2:40 0:00 0:40 0:00 12:72 33:30 20:73 0:70 -
Base

Mask
Center. 50:13 0:13 0:00 3:61 31:43 40:93 1:20 0:00 0:00 0:00 12:74 33:51 21:04 0:30 -

Base Trans. 71:66 2:58 20:63 43:62 41:40 54:51 1:23 0:46 3:48 0:00 23:96 42:77 39:07 1:29 -
Base

Mask-f
Center. 66:50 2:22 17:89 44:22 40:60 65:88 0:30 0:00 0:19 0:00 23:78 42:98 39:55 0:12 -

Base Trans. 69:39 2:42 2:88 43:88 43:00 62:57 3:60 0:00 12:56 1:97 24:23 42:71 37:36 4:53 -
Base

GLIP
Center. 65:20 2:07 3:44 43:85 44:68 71:36 2:34 0:00 3:27 1:22 23:74 42:88 38:43 1:71 -

Base Trans. 78:71 6:95 11:74 63:88 44:88 73:22 7:35 2:57 17:15 0:00 30:64 46:40 46:56 6:77 -
Base

GLIP-f
Center. 76:91 4:59 10:78 63:15 39:00 84:88 5:15 0:12 4:95 0:00 28:95 46:07 46:55 2:55 -

(Upper Bound) GT 3D CLIP Trans. 53:10 9:47 0:00 0:72 39:95 31:20 16:64 62:65 37:10 34:05 29:14 45:59 23:48 37:61 -

Top-Clustering
HDBScan C2S [5] - 4:01 0:00 0:00 0:00 0:00 0:00 1:38 0:37 0:00 1:27 0:70 6:10 0:67 0:76 7.83
DBScan C2S [5] - 3:07 0:00 0:00 0:00 0:00 0:00 1:86 0:72 0:00 0:00 0:57 3:33 0:51 0:65 7.76

Base+ST CLIP Trans. 85:37 18:64 32:37 68:59 35:08 85:18 12:49 4:80 8:50 0:11 35:11 46:34 54:20 6:47 39.40
Top-SelfTrain

Base+ST GLIP Trans. 85:50 17:81 32:67 68:04 33:54 85:10 12:82 0:01 2:34 0:00 33:78 41:86 53:78 3:79 38.68

Seeker+ST OWL Center. 78:70 11:71 26:09 64:11 31:44 81:59 0:80 14:18 20:80 21:23 35:06 40:85 48:94 14:25 28.39
Seeker+ST GLIP Center. 78:81 13:14 26:48 63:39 33:40 81:99 7:07 19:10 9:51 40:92 37:38 39:82 49:54 19:15 41.12
Seeker+ST OWL Trans. 84:98 17:35 31:93 65:63 34:70 83:94 20:76 26:52 34.76 24:60 42:52 45:13 53:09 26:66 60.10
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Seeker+ST GLIP Trans. 84:30 15:91 30:38 69:26 31:48 83:55 26.17 28.43 34:18 45.83 44.95 47.87 52:48 33.65 58.46

Table 2: Evaluation on nuScenes with 10 novel classes ( x Setting 3).

Novel Overall
Method Box 3D VLM Arch. Car Const. Trai. Barr. Bic. Ped. Truck Bus Motor. Cone. AP N NDS

Top-Clustering DBScan GLIP - 2:70 0:96 0:00 0:96 0:00 0:00 1:33 0:62 0:24 0:00 0:68 4:63
DBScan GT 2D - 2:37 0:94 0:00 7:80 0:90 0:45 1:40 0:54 0:79 0:00 1:52 7:09

OWL - 14:20 1:80 0:00 0:10 5:20 19:40 2:50 4:00 5:50 1:10 5:40 12:40
OpenSight [52]

Detic - 15:10 2:10 0:00 0:10 6:20 21:10 2:90 4:20 6:10 0:80 5:80 12:70

Seeker OWL - 25.14 0:76 0:00 0:30 19:21 12:24 6:07 5:89 18:01 18:89 10:65 18:30
Ours

Seeker GLIP - 24:28 4.14 0.15 4.39 34.65 22.80 8.58 11.09 35.82 21.26 16.72 22.40
(Upper Bound) Seeker GT 2D - 16:09 3:26 0:37 34:28 38:22 39:03 7:41 5:54 30:33 56:45 23:10 22:83

� ŸSetting 3 : jCN j=10. In our third and more ambitious test setting, we eval-
uate proposal methods with no base classes, leaving all ten classes as novels.

Evaluation Metrics. For evaluating 3D object detection, two key metrics are
utilised: mean Average Precision (mAP) and the nuScenes detection score (NDS).
The NDS metric is a composite score, calculated as a weighted average of mAP
along with various attribute metrics e.g., translation, scale, orientation, velocity,
and other box attributes. We further introduce AP B and APN , which distinctly
calculates the mean average precision across the base classes and novel classes,
respectively. Average recall (ARN ) is calculated for novel classes. We evaluate the
performance of learning methods with Transfusion [2] and Centerpoint [46] as
they are di�erent architectures with di�erent label assignment methods that both
achieve strong performance on nuScenes. Implementation details andsource
code are at github.com/djamahl99/�ndnpropagate.

5.2 Main Results

Table 1 presents a comparative analysis of methods onx Setting 1 includ-
ing Top-down Projection , Top-SelfTrain , Top-Clustering and the pro-



12 D. Etchegaray et al.

Table 3: Comparisons under the challenging x Setting 2.
Method VLM Architecture mAP NDS AP B AP N

Base - Transfusion 21.85 24.42 72.85 0.00
Base - Centerpoint 21.67 24.40 72.23 0.00
Top-down Proj. CLIP-f Transfusion 21.86 24.42 72.86 0.00
Top-down Proj. CLIP-f Centerpoint 18.13 33.07 57.37 1.31
Top-down Proj. GLIP-f Transfusion 21.66 30.49 71.36 0.36
Top-down Proj. GLIP-f Centerpoint 22.71 33.67 69.78 2.54
Top-down Proj. MaskCLIP-f Transfusion 23.78 42.98 62.46 2.23
Top-down Proj. MaskCLIP-f Centerpoint 19.28 33.17 60.00 1.83
Find n' Propagate GLIP Transfusion 31.44 34.53 67.41 16.03
Find n' Propagate GLIP Centerpoint 37.38 40.28 49.99 18.46

Table 4: Bottom-up proposals evaluation on KITTI validation set. All values
in %. GT 2D is used for all methods. Below are classes that were not tested in FGR.

Cyclist AP 3D Pedestrian AP 3D

Method Easy Moderate Hard Easy Moderate Hard

Fgr [40] 4:48 3:28 3:15 3:97 4:51 4:21
Greedy Box Seeker 7.73 8.02 7.50 12.20 14.29 12.30

posedFind N' Propagate . The term `Base ' refers to the performance of back-
bone detectors pre-trained on 6 base classes. `CLIP� ' indicates the Top-down
variant with the class-agnostic detector, which exhibits performance parallel to
the base pretrained models. Table 3 reports the results under the challengingx
Setting 2 with 7 novel classes. In this setting, the pretrainedBase model has
access to a restricted vocabulary, limiting its proposal generalization.
Compared with learning-free Top-down . Table 1 reveals that mostTop-
down approaches show an increase of up to 6% in APN , albeit at the cost of
a slight decrease in mAP compared to the pretrained base model. GLIP sig-
ni�cantly outperforms CLIP and MaskCLIP in zero-shot detection, notably in
detecting motorcycles. Models using logit fusion (indicated by -f) retain the base
model's pro�ciency on known classes, with up to 19.6% increase in mAP. Cen-
terPoint tends to exhibit inferior regression quality, leading to a 1% to 25% drop
in mAP. In contrast, our Find n' Propagate approach greatly outperforms
all Top-down variants, elevating AP for novel classes by an impressive 110%
to 397% using GLIP and OWL-ViT. For x Setting 2 results only our Find
n' Propagate approach can achieve a reasonable APN of 18%. NDS is slightly
lower due to a lack of velocity supervision in proposals mined from Box Seeker.
Does Bottom-up OV-3D have higher recall for novels? Table 1 reports
the average recall (ARN ) rate of novel classes in the last column.Top-down
methods will have the same ARN for di�erent VLMs since the proposals are
the same up to label and score. Compared withTop-down Self-train , our
Find n' Propagate approach gains an absolute increase of 20.7% on ARN

over Top-down Self-train , evidencing its e�ectiveness at discovering more
novel instances. The proposedTop-down Clustering method cannot regress
better proposals as objects can be vastly distributed and do not form densely
packed and isolated clusters. Despite having access to the segmentation labels
from CLIP2Scene, there are 6 classes with zero AP for HDBScan, and 7 for
DBScan; both having a mAP less than 1%.
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Compared with Top-down Self-train. As shown in Tab. 1, with the
aid of self-training, Top-down Self-train with CLIP improves APN from
3.1% (learning-free) to 6.46%. Unfortunately, for classes with distinct shapes
like traffic cones, the improvement is negligible. Notably, Find n’ Propagate
consistently outperforms Top-down Self-train, enhancing APN by 420%.
Top-down Self-train with GLIP is not able to drastically improve on its
learning-free proposals, with APN dropping by 16%.
Greedy Box Seeker v.s Bottom-up Weakly-supervised. In Table 4,
we compare the proposed Greedy Box Seeker with the Baseline IV - Bottom-up
Weakly-supervised approach FGR [40]. The rectangular shape bias of FGR leads
it to produce poor regressions for non-rectangular classes whilst our Greedy Box
Seeker can regress better proposals for Cyclist and Pedestrian at all difficulties,
having increased in AP3D by at least 73%.
Greedy Box Seeker v.s. OpenSight [52]. We compare our proposal quality
with a concurrent counterpart OpenSight [52] on the nuScenes dataset, as shown
in Table 2. In x Setting 3), we study the quality of boxes generated by Open-
Sight and by our Greedy Box Seeker without requiring any 3D annotations. We
find that our proposals drastically improve the recovery of novel instances by
97% APN, attesting to the flexibility of our box seeker.

5.3 Ablation Study and Visualisation

In this subsection, we study the impact of the proposed Greedy Box Oracle and
two simulators. Due to the space limit, more ablation studies are provided in the
supplementary material.
Impact of Geometry Simulator. We study the impact of the proposed sim-
ulators in Table 5 under x Setting 1, exemplifying the need to sample extra
novel instances of varying geometric characteristics during training. We experi-
ment with different augmentation methods for novel instances, starting with GT
Sampling, and then introduce modules from the Geometry Simulator. We find
that with GT Sampling there is not enough geometric variance in the objects as
it is pasting the already found objects without modification. Adding deviations
to the pasted location increases ARN by 6% absolute and produces best APB by
a margin of 1%, however, decreases APN by 8%. Relative to translation alone,
the proposed simulator with translation and rotation variance increases APN by
73%, benefiting from both orientation and spatial transformation.
Impact of Density Simulator. As reported in Table 5, the proposed density
simulator (row 2 and row 4) effectively emulates sparse versions of nearby objects
with the same geometry. Compared with the standard GT sampling (row 1),
the Transfusion detector trained with density simulator enabled gains 42% of
the detection precision of novel classes APN and 15.6% of recall ARN with the
dropout rate pdrop = 0:2 under x Setting 1).
Impact of Greedy Box Oracle. The importance of density ranker and multi-
view alignment in filtering out noisy novel instances is underscored in our study.
Table 6 presents a benchmark comparison of these two quality control criteria.
View alignment, while effective, can inadvertently validate false proposals that
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