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In this supplementary material, we provide the implementation details of our
proposed approach in Sec. 1. We present rendering of novel subjects as another
application of our method in Sec. 2. Finally, we provide additional qualitative
results in the supplementary video.

1 Implementation details of PAV

We implemented our deformable dynamic neural radiance field (Main Text Sec.
3.2) using the NVIDIA NGP framework [1]. We use three fully fused MLPs [1],
each with 64 neurons, for color, density, and density offset predictions. The den-
sity MLP (MLP-D in Main Text Fig. 2) outputs feature values vector σ ∈ R16

where the first value is the log-space density. The density offset MLP (MLP-O
in Main Text Fig. 2) takes appearance embedding and encoded FLAME expres-
sion and outputs the feature values vector ∆σ. The final value of the density
features are summation of σ and ∆σ. The final value of density feature is later
concatenated with the appearance embedding and viewing vector d to be input
of the color network.

Fig. 1: Rendering of novel subjects by linearly blending learned neural textures in
varying proportions.

2 Rendering of Novel Subjects

We explore the rendering of novel synthetic subjects obtained by mixing learned
appearance embedding, i.e. neural textures, for each appearance. Neural textures
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sourced from two distinct appearances are blended together in varying propor-
tions, as illustrated in Fig. 1. These results show that learned neural texture is
not overfitted to each input appearance, and it learns a smooth feature space
shared across all the input appearances.

3 Additional Experiments

In the main paper, we design experiments to compare PAV against INSTA in
a single model multi-appearance setup since that was the main goal to be ad-
dressed. With reviewers’ feedback to improve our paper, we provide an additional
comparison of PAV against a single INSTA model per appearance (Fig. 1 and
Table 1), which shows PAV demonstrates better rendering results with higher
SSIM and PSNR scores.

Method Video Collection 1 Video Collection 2
PSNR ↑ SSIM ↑ PSNR ↑ SSIM ↑

INSTA-M: multi appearances 21.03 0.84 23.67 0.86
INSTA-S: single appearance 24.77 0.91 25.28 0.87
PAV (Ours) 25.15 0.91 27.09 0.89

Table 1: Comparison of PAV against INSTA [2]. See Fig. 2 for qualitative comparison

Pose/Exp. GT PAV INSTA-M INSTA-S

Fig. 2: Qualitative comparison of PAV against INSTA [2] for single and multi appear-
ance trainings.

References

1. Müller, T.: tiny-cuda-nn (4 2021), https://github.com/NVlabs/tiny-cuda-nn
2. Zielonka, W., Bolkart, T., Thies, J.: Instant volumetric head avatars. In: Proceedings

of the IEEE/CVF Conference on Computer Vision and Pattern Recognition. pp.
4574–4584 (2023)

https://github.com/NVlabs/tiny-cuda-nn

	PAV: Personalized Head Avatar from Unstructured Video Collection  Supplementary Material

