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Abstract. We propose PAV, Personalized Head Avatar for the synthe-
sis of human faces under arbitrary viewpoints and facial expressions.
PAV introduces a method that learns a dynamic deformable neural ra-
diance field (NeRF), in particular from a collection of monocular talking
face videos of the same character under various appearance and shape
changes. Unlike existing head NeRF methods that are limited to model-
ing such input videos on a per-appearance basis, our method allows for
learning multi-appearance NeRFs, introducing appearance embedding
for each input video via learnable latent neural features attached to the
underlying geometry. Furthermore, the proposed appearance-conditioned
density formulation facilitates the shape variation of the character, such
as facial hair and soft tissues, in the radiance field prediction. To the best
of our knowledge, our approach is the first dynamic deformable NeRF
framework to model appearance and shape variations in a single uni-
fied network for multi-appearances of the same subject. We demonstrate
experimentally that PAV outperforms the baseline method in terms of
visual rendering quality in our quantitative and qualitative studies on
various subjects.

1 Introduction

Digital human avatars enabling the editing of facial expressions and head mo-
tion have broad applications across telepresence, animation, and digital con-
tent creation. The demands for personalized human avatars such as digital dou-
bles have also increased over the past few years not only in the film indus-
try but in the research community. To enable the widespread adaptation of
these neural avatars, they should be easy to generate and animate under novel
poses and facial expressions. A vast majority of existing methods aim to learn
neural avatars from monocular videos to make it more accessible and easy to
use [1,{10L12-14,/16}34L/42//44]. Early approaches [12,/13}16}/34] mainly rely on 3D
morphable models (3DMM) to guide the modeling process and to provide an
intuitive control mechanism in novel view synthesis. Despite their success, they
do not model the 3D face geometry. To address this issue, neural radiance fields
(NeRFs) [23] have demonstrated volumetric 3D modeling of face geometry and
appearance [1,{10}/14}/42/44] under novel poses and expressions. While this allows
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Fig.1: We present an approach for learning personalized head avatars from an un-
structured video collection of the same subject. The videos are taken in different en-
vironments, with diverse appearances and possible shape changes of a character, as
shown on the left. Our method leverages all of the input clips into a single unified
dynamic deformable NeRF framework and offers high-quality video replays in novel
head poses and facial expressions. On the right, we show some rendering results of
each input appearance of the same subject aligned in head pose and facial expression
that are not seen during training. Notably, our method can synthesize identity-specific
details while showing coherent expressions across different appearances.

photo-realistic image quality and animation, NeRF-based approaches require
per-appearance optimization, maintaining the consistent appearance of the sub-
ject, which is constrained to the pre-recording of characters in controlled settings.
However, this limits the potential for practical application scenarios where we
want to generate a 3D head avatar from a collection of prerecorded video clips of
a subject. In this work, we present the Personalized Head Avatar method trans-
forming an unstructured personal video collection, containing images spanning
multiple years with different appearances, head poses, and expressions, into a
3D representation of the subject. To create an avatar, we only require an un-
structured collection of video clips of the person in arbitrary poses, expressions,
and appearances. Our novel framework enables creation of avatars from sparse
observations, while yielding high reconstruction quality in novel combinations of
pose and appearance, and opens up new applications.

Learning dynamic deformable head NeRF from unstructured video clips is
a challenging problem. First, video collections can contain frames of the same
identity at different appearances, poses, and expressions. Second, we only have
limited pose and expression variation for each appearance, so it is unlikely that
all poses and expressions of the face would be well-observed for any given ap-
pearance. Given the data, existing NeRF approaches’ appearance-specific nature
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largely limits their potential for practical application scenarios. They require an
independent model that is trained from scratch for every appearance from each
monocular video. To address these challenges, we model shared deformation field
and canonical space neural volumetric representation for all appearances with
appearance-dependent latent features. Our key insight is that although observed
faces have different appearances across video clips, they should all be explained
by a common deformation model with small differences since they all originate
from the same person. Furthermore, we assert that every video clip specific to
an appearance contains both general and unique information. A single unified
network could collaboratively learn the generic information from various appear-
ances, thus this benefits rendering performance as well. The single network is
designed to learn a deformation-aware dynamic head NeRF while disentangling
appearance-related details from those that are not appearance-specific. For ap-
pearance conditioning, we propose employing learnable appearance embedding
attached to vertices of the tracked mesh and passing them to the dynamic head
NeRF network. By adopting this process, PAV is able to learn discriminative
latent neural features that are specific for each appearance, resulting in better
rendering of appearance-specific details for arbitrary poses and expressions. Un-
like existing NeRF methods [1,(104/14,|42}/44], PAV simultaneously trains on all
appearances of the same subject, eliminating the need for separate training ses-
sions for each appearance and reducing the overall training duration. Learning
of personalized head avatars in a single unified network from an unstructured
collection of videos has not been addressed before and is a non-trivial extension
of existing monocular head avatar generation methods since they can not han-
dle multiple appearances in a single network. PAV makes this possible through
a carefully designed appearance conditioning representation, geometry-attached
trainable latent neural texture to learn appearance-specific features, appearance
conditioned implicit functions to predict variations in color and density. We con-
ducted a variety of experiments to show these improvements over the baseline
approach. Since there is no such public dataset to evaluate our method, we curate
our own in-the-wild video collections for multiple subjects. Overall, we present
Personalized Head Avatar with the following contributions:

— We present, PAV, a framework for learning controllable head avatars from
unconstrained short video collections where the same person shows different
appearances and facial expressions. To the best of our knowledge, this is the
first method learning appearance controllable head avatars from in-the-wild
monocular video collections of the same subject.

— The proposed method can synthesise images of head avatar under target
appearance, head pose and facial expressions.

— PAV learns modeling local changes of geometry and color across different
appearances of the same identity.
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2 Related Work

Monocular Neural Head Avatars. More recent methods learn neural represen-
tations of the person from monocular videos and use neural renderers [31,|32]
to directly generate photo-realistic images in the target head pose and facial
expression [1H43}[5L[10L[11}[14}/16/21}/29}33L|40|42}/44]. These methods are generally
classified into image-based or 3D-based neural rendering methods [311[32]. The
image-based models synthesise the face of a subject without relying on any rep-
resentation of 3D space. Existing image-based approaches either employ learned
warping fields [2,29] to deform an input image or encoder-decoder architecture
where decoder synthesize the output image [21,[25L/35,/39]. Even though these
methods produce high-quality results, they suffer from artifacts for strong head
pose and expression changes due to the lack of 3D geometry. The 3D-based
neural rendering methods, on the other hand, rely on 3D Morphable Models
(3DMM) [9]. These methods are generally classified into explicit and implicit
models. Explicit models utilize 2D neural rendering methods |31,(32] and rely on
neural networks which can be conditioned on coarse RGB renderings based on
a linear texture model |16], uv-maps [4] or latent feature maps [33]. Although
these techniques produce high-quality renderings, they are confined to operating
within a 2D image space and are limited to craniofacial structures. To tackle
this, implicit neural representations for modeling 3D faces have recently become
a major focus of attention. In particular, NeRFs 23| shows photorealistic face
image synthesis in novel poses and expressions [1/10}/14L42[44]. Tmplicit models
represent the geometry using implicit surface functions or volumetric representa-
tions and they are optimized via volumetric rendering |23]. Early approaches 23]
and follow-up works synthesize novel views of complex static scenes using dif-
ferentiable volumetric rendering. After introduction of NeRF for static scenes,
a natural research direction was to generalize it to dyamic and time-varying
ones [26}28]. The reconstruction problem is divided into two different spaces, the
deformed space and the canonical space. For human body, a series of approaches
have been proposed to target this challenge [20,27]. In particular, these methods
are differentiated from each other based on deformation field modeling. Gafni
et al. |10] introduced implicit deformation modeling conditioned on facial ex-
pression and head pose. In contrast to modeling the deformation field implicitly,
IMAvatar 42|, RigNerf [1] and Insta [44] propose explicit modeling of the de-
formation field to improve control and rendering quality. Our method falls into
this paradigm as we build our system on top of dynamic deformable head NeRF.
In particular, we take inspiration from Insta [44] for designing our framework.
However, existing deformable dynamic head NeRF methods including Insta [44]
require per-identity optimization, maintaining the consistent appearance of the
same subject. To the best of our knowledge, PAV is the first method to learn a
single unified dynamic deformable head NeRF from monocular video of multiple
appearances of the same subject.

Geometry-anchored Features for NeRFs. PAV introduces appearance-conditioned
head NeRF by using geometry-attached features. By using these features, exist-
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ing works show improved rendering quality for static objects [38] and human
bodies [3]20]. However, none of the existing methods [3, 20] has yet addressed
multi-appearance learning for dynamic neural radiance elds.

NeRF from Unstructured Data Collections. Learning neural radiance eld from
unstructured data collections has recently gained much attention. Existing works
have enabled photorealistic view synthesis of challenging static scenes, including
tourist sites [22] and city-scale scenes [30], and static objects [18] from internet
photo collections. For human subjects, Weng et al. [37] introduce free-viewpoint
human body rendering from an unstructured photo collection. Despite the photo-
realistic rendering quality of PersonNerf [37], they do not model animatable faces
due to the static training images. In our work, we learn animatable 3D head
avatars from video collections.

Fig.2: Overview of the proposed approach, PAV. (a) shows some training videos in
various appearances of the same subject. (b) We estimate the 3D head geometry of
the person using FLAME head model. (c) shows the proposed personalized deformable
neural radiance eld from video collection (d) We learn appearance-speci ¢ neural
features and attach them to vertices. (d) This feature is passed to fully fused multi-layer
perceptrons with additional conditioning on the facial expressions e and the encoded
view direction d.

3 Method

Our goal is to learn a personalized head avatar, PAV, from a monocular video
collection of a subject under di erent appearances, poses, and facial expressions.
To create the avatar, we use a small collectionvV =fVigll, with N videos. We
parameterize PAV using FLAME [19] face model to control head poses, facial ex-
pressions and us@eural texture to model appearance. During inference, we only
need the target FLAME parameters and neural texture. Learning PAV from a
collection of monocular videos requires capturing the geometry and appearance
of the dynamic head while also disentangling di erent appearances of the same
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identity. In order to tackle this problem, we rst capture the dynamic 3D geom-
etry by employing a parametric head model [19] (Sec. 3.1). We use the coarse
geometry to model geometry-guided deformable neural radiance eld (Sec. 3.2)
and vertex-attached neural features to condition appearance for rendering (Sec.
3.3). We also propose estimating appearance-conditioned neural radiance eld,
aimed at accurately capturing distinct color and geometry with high delity.
(Sec. 3.4). An overview of our method can be seen in Fig. 2. In the following, we
describe each of these modules in greater detail.

3.1 Head Geometry Estimation

Given the training frames 1=f1;g, from all appearances, we rst estimate the
optimized camera parametersk 2 R® 3, tracked FLAME [19] meshesM =fM;g
with corresponding facial expression coe cientsE=fE;g and posesP =f P;g. We
follow an optimization-based method, that minimizes an objective function with
photo-consistency and landmark terms [43]. Di erent from the original work [43]
which is designed for a single appearance, in PAV, we compute the average shape
parameters from all appearances of the same subject to represent identity shape
during optimization.

3.2 Personalized Deformable NeRF

Our goal is to create a head avatar that can be learned from frames in video
collection of various appearance of the same subject. We parameterize PAV using
FLAME model and learned appearance conditioning. Speci cally, PAV takes
target head pose , facial expressione and latent neural features (LNF) Z; 2
R512 512 16 in the texture atlas space (UV space) for an appearance as inputs
and synthesizes the target imagd i as:

| %21 = PAV;€;Z;;K); (1)

whereK corresponds to the intrinsic parameters of the target camera viewpoint.
For this purpose, we are using a geometry-guided dynamic deformable neural
radiance eld. However, deformable head NeRF models cannot disentangle ap-
pearance from the neural radiance eld (See Sec. 2). To tackle this problem, we
employ shared canonical space for all appearances where a shared neural radiance
eld is constructed. With this shared radiance eld at canonical space, to render
the target head pose and facial expression using volumetric rendering, we canon-
icalize the sample pointsx on a ray from the observation space to query points
Xc in the shared canonical space radiance eld by using deformation gradien:
Xxc = F x whereF 2 R* 4 and fx;x.g 2 R*. We employ the nearest triangle
search for a given point to compute the deformation gradient. Speci cally, the
deformation gradient is computed between the deformed trianglefdef 2 Mj in
the observed mesh and the canonical tri::mglél“canon 2 M@0 in the canonical
mesh. To increase the speed of nearest triangle search, we emplayunding vol-
ume hierarchy (BVH) [6]. We refer readers to [44] for a detailed description of
deformation gradient computation.
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After canonicalization, given the predicted appearance-conditioned radiance
c and density (Sec. 3.4) for every point on each ray, the representation of the
avatar is optimized by using the di erentiable volumetric rendering. For each
camerarayr(t) = o+ td with camera centero and viewing direction d, the color
of the corresponding pixel can be computed by accumulating the predicting
radiance and densities of the sample points along the ray:
Z,,
qr) = : (r(t)) c(r(t)) T(t)dt (2)
where h and t; are the near and far bounds correspondingly, andT (t,) =
exp ( ttn‘ (t) dt) is the accumulated transmittance along the ray fromt, to t;,
(1) is the density and c(t) it the radiance at position x;.

3.3 Learned Appearance Embedding

In this section, PAV introduces a learnable appearance embedding that is essen-
tial and e ective for enabling discriminative multi-appearance rendering using
single uni ed network. To achieve this goal (See Fig. 2), a set o learnable la-
tent features Z=fZ;g\, ; Z; 2 R%2 512 16 gre de ned in UV space correspond-
ing to N appearances of the same subject in the video collection. We impose
high-dimensional learnable latent features to condition implicit representations
for both density and radiance c values in the canonical space. To this end,
these latent neural features are attached to the vertices of 3DMM mesh, which
enables PAV to memorize local variations. For each pointx sampled on a ray,
we nd the nearest triangle T=fvig>; ;vi 2 R3 (sec. 3.2) and aggregate the
features z(v;) of verticesv; from the vertices of the nearest triangle to get the
appearance embeddingZ*. Then we directly use the appearance embedding to
condition for appearance-dependent neural radiance eld estimation (Sec. 3.4).
During training, these features are randomly initialized and optimized jointly
with the objectives of the entire network.

3.4 Appearance Conditioned NeRF

To model the appearance-conditioned dynamic deformable head NeRF, PAV in-
corporates learned appearance-embedding (Sec. 3.3) into neural radiance eld
in canonical space (See Fig. 2). For a poinx sampled on a ray, after canon-
icalization, the point x. is encoded using multi-resolution hash encoding [24].
This feature (X.) is passed to multi-layer perceptron for geometric feature esti-
mation. Following [10] and [44], we conditioned every point features (x¢) with
the facial expressionse of frame i. Without per-frame latent code, for shared
volume density, we learn implicit representation Fgensity using multi-layer per-
ceptron (MLP-D in Fig. 2):

Fdensity . ( (XC);eI) ! (3)
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A primary challenge lies in learning unique density estimations for each appear-
ance while separating the shared density aspects from the appearance. Hence
we design PAV such that appearance-based density o set is predicted from ap-
pearance embeddingZ* sampled from the nearest triangle to the pointx on the
meshM; and facial expressione of framei. For density o set, we learn implicit
representation F 15t USiNg multi-layer perceptron (MLP-O in Fig. 2):

Fortset - (Z2%;8&) ! (4)
Final density value (x) = + for the point x is the summation of shared
density features and density o set . For emitted radiance at point x, we

learn implicit representation F¢qor USing multi-layer perceptron (MLP-C in Fig.
2):

Feolor : (Z%;di; (X)) ! c %)

where d; is the encoded view direction of training framei. Then, nal color for
the pixel is computed by using di erentiable volume rendering (Eq. 2)

3.5 Optimization

Our model is trained on a collection of monocular RGB videos with photometric
and depth losses. For photometric l0s$ cqior , WeE erpplq_yLz distance between the
renderingsC and ground-truth images|!, Lcoor = ;  KCi(r) 1i(r)k, where
r denotes the camera ray of each pixel and denotes frame index. For depth
loss L gepth » We rasterize the depth of tracking meshM; and apply L distance
between this map D and the ray termination H of the volumetric rendering
only for fafge ,gegion as FLAME model is restricted to model details like hair:
Laepth = ; M i(r)kHi(r) Di(r)k, where M denotes face binary mask.
The total loss is de ned as:

L = color Lcolor + depth Ldepth (6)

where we emprically set coor =50 and gepn = 10.

4 Experiments

In this section, we evaluate the performance of PAV using two di erent datasets.
We perform an ablation study to validate our design choices and a comparison
against the state-of-the-art monocular head avatar method in various con gura-
tions.

4.1 Dataset

Our method takes a video collection of a subject containing di erent appear-
ances, poses, and expressions. Since there is no existing dataset to evaluate
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learning 3D head avatar from video collections of the same subjects with various
appearances, poses, and expressions, we compiled a new Video Collecijuid-
Col) dataset from talking face videos ofRoger FedererKing Charles and Tom
Hanks across years. This dataset consists of in-the-wild videos recorded in un-
controlled environments. In VidCol dataset, we curated videos from 5 di erent
appearances for each subject. We randomly sampleS00 frames at 512 resolu-
tion from each video (or appearance) and we used a total d&2500frames to train
and test a single uni ed network per subject. We will share this dataset with
annotations of semantic masks, tracked 3DMM models, and camera calibrations
for further research in this direction.

For our experiments, we evaluate all characters and train a separate PAV
model for each subject. We develop two di erent protocols for evaluation:

a) Uni ed Network for Novel Pose/Exp. Synthesis This protocol evaluates the
performance in terms of novel appearance, head pose, and facial expression syn-
thesis when training a single uni ed network from all appearances. For training,
we select 400 frames for each appearance of a subject talking in front of a camera
with various head poses. It mimics a training video commonly used for monoc-
ular neural head avatar methods (Sec. 2). For testing, we use the remaining 100
frames for each appearance with unseen poses and expressions.

b) Separated Networks for Novel Pose/Exp. SynthesiSThis protocol evaluates
the novel appearance, head pose, and facial expression generalization ability of
the methods when training a separate network for each appearance. We select
400 training images for each appearance of a subject talking of a camera, same
as protocol-a. For testing, we choose the remaining 100 unseen pose/expression
combinations with ground truth, same as protocol-a, and another 300 unseen
pose/expression sets without ground truth image data.

4.2 Metrics

We report several metrics to evaluate the quality of synthesized images as well
as the ablation study of our method. For synthesized images with provided
ground-truth, we use Learned Perceptual Patch Similarity (LPIPS) [41], Deep
Image Structure and Texture Similarity (DISTS) [8], Structural Similarity Index
(SSIM) [36], Peak Signal-to-Noise Ratio (PSNR) and Fréchet Inception Distance
(FID) [15]. When there is an absence of ground truth, we adopt FID metric for
guantitative comparison.

4.3 Implementation Details

We optimize Eq. 6 using Adam optimizer [17] with hyperparameters ; = 0:9and
» = 0:99. We set the learning rate to2:5 10 3 for Fdensity » Fcolor @nd Z, and to
2:5 10 “for Forser - We sample 1024 points along each ray for rendering. Multi-
resolution hash encoding used in the method is set to 1@&umber of levels 18
hash map sizeand 2048 nest resolution. The optimization takes 15K iterations
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(a) Target (b) Insta [44] (c) PAV w/o (d) PAV w/o  (e) PAV (f) GT
Pose/Exp. LNF Full Image

Fig. 3: Qualitative Ablation Study on VidCol Dataset. This gure shows synthesized
images and pixel error maps against ground-truth. Please note that brighter pixel colors
denote higher pixel errors. Without appearance embedding with latent neural features
and appearance-conditioned density o set (a), the model fails to learn appearance-
based distinct details. The latent neural features (LNF) (c) resolve the issue of high-
delity rendering of texture (blue arrow). The appearance-conditioned density o set
eld (d) allows the model to learn more accurate geometry and texture that corresponds
to the face, hair, and neck regions (red arrow)

to converge when training network with all appearances of single subjects. More
details on the network are provided in the supplementary document.

4.4 Ablation Study

We evaluate di erent design choices of PAV in Tab. 1 and Fig. 3. In this study,
we use protocol-a of the VidCol dataset for all experiments. We rst report the
results of the nal model which includes latent neural features (LNF) (Sec. 3.3)
and density o set (Sec. 3.4). The full model achieves PSNR score &f5:15
and SSIM score 0f0:91 for image synthesis. If we remove the density o set from
our model while employing appearance-conditioned radiance estimation, PSNR
and SSIM scores for image synthesis decrease &3:14 and 0:90, respectively.
This indicates that without appearance-conditioned density o set , density
estimation MLP ( Fgensity in Sec. 3.4 ) can not learn to synthesize appearance-
speci c geometry and texture details, thus rendering fails there as well. Even
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PSNR " SSIM " DISTS # LPIPS # FID #

Insta [44] 21.03 0.849 0.185 0.169 104.28
PAV without LNF 24.19 0.900 0.145 0.119 54.39
PAV without 24.14 0.906 0.134 0.108 47.71
PAV (Full Model) 25.15 0.910 0.133 0.107 46.67

Table 1: Ablation Study: We evaluate the impact of di erent components of the
proposed method. See Fig. 3 for qualitative comparison.

though the model w/o synthesise images that look on par with ground truth

in terms of texture, it generates severe artifacts which can be seen in pixel
error maps. An example of this behavior can also be seen in Fig. 3 (w/o ).
Rendering failures on face, head, and neck regions are indicated by red arrow
and error map.

Next, we evaluate the impact oflatent neural features (LNF) as an appearance
embeddingon PAV. In this experiment, to condition the canonical MLPs in PAV,
inspired by "Nerf In-the-wild" [22, 37], we adopt Generative Latent Optimiza-
tion (GLO) for appearance embedding. Speci cally, this approach de nes a single
real-valued appearance embedding vector for each appearance in the dataset.
To this end, we employ a pre-trained encoder from in-the-wild face detector Reti-
naFace [7] for GLO. During training, if we replacez=fz;g\, ; z; 2 R%12 512 16
with L=fligl,; ;l; 2 R%2 1 for N appearances of each subject, and pass it to
appearance conditioned NeRF (See Sec. 3.4), PSNR and SSIM scores for image
synthesis decrease to 24.19 and 0.90, respectively. This is also evident from the
qualitative results shown in Fig. 3 (w/o LNF), indicating that latent neural fea-
tures help in improved image synthesis quality with their local features attached
to 3D geometry. Rendering failures on head, neck, and skin texture are shown
by red arrow, blue arrow and error maps in Fig. 3. Finally, as discussed in Sec.
3, we keep the network design as we explain after the ablation study.

4.5 Comparison

Since our method is the rst work that learns dynamic deformable head NeRF
from multiple appearances of the same subjects using a uni ed network, we
ourselves design some baseline comparisons in this section. First, we compare
our method against Insta [44] using protocol-a (Sec. 4.1) of the VidCol dataset.
Both methods are trained using the frames sampled from all appearances of the
same subject. For testing, both methods synthesize images for target head pose
and expression. The results are summarized in Tab. 2 and Fig. 4. For protocol-
a, our method clearly outperforms the baseline for nal image synthesis results
across all metrics. It should be noted that PAV framework jointly learns all

di erent appearances via one-time training using a uni ed network and it is able

to preserve appearance-specic details for novel poses and expressions. On the
other hand, as shown in Fig. 4, Insta can not disentangle appearance from the
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