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Abstract. With the recent significant advancements in large multimodal
models (LMMs), the importance of their grounding capability in visual
chat is increasingly recognized. Despite recent efforts to enable LMMs to
support grounding, their capabilities for grounding and chat are usually
separate, and their chat performance drops dramatically when asked
to ground. The problem is the lack of a dataset for grounded visual
chat (GVC). Existing grounding datasets only contain short captions.
To address this issue, we have created GVC data that allows for the
combination of grounding and chat capabilities. To better evaluate the
GVC capabilities, we have introduced a benchmark called Grounding-
Bench. Additionally, we have proposed a model design that can support
GVC and various types of visual prompts by connecting segmentation
models with language models. Experimental results demonstrate that our
model outperforms other LMMs on Grounding-Bench. Furthermore, our
model achieves competitive performance on classic grounding benchmarks
like RefCOCO/+ /g and Flickr30K Entities.

1 Introduction

With the success of large language models (LLMs) like GPT-4 [19] and the open-
sourced substitutes LLaMA [24], researchers are eager to leverage their strong
language capabilities in the field of vision. This enthusiasm has led to a surge
in the development of large multimodal models (LLMs). Previous LMMs, such
as LLaVA [14] and miniGPT-4 [36], have demonstrated exceptional visual chat
abilities by generating plausible responses based on images and user instructions.
However, they often encounter challenges in providing responses that exhibit a
fine-grained understanding of images, including specific regions and alignment
with related image regions—this is often referred to as visual grounding.
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Recognizing the significance of visual grounding for LMMs, recent research
efforts have focused on developing grounding and referring capabilities for
LMMs [2,3,7,25,30]. While these models have achieved performance compa-
rable to specialized models [15,17] on classic grounding benchmarks such as
RefCOCO [5] and Flickr30K [23], they often treat grounding as a distinct task
that requires customized prompts to initiate. Consequently, their text responses
undergo significant changes when tasked with grounding. Most models, such as
MiniGPT-v2 [2] and CogVLM-Grounding [25], can only generate short captions
when performing grounding, as they are primarily trained on grounding caption
data like Flickr30K. As illustrated in Fig.1(a), these earlier models struggle to
excel simultaneously in both chat and grounding tasks. BuboGPT [35] maintains
chat capability by leveraging an external grounding model for grounding, but
this approach can be constrained by the performance of the language encoder
in the grounding model. Shikra [3] engages in referential dialog, which includes
grounded chat, but its performance is limited due to the scarcity of available data.
All existing LMMs [2,3,25,30] only support outputting coordinates as text, which
restricts localization performance, and they do not support pixel-wise grounding
and referring. In summary, previous LMMs struggle to perform grounded visual
chat effectively due to the scarcity of grounded visual chat data and suboptimal
model designs. Furthermore, they lack the capability for pixel-wise grounding
and referring.

To address these challenges, we contribute to grounded visual chat in three key
areas: data creation, network architecture, and benchmarking. When annotating
grounding data, previous methods such as Kosmos-2 [22] and GPT4ROI [34] rely
on pretrained grounding models or detection models to predict bounding boxes
based on existing captions. In contrast, we label grounded visual chat data using
human-labeled object detection data [L1].

Our data creation process begins by leveraging GPT-4 [19], following the
data creation method used in LLaVA [14]. We provide GPT-4 with chat data
and ground-truth instances, instructing it to match instances with noun phrases
in the chat data. This approach benefits from the high quality of human-labeled
instances and chat data generated by GPT-4, ensuring minimal noise in the data
annotation pipeline. In total, we annotated 150K grounded visual chat data.

In terms of network architecture, we propose connecting the output features
of the Language Model (LLM) with a grounding model to handle grounding tasks,
relieving the language model from the burden of vision localization tasks. For this
purpose, we use the open-set segmentation and detection model OpenSeeD [32] as
the grounding model, enabling both box and pixel-level grounding simultaneously.

To evaluate the capability of grounded visual chat, we introduce the Grounding
Bench, a benchmark that assesses grounding and chat performances concurrently.
Built upon the foundation of LLaVA bench, our benchmark evaluates chat
and phrase grounding in three contexts: conversation, detailed description, and
complex reasoning. Additionally, recognizing that grounded detailed description
is the most challenging aspect of grounded visual chat, we propose grounded
recall and precision metrics. Grounded recall measures the proportion of ground-
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truth instances correctly mentioned and grounded, while grounded precision
measures the accuracy of groundings or predicted boxes. We also calculate the
F score, a combination of precision and recall. To evaluate the correctness of
semantic matching since the models generate free-form phrases, we rely on GPT-4.

In summary, our contributions are as follows:

1. We introduce a data annotation pipeline to label high-quality Grounded Visual
Chat (GVC) data. Leveraging human-labeled object detection data [11] and
harnessing the robust matching capability of GPT-4 [20], we have successfully
labeled 150K GVC instances using the LLaVA instruction tuning dataset.

2. We present an end-to-end model, named LLaVA-Grounding (LLaVA-G for
brevity), which connects a Large Multimodal Model (LMM) with a grounding
model to facilitate grounded visual chat. Our model supports both object
and pixel-level grounding, accommodating various visual prompts such as
mark, click, box, and scribble. Table 1 demonstrates that our model offers a
broader range of input and output prompt types compared to other LMMs.

3. We establish the Grounding-Benchbenchmark for evaluating grounded visual
chat and propose an auto-evaluation pipeline aided by GPT-4. This bench-
mark assesses grounded visual chat capabilities and provides performance
metrics for other state-of-the-art methods.

4. Through extensive experiments, we demonstrate that our model surpasses
other grounding LMMs in terms of performance on Grounding-Bench, while
also achieving competitive results on classic grounding benchmarks like
RefCOCO/+/g and Flickr30K.

2 Method

2.1 Overview

To advance the development of grounded visual chat for Large Multimodal Models
(LMMSs), we introduce a comprehensive pipeline for labeling grounded visual chat
data, a tailored modeling approach designed for the grounded visual chat task,
and a benchmark for evaluating grounded visual chat performance, as illustrated
in Figure 1(b). We will provide further details on these three components in the
following subsections.

2.2 Grounded Visual Chat Data Creation

To perform grounded visual chat (GVC) effectively, it is crucial to have high-
quality data that encompasses both meaningful conversations and accurate
grounding. We have constructed our dataset based on LLaVA instruction tuning
data for two primary reasons. Firstly, the conversations within this dataset are
generated by GPT-4, known for its high linguistic quality. Secondly, the images
used are sourced from COCO, which contains human-annotated grounding box
instances.
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Fig.1: (a) A comparison on the integrated ability of visual grounding and visual chat
of open-source LMMs on Grounding-Bench. LLaVA-G achieves a good trade-off on
both abilities simultaneously. For CogVLM [25], two different model checkpoints are
released: CogVLM-Grounding is the grounding model and CogVLM-Chat is the chat
model. Grounding and Visual Chat scores represent the F} score and Chat scores of
detailed descriptions in Table 3, respectively. Circle size indicates the model size. (b)
An overview of our main contributions. We use the data creation pipeline to create
training and test data. The training data is used to train our LLaVA-G. The test data
is used to build our Grounding-Bench.

Our data annotation process aims to associate phrases from conversations
with specific instances. To achieve this, we leverage the capabilities of GPT-4.
As illustrated in Table 2, we provide GPT-4 with ground-truth (GT) boxes
containing class labels and a sentence from the conversation. We task GPT-4
with matching noun phrases from the sentence to the GT instances. Once noun
phrases are successfully grounded by GPT-4, we mark them with special start
tokens, (gs) and (g.), followed by a token, (seg), which corresponds to the output
feature used by the grounding model to segment the grounded region. An example
of a question and its answer in the dataset is as follows:

Q: What is the man doing? A: (gs) The man (g.) (seg) is using (gs) a clothing
iron {g.) (seg) on the back of {gs) a yellow taxi (ge) (seg).

For each (seg), we have a corresponding segmentation mask. This annotated
data forms the basis of our Grounded Visual Chat (GVC) dataset. To support
visual prompts in user instructions, we apply a similar annotation process to
instances in the question itself. The resulting data appears as follows:

Q: What is the object (obj) doing? A: (gs) The man (g.) (seg) is using (gs)
a clothing iron (g.) (seg) on the back of (gs) a yellow tazi (g.) {seg).

It’s important to note that we modify "the man" to "the object" in cases
where the model might disregard the visual prompts. For each (obj) in the
question, we provide a corresponding segmentation mask. This dataset is referred
to as GVC-R (Grounded Visual Chat with Referring). To examine the quality,
we randomly sampled 100 images to do a human study. It turned out the overall
grounding precision of GPT-4 is up to 95.4%, with some occasional failures
when multiple people are grounded separately.
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Context type 1: Boxes (for data annotation)

Lperson: [0.681, 0.242, 0.774, 0.694], 2.person: [0.63, 0.222, 0.686. 0.516],
3.person: [0.444, 0.233, 0.487, 0.34], 4.backpack: [0.384, 0.696, 0.485, 0.914],
5.backpack: [0.755, 0.413, 0.846, 0.692], 6.suitcase: [0.758, 0.413, 0.845, 0.69],
7.suitcase: [0.1, 0.497, 0.173, 0.579], 8.bicycle: [0.282, 0.363, 0.327, 0.442],

9.car: [0.786, 0.25, 0.848, 0.322], 10.car: [0.783, 0.27, 0.827, 0.335],

11.car: [0.86, 0.254, 0.891, 0.3], 12.car: [0.261, 0.101, 0.787, 0.626]

Context type 2: user responses (for data annotation)

The image is an underground parking area with a black sport utility vehicle (SUV)
parked. There are three people in the scene, with one person standing closer to the left
side of the vehicle, another person in the middle, and the third person on the right side.
They are all working together to pack their luggage into the SUV for a trip.

R grounded (for data ion)

The image is an underground parking area with a (black sport utility vehicle) [10.car] (SUV) parked. There are (three people) [1.person,
2.person, 3.person] in the scene, with (one person) [3.person] standing closer to the left side of the vehicle, (another person) [2.person] in the
middle, and (the third person) [1.person] on the right side. They are all working together to pack ( ) [4.backpack, 5.backpack,

6.suitcase, 7.suitcase] into the SUV for a trip.

Context type 3: predicted grounded responses (for evaluation)

The depiction is of a below-ground parking facility, where a sleck, black vehicle [9.car] is situated. In the vicinity of this SUV, a trio of
individuals [1.person, 2.person, 3.person] is engaged in an activity: (he first person [1.person] is adjacent to the left side of the vehicle, the
second [2.person] is situated centrally, and the third [3.person] is near the right side. They are collaboratively arranging their travel bags in
the SUYV, signaling the onset of an i ing journey.

Response: 7'P)..q and TPy (for evaluation)
"a sleek, black vehicle" [9.car] - Incorrectly referred.

"atrio of individuals" [1.person, 2.person, 3.person] - 3 Correctly referred.
"the first person” [1.person] - Incorrectly referred.
"the second" [2.person] - Correctly referred.

"the third" [3.person] - Incorrectly referred.

There are 4 correct references (7' Pp.q) and 3 correctly referred entities (7'Py¢).

Fig. 2: Illustrate the data annotation (top) and the evaluation (bottom) with language
GPT4. The top table shows the contexts and responses for data annotation. The
bottom table shows the contexts and responses for evaluating the recall and precision
of grounded description. Note that the Context 1 for evaluation is same as that for data
annotation. Note that the visual image is not used to prompt GPT4, we only show it
here as a reference.

2.3 Network Architectures

Since our network architecture is nearly identical to LLaVA, with the exception
of the additional prompt encoder and grounding model, we will only introduce
these two parts in this section. For the other components of our architecture,
please refer to LLaVA [14].

Prompt encoder. For an input image X, and a visual prompt X, we employ the
pre-trained Semantic-SAM as the prompt encoder. This encoder extracts visual
features based on the input image and visual prompts, denoted as X, = h(X,, Xp).
To convert these prompt features into language embedding tokens Hj of the
same dimensionality as the word embedding space in the language model, we use
a simple linear layer with a trainable projection matrix Wy:

H, = W, - X,, where X, = h (X,,X,) (1)

This results in a sequence of visual tokens Hy. It’s worth noting that there
are special tokens (obj) in X4 with word embeddings as placeholders, and visual
tokens in Hj, replace the word embeddings of (obj) in Hg.

Grounding model. In addition to the language response X,, our model also
produces features X, for grounding. These features correspond to the last layer
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Algorithm 1 Pseudo code for Grounding-Bench Evaluation
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Fig. 3: (left) Network architecture of our LLaVA-Grounding contains a CLIP vision
encoder, a LLM, a prompt encoder, a grounding model and the corresponding projection
layers. LLaVA-Grounding expands LLaVA with two additional modules highlighted
in blue blocks: the visual interaction module that accepts user drawing and visual
grounding module that outputs object masks/boxes. The yellow tokens represents the
visual prompt feature aligned to language embedding space. The light green output
tokens represent the grounding features which are the last-layer hidden feature of the
language model corresponding to (seg) tokens. (right) The pseudo code to evaluate our
Grounding Bench.

hidden features of the language model that align with the (seg) tokens. We
initially map these features to a grounding space using a trainable projection
matrix Wy. Subsequently, we employ a pretrained OpenSeeD model as the
grounding model to generate bounding boxes B and masks M. This process can
be defined as follows:

B,M = 5 (X,, W, - X,) (2)

Here, s(-,-) represents the grounding model, which takes the image X, and
the grounding features as input.

2.4 Training

We propose a three-stage training strategy, as illustrated in Table 2. These
stages are pretraining for alignment, instruction tuning for grounded
visual chat, and extension to visual prompt. A unified representation of our
instruction-following data is presented as follows:

Human : X, < \n > Xg(X;)<STOP>
Assistant : X, (X,)<STOP>\n

(3)

In this representation, X, and X; are enclosed in brackets, indicating that they
are optional. During training, the model is trained to predict the assistant’s
answers, including the grounded instances and where to stop. Consequently, only
the green sequence/tokens are used to compute the loss in the auto-regressive
model.
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Stage 1: Pretraining for alignment. Stage 1 focuses on feature alignment for the
visual encoder and granularity alignment for the grounding model.

Feature alignment for vision encoder. As shown in Table 2, we utilize
the RefCOCO/+ /g, COCO 2017train, Visual Genome, LLaVA 585K image
caption, and Flickr30K Entities datasets for Stage 1. Both LLaVA 585K and
Flickr30K Entities datasets consist of image caption pairs and are used to train the
projection layer W for feature alignment in the vision encoder. The conversation
construction approach aligns with that of LLaVA, where a question is randomly
selected from Appendix: Table 13 as Xg, and the original caption is used as X,.
The learnable parameter for this part is denoted as § = {W}.

Feature and granularity alignment for grounding model. To facilitate
grounding, we need to align the features X, output by the language model with
the vocabulary space of the grounding model. For this purpose, we train on
the RefCOCO/+ /g, COCO 2017train, Visual Genome, and Flickr30K Entities
datasets. The approach to construct instruction-following data is as follows:

1. For RefCOCO/+/g and Visual Genome, the user instruction Xg is randomly
selected from Appendix: Table 12, and X, consists only of the special token
(seg). COCO 2017train follows the same approach as RefCOCO/+ /g, but
with a distinction: the class name of an instance serves as its referring text.

2. In contrast, the Flickr30K Entities dataset differs from the image caption
data mentioned earlier. Here, the user instruction is followed by a suffix
randomly chosen from Appendix: Table 14. This suffix signals the model to
produce a response in grounding format, as described in Section 2.2. The
response X, is then converted into the grounding format by inserting special
tokens (gs), {(ge), and (seg) into X, to mark noun phrases.

Given the instruction-following data, the last-layer hidden features of the language
model corresponding to (seg) tokens X, are mapped to the grounding vocabulary
space by multiplying them with W,. Additionally, since our grounding model is
pretrained on COCO and Object365, which have different granularities compared
to the Visual Genome and Flickr30K grounding data, we also train the grounding
model to align these granularities.

In summary, the learnable parameters for Stage 1 are denoted as 6§ =

{W. W, 0}

input output

text click box mark|text box mask mark Grounding Grounding Seg Visual Chat Chat with VP
LLaVA [9] v v O/ e -
MiniGPT-4 [36] v v RefCOCO/+ /g [5,31] v v v
GPT4ROI [31] v v v Visual Genome [6] v v
Shikra [3] v % COCO train2017 [11] v v
Ferret [30] u v oV v oV LLaVA 585K [14] v
MiniGPTV2 [2 v v v e .
LLaVALS5 [13] v v v }‘hck]y.BOK [23] v v v
CogVLM-Grounding [25] v/ v v LLaVA 150K [14] v
LLaVA-G (Ours) v v v v v v v Vv GVC 2.2

GVC-R 2.2 v

Table 1: A comparison of input —
referring and output grounding Table 2: Blue, green and red means the training

format of LMMs. Our model is  data and tasks in the 1st, 2nd, and 3rd stages, re-
the only one that supports all the spectively. "Grounding" means only predict boxes
input and output formats in the  and "Grounding Seg" means predict masks. For
table. Flickr30K, we use SAM to label pseudo GT masks.

“Chat with VP" means chat with visual prompts.
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Stage 2: Instruction tuning for grounded visual chat. In the second training stage,
we leverage the Grounded Visual Chat (GVC) data, excluding visual prompts,
for instruction tuning. To also support chat without grounding, we incorporate
LLaVA 158K instruction-following data. During this stage, we freeze the CLIP
vision encoder and focus on fine-tuning the other components of the model. The
learnable parameters in this stage are denoted as 6 = {W, W, ¢, (bg}.

The data format consists of instruction data containing (seg) tokens in the
answer, accompanied by several grounding annotations. The number of grounding
annotations corresponds to the number of (seg) tokens present. In this stage, we
calculate both language loss and grounding losses. The language loss is computed
in the same manner as in LLaVA for the answer tokens and "STOP" tokens.
The grounding losses encompass box, mask, and matching losses. Box and mask
losses are utilized solely for training the grounding model, while the matching
loss is propagated to the language model.

Stage 3: FExtension to visual prompt. In the third stage, we introduce support for
visual prompts as an additional component by training only hg and the projection
layer Wp. As detailed in Table 2, the training data includes RefCOCO/+/g,
Visual Genome, and GVC-R. In contrast to Stage 1, for RefCOCO/+/g and
Visual Genome, we provide visual prompts for the ground truth (GT) instances
and instruct the model to predict captions. The text instruction X, is randomly
selected from Table 15, where (0bj) tokens serve as placeholders, and their input
embeddings will be replaced by prompt features. The text answer X, comprises
the original referring expressions.

In this stage, the learnable parameters are represented as 6 = {qbp,Wp},
where ¢, is trained to output boxes and masks corresponding to visual prompts,
and Wy, is trained to align visual prompt features with the language embedding
space.

Set-of-Mark (SoM) prompts. (Optional) In addition to visual prompts (such as
clicks and boxes) that can be handled through the prompt encoder, our model
also supports marks as visual prompts, similar to the approach presented in [27].
These marks consist of alphanumerics and masks that are directly overlaid on the
image. To illustrate, consider the data sample in Sec.2.2. Let’s assume we overlay
marks labeled as (1), (2), and (3) on the "man," "iron," and "taxi" in the input
image. This results in the Grounded and Referring Visual Chat (GRVC) data
taking the form:

Q: What is the object (1) doing? A: The man (1) is using a clothing iron (2)
on the back of a yellow taxi (3).

It’s important to note that both the question and answer consist of text only.
Therefore, in order to support marks as visual prompts, we specifically fine-tune
the language part of the model.

2.5 Grounding-Bench

Benchmark Creation. We introduce a benchmark named Grounding-Bench to
assess a model’s grounded visual chat capability. To evaluate both grounding
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and chat abilities concurrently, we build this benchmark on top of LLaVA Bench
(COCO), which comprises chat data generated by GPT4 and instance annotations
from MSCOCO. To enhance the robustness of Grounding-Bench, we expand
our test dataset to include 1000 images with 7000 entities, all sourced from the
MSCOCO 2014val split. These images are converted into grounded visual chat
data using our data creation pipeline, forming the basis of our test dataset.

Task Definition. Grounded visual chat tasks involve taking an image Xy and a
user instruction I as input and generating a caption 7" accompanied by bounding
boxes b, with each bounding box corresponding to a specific phrase.

Evaluate Chat Scores. Our benchmark evaluation encompasses two main aspects:
chat scores and grounded response scores. We outline the evaluation process
for Grounding-Bench in Algorithm 1 in Fig. 3 (right). Chat scores are akin to
those used in LLaVA Bench. However, in contrast, we instruct the model to
produce grounded responses. Subsequently, we process the output to remove
special tokens and boxes, yielding the pure-text response for evaluation.

FEvaluate Grounded Response Scores. For grounded responses, we specifically
evaluate the grounded detailed description task. Our evaluation includes metrics
such as recall (R) for completeness, precision (P) for hallucination, and the Fy
score (F7) to combine both aspects. R measures the proportion of entities correctly
mentioned and grounded in the description, while P assesses the proportion of
correctly predicted groundings. A grounding is deemed correct only when the
box matches a ground truth (GT) box with an IoU greater than 0.5, and their
semantics are accurately matched. To determine T'P,..q and TPy for GPT4, we
provide Context types 1 and 3, as shown in the bottom block in Figuire 2. For
example, in the provided example, Np,.q = 7 and Ny = 12. Based on GPT4’s
response, we calculate T'Py..q = 4 and TP, = 3. Consequently, we obtain
P =0.57, R = 0.25, and F} = 0.35. We examine the agreement rate between
humans and GPT-4 evaluator and find it is almost 100% for pairs labeled
as positive by humans and 86% for negative pairs because GPT-4 sometimes
struggles to distinguish objects of the same category.

3 Experiments

In this section, we will first introduce our experimental settings. Then, we
will compare our model with other state-of-the-art models on our benchmark,
Grounding-Bench. Next, we will evaluate our model against other grounding
models on challenging Referring Expression Comprehension (REC) and Re-
ferring Expression Segmentation (RES) tasks on RefCOCO, RefCOCO-+, and
RefCOCOg. The results will demonstrate that our model outperforms other
grounding LLMs with the same number of parameters on both REC and RES
tasks, and ours is the only model capable of handling both REC and RES effec-
tively. Afterward, we will conduct an evaluation of the support for various types
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#Vision | Grounded Response Scores Chat Scores Phrase
Model params(B)| Recall Precision F Detail desc. Conv. Reasoning All |grounding
LLaVA [14] 0.30 - - - 69.1 82.0 92.6 81.2
Bubo-GPT [35] 2.00 26.2(25.7 37.2|31.3 30.7|28.2 65.0 75.9 93.4 782 -
Shikra [3] 0.30 21.1]21.6 39.8|38.4 27.6|27.7 64.7 75.4 86.4  75.5| 64.29
Shikra* 0.30 22.0|28.7 44.6]48.6 29.4]36.1 41.8 - - - -
miniGPT v2 [2] 1.00 20.6/25.3 33.6]39.1 25.6]30.7 48.0 51.0 38.7 458
CogVLM-Grounding [25] 10.0 22.3|27.5 56.3]62.5 32.0/38.2 35.8 47.8 22,2 349
CogVLM-Chat 10.0 - - - 73.1 86.9 92.1  84.2

21.27

LLaVA-G (Ours) | 035 [28.6/36.3 52.7|53.4 37.1]43.2|  67.2 787 911 79.3| 816

Table 3: A comparison on our Grounding-Bench. For each model, we use the prompt
template recommended by the paper. The results in grounded response scores are two
parts in each grid where the left one is evaluated on the 1000 images of our Grounding-
Bench and the right one is on the 30 images in LLaVA Bench (COCO). * denotes Shikra
with a special prompt for grounded description recommended by the paper. We make
GPT4-V+SoM grey because it uses external model to label marks.

of visual prompts. Finally, we will perform ablation studies on our modeling and
data creation processes to validate our method.

3.1 Experimental Settings

To facilitate result reproduction, we provide detailed settings. Our language
model is initialized from a pretrained Vicuna-7b v1.3, the grounding model is
initialized from the vision part of an OpenSeeD Tiny model pretrained on COCO
and Object365, and the interactive encoder is initialized from a Semantic-SAM
Tiny model pretrained on COCO with three granularities.

In the first training stage, we freeze the language model and train the ground-
ing model, prompt encoder, and projection layers with a learning rate of 1 x 10,
For the second stage, we train the language model and projection layers with a
learning rate of 2 x 10~°, while training the grounding model with a learning
rate of 1 x 10™* while freezing the CLIP vision encoder and the prompt encoder.

3.2 Grounding-Bench

To demonstrate the effectiveness of our method in Grounded Visual Chat (GVC),
we compare our method with other strong LMMSs that support visual grounding
on our benchmark. As shown in Table 3, the results in grounded response scores
are presented in two parts for each grid. The left one is evaluated on the 1000
images of our Grounding-Bench, and the right one is on the 30 images in LLaVA
Bench (COCO). All the numbers for grounding LMMs are evaluated using their
official prompt templates for grounding to ensure the best performance. The
results show that our method outperforms all open-source methods in both
grounded response scores and chat scores on grounded responses, except for
CogVLM-Chat and LLaVA, which are chat models. GPT4-V achieves the best
performance on grounded detailed description with the help of SoM, but it is a
combination of two models. Among open-source methods, GogVLM is second
only to ours in terms of the F} score for grounded detailed description, but it has
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Models RefCOCO RefCOCO+ RefCOCOg Flickr30k Entities
’ REC RES REC RES REC RES
ACCG05 mloU cloU | ACC@0.5 mloU cloU | ACC@0.5 miloU cloU || val test
ReLA [12] - - 7380 - - 66.00 - - 6500 - -
PolyFormer-L [1] - 76.94  75.96 - 7215 69.33| - 7115 6920 || - -
UniTAB [25] 86.32 78.70 79.96 7876 79.58
MDETR [1] 86.75 79.52 81.64 823 838
GLIP-T" [10] 5042 49.50 66.09
GDINO-T [17] 89.19 81.09 8415
Kosmos-2" [22] 52.32 14548 60.57 7780 7870
LISA-7TB [3] 749 65.1 67.9
MiniGPT v2-7B [3] 88.06 79.58 84.19
Shikra-7B [3] 87.01 81.60 8227 7584 7654
Ferret-7B [30] 87.49 - - 80.78 - - 83.93 - - || s039  s221
25
LLaVA-G-7B (Ours) | 89.16 79.68 77.13 81.68 72.92 68.79 | 84.82 74.39 71.54| 83.03 83.62

Table 4: Performance comparison on the referring expression comprehension (REC)
referring expression segmentation (RES) and phrase grounding tasks. We mark the
best results with bold. * denotes the zero-shot results are reported. Since CogVLM-
Grounding is a larger model with 4B vision model and 6B connection module, we make
it grey.

the lowest GPT evaluated scores. Shikra’s chat scores are second only to ours.
We also annotated 30 images in LLaVA Bench (COCO) as grounded detailed

description and reported phrase grounding performance of our model and Shikra
for reference.

3.3 Traditional Grounding Benchmarks

We also evaluate our model on classic grounding benchmarks, including Re-
fCOCO/+ /g for Referring Expression Comprehension (REC) and Referring
Expression Segmentation (RES), and Flickr30K Entities for Phrase Grounding.
For this experiment, we use the 7B language model with the grounding model
using the Swin-Tiny backbone. Our model is trained for the first stage with
RefCOCO/+ /g, Visual Genome, and Flickr30K Entities. Our model stands out
as the only LMM that can excel in both REC and RES tasks. On the REC task,
our model outperforms all LMMs, except for CogVLM-Grounding, which utilizes
a 4B vision model and a 6B connection module. On RES and Phrase grounding
tasks, our model surpasses all LMMs. One advantage of our model is its ability
to be trained on both box and mask data, allowing us to leverage Visual Genome
to enhance our RES performance.

3.4 Visual Prompts

Model‘Ground type o Mark Size Mark val test

LLava Shikra GPT4ROI PVIT Ours-T click Ours-T box

Ous | - - - 83.0 836

Ours | Mark  04/04 20 721737 09 61 05 708 s
Ours Mark 0.4 /02 30  75.175.4 Table 6: The comparison on COCO ob-
Ours Mark 0.2/0.2 30 76.6 77.9

ject classification accuracy. Numbers ex-
cept for our method are from PVIT [1]
paper. They evaluate llava by cropping
the regions of GT boxes.

Table 5: The topl accuracy of phrase
grounding on Flickr30K. The first row
is our original pipeline with grounding
model to do phrase grounding.

We demonstrate our support for various types of visual prompts, including
marks, clicks, and boxes.
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Support for marks as visual prompts. In Table 5, we showcase our phrase
grounding performance on Flikr30K when using marks as visual prompts. It’s
important to note that for this experiment, we overlay GT masks and marks
onto the input image, positioning the marks at the centers of the masks. The
table presents results for different o values of masks and sizes of marks. We also
include the performance of Shikra-7B and Ours-7B with the grounding model for
comparison. The results clearly indicate that our model effectively supports the
use of marks for grounding.

Support for clicks and boxes as visual prompts. To further demonstrate
our support for visual prompts, we compare object classification accuracy on
COCO val2017 in Table 6. We report our performances achieved using clicks and
boxes as visual prompts. Additionally, we include numbers from the PVIT paper
for reference. The results illustrate that our referring accuracy surpasses that of
previous works, with boxes yielding better accuracy than clicks.

Grounded description example 1:

User Describe the following image with grounding.

LLaVA-G The image depicts a group of people sitting at a large, white
table, engaged in activities. There are four people in the scene,
with three of them sitting close to each other and one person
sitting further to the right. They are all using laptop computers,
likely working or collaborating on a project together. The table
is well organized, featuring , a large TV screen
on the left side, and on the wall. There are also

and a cell phone placed on the table, indicating a casual
and comfortable environment. A chair is positioned near the
left side of the table, and there are two bottles placed nearby,
possibly containing drinks for the people working at the table.

User Can you provide a description of the image and include the
coordinates [[x0,y0,x1,y1]| for each mentioned object?

CogVLM- A group of people are sitting at a table with laptops.

Grounding

User Provide a comprehensive description of the image <image>
and specify the positions of any mentioned objects in square
brackets.

Shikra A group of people are in a meeting , some with laptops, some
with laptops, and without .

User |grounding] Describe the scene in detail.

MiniGPT A group of people are sitting around a large table in a meeting

v2 room , with laptops and on the table

| ==

Table 7: An example of grounded detailed descriptions generated by LLaVA-G and
other LMMs. We use the best prompt recommended by the paper for each model.

3.5 Visualizations

Compare with other models. We provide visual comparisons between our
model and other grounding LMMs, including CogVLM-Grounding, Shikra, and
MiniGPTv2, in Table 7 and Appendix: Table 16, and 17. These visualizations
highlight that our model produces longer descriptions, detects more objects,
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and maintains high precision. Furthermore, our model demonstrates the ability
to ground open-set concepts, such as "dragons," which do not exist in our
grounded visual chat data. These visual comparisons underscore the strengths
and capabilities of our model in the context of grounded visual chat.

Other functionalities. We show other functionalities of our model such as
visual chat with visual prompts, marks as visual prompts, and potential
hallucination removal with visualizations in Appendix.

3.6 Ablation Studies

RefCOCO RefCOCO+ RefCOCOg

ave D o e it Y #Q ACC cloU mIoU|ACC cloU mIoU|ACC cloU mloU
LLavA_| 820 01 926 81226 519 689 57 50 86.71 7T4.77 77.6 |77.91 64.97 69.68(82.37 68.46 72.43
ot N ey S N B S 100 86.58 74.70 77.40|77.23 64.08 69.02|81.99 68.02 72.06

300 86.35 74.26 77.19|77.78 64.68 69.54|81.92 67.89 71.85

Table 8: A comparison on LLaVA-
Bench. “GVC" is “No" means it outputs
pure-text response without grounding.

Table 9: The comparison when using dif-
ferent number of queries in the grounding
model. “4#Q" is the number of queries.

In this section, we provide insights into our visual chat capability and the
design of the grounding model through various ablation studies.
Maintaining visual chat capability. We demonstrate that our model retains
strong visual chat capabilities by comparing it with LLaVA on LLaVA Bench
(Table 8). The results indicate that our model’s visual chat performance is com-
parable to LLaVA, whether responding with or without grounding.
Number of queries in grounding model. Table 9 presents our model’s perfor-
mance on Referring Expression Comprehension (REC) and Referring Expression
Segmentation (RES) tasks with different numbers of queries. The results reveal
that using 50 queries is sufficient for both tasks and achieves optimal performance.
This finding highlights the efficiency of our approach in handling these tasks.
Detaching the grounding model. We investigate the impact of detaching
the grounding model on both chat and grounding performance. Detaching the
grounding model means stopping gradients from propagating from the grounding
model to the Language Model (LLM). Table 10 compares the detached model’s
performance with the original model. The results demonstrate that detaching
the grounding model leads to slightly improved chat performance but signifi-
cantly compromises the grounding performance. This indicates the importance
of the grounding model in maintaining high-quality visual chat with grounding
capabilities.

4 Related Work

Large Multi-modal Models The expansion of Large Language Models (LLMs)
has led to the development of Large Multi-modal Models (LMMs), notably
LLaVA [9] and MiniGPT-4 [36], which have enriched models with visual in-
struction capabilities through GPT-4 and tailored prompts. Other key contri-
butions, such as mPLUG-DocOwl [29], Otter [8], LLaMa-Adaptor [33], and
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Chat scores
Detail desc. Conv. Reasoning All

Detach|
GD

v

Grounded detail description
Recall Precision Al

Model

Ours
Ours

36.3 53.4 43.2 67.2 8.7 91.1 79.3

25.1 58.2 35.1 ‘ 61.6 86.3 94.9 81.2

Table 10: Ablations on our benchmark. “Detach GD" means stop gradient from the
grounding model to language model.

InternGPT [18], have advanced LMMs by introducing varied strategies. Vision-
LLM [26], GPT4Rol [34], and PVIT [1]| exemplify the push towards detailed
multimodal understanding through innovative feature extraction methods.
Grounding Large Multi-modal Models Based on their architectural char-
acteristics and functionalities, Grounding LMMs can be classified into three
distinct categories. The first category of grounding models predicts textual
box coordinates, exemplified by Kosmos-2 [22], Shikra [3], MiniGPT v2 [30],
Ferret [30], and CogVLM [25]. Kosmos-2 is noted for its zero-shot grounding
using a specialized dataset, while Shikra enhances referral dialogues with box
inputs/outputs. MiniGPT v2 and CogVLM demonstrate versatility and high
performance in vision-language tasks, respectively, leveraging task-specific to-
kens and a robust vision model. Despite some relying on smaller or less refined
datasets, these models have significantly advanced visual grounding capabilities.
The second category involves models that employ a separate grounding model
for grounded chat, exemplified by BuboGPT [35] and LLaVA-PLUS [16]. However,
these models often face performance limitations at the language encoder of the
grounding model. The third category adopts an approach where the output
of a language model is fed into a grounding model to decode masks and boxes.
LISA [7] is a representative model in this category, with a primary focus on
various segmentation tasks rather than chat interactions. In many previous works,
there has been a trade-off between grounding and chat abilities, with data and
evaluation metrics typically emphasizing one of these aspects. In contrast, our
dataset and benchmark prioritize assessing the compositional abilities of both
grounding and chat interactions, providing a unique perspective in this field.

5 Conclusion

This paper introduced LLaVA-Grounding, an Al assistant that combines visual
chat and grounding capabilities. We began by creating a grounded visual chat
dataset using a novel data creation pipeline. Subsequently, we proposed an end-to-
end model architecture that integrates a grounding model with a Language Model
(LM) for effective grounding. Additionally, we introduced Grounding-Bench as
a comprehensive benchmark for evaluating grounded visual chat performance,
covering both chat and grounding aspects. Our experiments demonstrated that
LLaVA-Grounding consistently outperforms other open-source LM models in
both chat and grounding tasks, showcasing its effectiveness. Furthermore, LLaVA-
Grounding excelled in traditional grounding benchmarks, highlighting its versa-
tility. However, we acknowledge that LLaVA-Grounding has limitations in terms
of semantic scope, and future work could explore extending the dataset and data
labeling methods to open-vocabulary settings.
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