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Detailed Implementation

Model architecture. MOTIA marries generative priors with pretrained mod-
els for fast adaptation and better generalization. Specifically, the basic compo-
nents of MOTIA in model architecture aspect are:

Variational autoencoder [10]. The autoencoder consists of an encoder and
decoder, with the encoder mapping the original video frames into latent
space and the decoder decoding the video frames with latent codes.

CLIP text encoder [9]. CLIP is trained on vast text-image pairs, enabling
its text encoder to contain meaningful and rich information for controlling
image generation.

U-Net [10]. We apply Stable Diffusion v1-5 as our fundamental denoisier. The
U-Net is conditioned on text embeddings of CLIP through cross-attention.
To make it applicable to the 3D features of videos, we inflate the 2D convo-
lutions and 2D group normalizations within it into pseudo-3D convolutions
and 3D group normalizations.

Temporal module [4]. To equip the model with additional temporal priors,
we initialize additional temporal attention layers with vanilla transformer
architectures pretrained on large-scale text video datasets. Note that, we
have shown that directly applying this temporal prior for video outpainting
leads to poor results without our proposed input-specific adaptation process.
LoRA [5]. LoRA is proposed for the efficient fine-tuning of large models.
It has been widely used in various diffusion-based applications, including
video editing and manipulation. Therefore, we also choose LoRA as the ba-
sic learning component. Additionally, unlike previous works directly inserting
the trained LoRA, we propose an effective strategy that adjusts the inser-
tion weight of LoRA according to the spatial position of the given feature,



Algorithm 1 Input-Specific Adaptation in MOTTA.

Require: Source video v
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Initialize Stable Di[udion (SD), ControlNet (C), Temporal Module (T) with frozen
weights
Initialize trainable Low-Rank Adapters (IoRA)
function Input-Specific Adaptation
Insert IoRA fully into layers of SD . Full-insertion
Add IoRA to the optimizer
for i =1 to iterations do
Vaugment Augment(v)
t Uniform(1;T)
N (O; 1)
Vnoisy AddNOise(Vaugment;t; )
Vmask  RandomMask(Vaugment)
Optimize gap between predicted noise and
L= M . (Vnoisy; Vmasked; t) 5 . Learning through pseudo
outpainting task
Gradient backpropagation
Update optimizer
Zero gradients of optimizer
end for
end function

achieving better balance in the learned patterns and generative priors of the
pretrained model.

ControlNet [12]. ControlNet works as a plug-and-play module for Stable
Diffusion, allowing it to accept additional input for better controlling the
denoising results. We apply a ControlNet pretrained on Image Inpainting
tasks, accepting the masked image to instruct the whole denoising process.
Blip [6]. Note that our method is built upon Stable Diffusion, which is a
conditional denoiser, requiring appropriate text conditions to achieve good
results. We apply Blip to automatically provide the captions to avoid man-
made influence.

Pseudo algorithm code. The MOTIA framework operates in a two-fold man-
ner: the input-specific adaptation hones the model’s ability to capture the essen-
tial content and motion patterns from the source video, while the pattern-aware
outpainting generalizes the captured patterns to creatively expand the video’s
horizon. The overall pipelines for input-specific adaptation and pattern-aware
outpainting are shown in Algorithm 1 and Algorithm 2.

II

Benchmark Details

The quantitative metric evaluation of MOTIA is mostly based on DAVIS [§]
and YouTube-VOS [11]. The DAVIS (Densely Annotated Video Segmentation)



Algorithm 2 Pattern-Aware Outpainting in MOTTA.

Require: Source video v
Ensure: Outpainted video Voutpainted
1: function Pattern-Aware Outpainting

2: Insert loRA Spatial-awarely into layers of SD . SA-Insertion
3: Repeat Time M, and Jump Length L . Hyper-parameters for noise regret
4: vr  N(@O; D)
5: t T
6: m 0
7: while t & 0 do
8: N (O; I&lft>1el =0
9 vingwn —ivo+ (1 1)
10: z¢e N@O;l)ift>1elsez¢=0
11 vpnkonwn = P—— —vtf‘/lftt el 4 IDl 1§ (XeD+ ez
12: Vier m v+ (1 m)  vynknown
13: if (T t+1) mod L =0 then
14: if m< M then q qa
Qi1 . Qi i
15: Vier-1 N Trt iver 10 THEETY 51 L Noise regret
16: t t+L 1
17: m m+1
18: else
19: m 0
20: end if
21: end if
22: end while
23: Voutpainted = V0
24: return Voutpainted

25: end function

dataset is pivotal for video object segmentation research. DAVIS 2016 contains
50 videos (30 for training, 20 for testing), each featuring a single instance anno-
tation per frame. DAVIS 2017 expands this scope with 150 videos in total (60
for training, 30 for validation, 60 for testing), annotating multiple instances per
video. This dataset supports semi-supervised and unsupervised tasks, differing in
the level of human input during testing. The YouTube-VOS dataset, designed for
Video Object Segmentation (VOS), is a substantial benchmark with over 4,000
high-resolution YouTube videos, totaling over 340 minutes. It supports multiple
VOS tasks, including semi-supervised and unsupervised video object segmenta-
tion. In our study, frames from these videos are used as inputs, cropped on the
sides, without annotated foreground masks. Though designed for segmentation,
these datasets are widely used to evaluate the performance of video outpainting
and inpainting. MOTIA achieves superior performance compared to previous
state-of-the-art methods [2,3,7].



IIT Compared Methods

The comparative analysis includes the following methods: 1) VideoOutpaint-
ing [2]: Dehan et al. [2] propose to tackle video outpainting by bifurcating fore-
ground and background components. It conducts separate flow estimation and
background prediction and then fuses these to generate a cohesive output. 2)
SDM [3]: SDM considers the initial and terminal frames of a sequence as condi-
tional inputs, merged with the context at the initial network layer. It is trained
on video datasets including WebVid [1] and e-commerce [3]. 3) M3DDM |3]:
M3DDM is an innovative pipeline for video outpainting. It adopts a masking
technique allowing the original source video as masked conditions. Moreover, it
uses global-frame features for cross-attention mechanisms, allowing the model
to achieve global and long-range information transfer. It is intensively trained
on vast video data, including WebVid and e-commerce, with a specialized ar-
chitecture design for video outpainting. In this way, SDM could be viewed as a
pared-down version of M3DDM, yet it is similarly intensively trained.

IV Additional Results

We report additional results outpainted by MOTTA. Fig. 1 and Fig. 2 show the
longer videos (8 seconds compared to baseline 2 seconds) outpainted by MOTIA.
Fig. 3, Fig. 4, Fig. 5 show high resolution videos outpainted by MOTIA.

V Demo Video

We provide a demo video, which can be viewed on the anonymous project page
or the supplementary video file, showing:

Outpainting results. The results cover videos with various subjects and styles
in different resolutions and video lengths, showing the versatile applicability of
MOTIA.

Baseline comparison. We compare the outpainting results of MOTIA and
previous methods in different settings. The results show that MOTIA surpasses
previous methods in visual quality, frame consistency, and the harmony of the
outpaint scenes in videos.






