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Abstract. In this paper, we present a novel differentiable point-based
rendering framework to achieve photo-realistic relighting. To make the
reconstructed scene relightable, we enhance vanilla 3D Gaussians by as-
sociating extra properties, including normal vectors, BRDF parameters,
and incident lighting from various directions. From a collection of multi-
view images, the 3D scene is optimized through 3D Gaussian Splatting
while BRDF and lighting are decomposed by physically based differen-
tiable rendering. To produce plausible shadow effects in photo-realistic
relighting, we introduce an innovative point-based ray tracing with the
bounding volume hierarchies for efficient visibility pre-computation. Ex-
tensive experiments demonstrate our improved BRDF estimation, novel
view synthesis and relighting results compared to state-of-the-art ap-
proaches. The proposed framework showcases the potential to revolution-
ize the mesh-based graphics pipeline with a point-based pipeline enabling
editing, tracing, and relighting.
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1 Introduction

Reconstructing 3D scenes from multi-view images for photo-realistic rendering
is a fundamental problem at the intersection of computer vision and graphics.
Recently, 3D Gaussian Splatting (3DGS) [26] has been proposed and has gained
significant attention from the community. The method employs a set of 3D Gaus-
sian points to represent a 3D scene and projects these points onto a designated
view through a tile-based rasterization. Attributes of each 3D Gaussian point are
then optimized through the point-based differentiable rendering. Notably, 3DGS
achieves real-time rendering with quality comparable to or even surpassing pre-
vious state-of-the-art methods (e.g., Mip-NeRF [3]), with a training speed on par
with the most efficient Instant-NGP [32]. However, the current 3DGS is unable
to reconstruct a scene that can be relighted under different lighting conditions,
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(b) Normal
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Fig. 1: Visual results of our pipeline on a multi-object composition scene. In
our pipeline, we represent a scene as Relightable 3D Gaussians. From multi-view images,
we recover the geometry and materials of individual objects with inverse rendering
techniques (see Sec. 3). Then, objects are easily composited into a new scene, thanks
to our explicit representation. After that, we solve the complex occlusions though point
based ray tracing (see Sec. 4) and re-light the new scene. Ultimately, we achieve high-
fidelity relighting with remarkably realistic shadow.

making the method only applicable to the task of novel view synthesis. In addi-
tion, ray tracing, a crucial component in achieving realistic rendering, remains
an unresolved challenge in point-based representation, limiting 3DGS to more
dedicated rendering effects such as shadowing and light reflectance.

In this paper, we aim to reconstruct a relightable 3D Gaussian point cloud
from multi-view images with a differentiable rendering framework and achieve
realistic relighting. We make 3D Gaussian relightable by assigning it with addi-
tional normal, BRDF properties, and incident light information to model per-
point light reflectance. In contrast to the plain alpha blending in the original
3DGS [26], we apply physically based rendering (PBR) to get a PBR color
for each 3D Gaussian point, which is then alpha-composited to obtain a ren-
dered color for the corresponding image pixel. For robust material and lighting
estimation, we split the incident light into a global environment map and an
indirect incident light field. To capture accurate visibility for each 3D Gaussian,
we propose a novel ray tracing method based on the bounding volume hierarchy
(BVH), which enables efficient visibility pre-computing for real-time rendering.
Additionally, the proposed ray tracing method can handle complex occlusion
relationships in a novel multi-object composition scene, thus realizing realistic
shadow effects. Moreover, proper regularizations are introduced to enhance the
geometry and mitigate the material-lighting ambiguity during the optimization,
including constraints on depth distribution, smoothness priors, and a lighting
regularization.
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Extensive experiments conducted across diverse datasets demonstrate the im-
proved material and lighting estimation results and novel view rendering quality.
Additionally, we illustrate the relightable and editable capabilities of our system
through multi-object composition in a novel lighting environment. To summa-
rize, major contributions of the paper include:

— We propose a material and lighting decomposition scheme for 3D Gaussian
Splatting, where a normal vector, BRDF values, and incident lights are as-
signed and optimized for each 3D Gaussian point.

— We introduce a novel point-based ray tracing approach based on bound-
ing volume hierarchy, enabling efficient visibility pre-computing for each 3D
Gaussian point and rendering of a 3D scene with realistic shadow effect.

— We demonstrate a comprehensive graphics pipeline solely based on a dis-
cretized point representation, supporting relighting, editing, and ray tracing
of a reconstructed 3D point cloud.

2 Related Works

Neural Radiance Field. Differentiable rendering techniques, exemplified by
Neural Radiance Field (NeRF) [31], have garnered significant attention [3,12,32].
NeRF utilizes an implicit Multi-Layer Perceptron (MLP) that takes 3D positions
and viewing directions as inputs to generate density and view-dependent colors
for differentiable volume rendering. Despite its powerful neural implicit represen-
tation, both speed and quality can be improved. Efficiency improvements mainly
focus on optimizing queries on neural fields and minimizing queries [12,13, 15,
16,21, 22, 32, 39]. Quality enhancements involve anti-aliasing [3-5] or utilizing
exterior supervision [14,48§], etc.

Di[erentiable Point Based Rendering. Using points as rendering primi-
tives was first proposed in [29]. To address the issue of resulting holey images
when rasterizing discrete points directly, solutions fall into two categories. One
approach directly employs points as rendering primitives and encodes the geo-
metric and photometric features near the point using SIFT descriptors [37] or
neural descriptors [1,38]. This leads to a feature image with gaps, which is then
decoded to recover a hole-free RGB image. The other category models a point as
a primitive occupying a specific space, like a surfel [36,47] or a 3D Gaussian [26].
The rendered image is then generated using a splatting technique. This tech-
nique saw significant development in the 2000s [36, 57, 58|, and in the era of
differentiable rendering, PointRF [52], DSS [47] and 3DGS [26] serve as notable
examples. We assert that the point serves as a promising rendering primitive
owing to its inherent ease of editing, as also corroborated in [54].

Material and Lighting Estimation. Decomposing the materials and illumi-
nation of a scene from multi-view images presents a formidable challenge owing
to its intrinsic high-dimensional complexity. Some methods simplified the prob-
lem under the assumption of a controllable light [2,6-8,18,34,35,40]. Subsequent
research explores more complex lighting models to cope with realistic scenarios.
NeRV [41] and PhySG [51] leverage an environmental map to manage arbitrary
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lighting conditions. NeRD [9] addresses the challenge posed by images captured
under varying illumination by attributing Spherical Gaussians to each image.
IRON [50] introduces an innovative edge sampling algorithm tailored for neu-
ral SDFs. NeRFactor [53] exploits light visibility to achieve superior material
and lighting decomposition. Further studies [19,52] address the consideration of
indirect lighting, leading to enhanced BRDF estimation quality. [20, 33] utilize
di erentiable marching tetrahedrons for direct optimization on mesh surfaces.
[10,28] deal with varying cameras, illumination, and backgrounds. Ref-NeRF [42]
suggests the employment of integrated direction encoding to ameliorate the re-
construction delity of re ective objects. [30, 33] use split-sum approximation
to approximate the shading e ects. NeMF [55] represents the scene as a mi-
cro ake volume. NeFll [44] integrates lights through path tracing with Monte
Carlo sampling. InvRender [56] computes indirect illumination by directly lever-
aging the neural radiance eld, rather than concurrently estimating it alongside
the decomposition of direct lighting and materials. TensolR [23] performs in-
verse rendering based on tensor factorization and neural elds. NelLF [45] and
NelLF++ [49] expresses the incident lights as a neural incident light eld, while
NelLF++ integrates VoISDF [46] with NelLF through inter-re ection. However,
existing schemes rarely delve into BRDF estimation for point clouds, and the
estimation and rendering quality remain to be improved.

3 Relightable 3D Gaussians

In this section, we introduce a novel pipeline to decompose materials and light-
ing from multi-view images based on 3D Gaussian Splatting (3DGS) [26]. An
overview of our pipeline is shown in Fig. 2.

3.1 Preliminary

Distinct from the widely adopted Neural Radiance Field, 3DGS [26] employs
explicit 3D Gaussian points as its rendering primitives. A 3D Gaussian point is
mathematically de ned as:

G = e S ) Mx ) @

where and denote the 3D spatial mean and covariance matrix, respectively.
Each Gaussian is also equipped with an opacity and a view-dependent colorc.
The rendering process in 3DGS is divided into two main steps. Firstly, 3D
Gaussians are projected to 2D Gaussians on the image plane. The 2D means
are determined by accurate projection of 3D means, while the 2D covariance
matrices are approximated by: °= JW W ~J”, whereW andJ denote the
viewing transformation and the Jacobian of the a ne approximation of perspec-
tive projection transformation [57]. Subsequently, the pixel color is derived by
alpha blending N ordered 2D Gaussians from front to back:
X 1
C= Tiici; Ti= (1 ) 2)
i2N i=1
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Fig. 2: The proposed di erentiable rendering pipeline. Starting with a collection
of 3D Gaussians that embody geometry, materials, and lighting attributes, we rst
execute the physically based rendering equation for each 3D Gaussian to determine its
outgoing radiance, denoted as c®. Following this, we perform rasterization and alpha
blending to obtain vanilla color map C, PBR color map C°, depth map D, normal map
N, etc. To optimize relightable 3D Gaussians, we utilize the ground truth image Gy
and the pseudo normal map derived from D for supervision.

Here, is obtained by multiplying the opacity o with the 2D covariance's contri-
bution computed from  °and pixel coordinate in image space [26]. In implemen-
tation details, the covariance matrix  is parameterized as a unit quaternionq
and a 3D scaling vectors to maintain its meaningful interpretation throughout
optimization. Additionally, view-dependent color ¢; is represented through a set
of Spherical Harmonics (SH).

In summation, a 3D scene is represented by a collection of 3D Gaussians,
with the i GaussianP; parameterized asf i10;;Si;0;Ci 0.

3.2 Geometry Enhancement

Scene geometry, speci cally surface normal, is essential for realistic physically
based rendering, which will be discussed in Sec. 3.3.

Normal Estimation.  We incorporate a normal attribute n for each 3D Gaus-
sian and try to solve it. A potential methodology treats the spatial mean of a
3D Gaussian as a conventional point, and executes normal estimation based on
the local planar assumption. However, this approach cannot provide accurate
normal estimation. The reasons are two fold: First, the reconstructed Gaussian
point cloud is often sparse. More critically, the Gaussian points are naturally
soft, which means these points are not precisely aligned with the object surface.

To address these limitations, we propose to optimizen from an initial random
vector via back-propagation for each 3D Gaussian. We perceive the depth of all
Gaussians along a ray as a distribution, and estimate the pixel depth as the
expectation of this distribution. Similarly, we determine the normal for each
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pixel. This process is described by:

X
fD;Ng = wifdi;njg; 3)
i2N

whered;, nj andw; = T; j= ;,5 Ti i denote the depth, normal and weight of
the point. We then encourage the consistency between the rendered normal

and the pseudo normalN", which is computed from the rendered depthD under
the local planarity assumption. The normal consistency is quanti ed as follows:

Lp, = kN Nksy: 4)

Normal Gradient Based Densi cation. To achieve superior rendering -
delity in detail regions, vanilla 3DGS [26] densi es 3D Gaussians through the
gradient of view space points. Drawing upon this, to improve normal recovery in
thin regions, we introduce an additional densi cation criterion on the gradient

of normals. Speci cally, we densify Gaussians whose normal gradient exceed a
threshold T, .

Constraint on Depth Distribution. Given our assumption of the object
possessing an accurate surface, we enforce a constraint on the depth distribution
by minimizing the uncertainty. The uncertainty is de ned as:

Ly =Dsg D % (5)

where Dggq = P i,y Wid?, and D is the depth estimation de ned in Eq. 3. This
constraint on the depth distribution drives Gaussian points to the object surface,
thereby improving geometric reconstruction.

Object Mask Constraint. If there is a mask indicating the object, we can
constrain the optimization by a binary cross entropy loss [43]:

Lo= MlogO (1 M)log(l O); (6)

P
where M is the object mask andO =, Ti i . With this constraint, O is
forced to be aligned with the distribution of M, and so we get opaque surface.

3.3 BRDF and Light Modeling

Rendering Equation.  We use the the rendering equation [24] to model light
interaction with surfaces, accounting for their material properties and geometry.
It is given by:
z
Lo(! o;X) = FCO o)Lty n)dy; (7

wherex and n are the surface point and its normal vector,f is the Bidirectional
Re ectance Distribution Function (BRDF), and L; and L, denote the incoming
and outgoing radiance in directions! ; and ! ,.  signi es the hemispherical
domain above the surface.
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Prior methods [49, 51] typically begin with the acquisition of intersection
points between rays and surface through di erentiable rendering. Then they ap-
ply the rendering equation at these points to facilitate Physical Based Rendering
(PBR). However, these approach present signi cant challenges in the point-based
framework. Certainly, it is feasible to extract surfaces in 3DGS [17]; but, it ne-
cessitates a coordinate-based incident light eld for inverse PBR. The querying
of this eld at millions of points during every iteration imposes a substantial
computational burden. Moreover, it is pertinent to acknowledge that accurately
extracting geometric surfaces presents considerable challenges in 3DGS system.

To tackle this issue, we propose to compute PBR colof c°glL, for each 3D
Gaussian, and then obtain the PBR imageC® through alpha-blending, as shown
in Fig. 2. This method is more e cient for two main reasons. First, PBR is
performed on fewer 3D Gaussians rather than image pixels in all input views,
as each Gaussian a ects multiple pixels based on its scale. Second, by allocating
discrete attributes for each Gaussian, we avoid the need for global neural elds.
BRDF Parameterization. To make 3D Gaussians relightable, we assign BRDF
properties to each Gaussian and adopt a simpli ed Disney BRDF model [11].
The BRDF properties include an albedob 2 [0;1]® and a roughnessr 2 [0;1],
and the BRDF f in Eq. 7 is divided into a diuse term f4 = 2 and a specular
term:

D(h;r) F( o;h) G ;! o;hir). (®)
(n i) (n 1) ’

whereh = (! ; + ! ;)=2is the half vector, D, F and G denote the normal distri-
bution function, Fresnel term and geometry term.

Incident Light Modeling. Optimizing a NelLF for each Gaussian can be ex-
cessively unconstrained, leading to challenges in accurately decomposing incident
lights from its appearance. To address this issue, we apply a prior by partition-
ing the incident light into globally shared direct component and individual per-
Gaussian indirect components. The sampled incident light at a Gaussian from
direction ! ; is represented as:

Li(! i): V(! i) L direct (! i)+ L indirect (! i); (9)

where V(! ;) represents the visibility term which will be further discussed in
Sec. 4, the indirect light term Lingirect IS parameterized by 3-level SH, denoted
as |, while the direct light term Lgiect IS parameterized as a globally shared
16x32 environment map, denoted ad®" . Despite the utilization of relatively
low-level Spherical Harmonics (SH), we can still capture some inter-re ection
e ects, as the rendering color of a given pixel arises from the collaboration of
multiple relightable 3D Gaussians.

For each 3D Gaussian, we samplé&l incident directions over the hemisphere
space through Fibonacci sampling [45] to provide numerical integration for Eq. 7.
The PBR color of each Gaussian is then given by:

%S
A o)= (Fa+fs(t ot ML) n) !y (10)
i=0

fs(t ot i) =



8 J. Gao et al.

where! ; is the solid angle.

To summarize, our method represents a 3D scene as a set of relightable 3D
Gaussians and a global environment lightl®" , where the i"" Gaussian P; is
parameterized asf ;;0;;Si;0;Ci;ni;bi;ri;lig.

3.4 Regularizations

To mitigate the materials-lighting ambiguity [45], proper regularizations are uti-
lized to facilitate their plausible decomposition.
Light Regularization.  We apply a light regularization assuming a near-natural
white incident light [30]:
X 1 X
Light = C(Lc = CLC);CZfR;G;Bg: (1D

Smoothness Priors. We expect that the BRDF properties do not change dras-
tically in homogeneous areas [45]. We de ne a smooth constraint on roughness
as:

Lsy = kr Rkexp(kr Cgyk); (12)

P : -
whereR =, wir; is the rendered roughness map. Similarly, we also de ne
smoothness constraintsLs., and Ls, on normal and albedo.

4 Point-based Ray Tracing

For real-time realistic rendering with plausible shadow e ects on relightable 3D
Gaussians, we introduce a novel point-based ray tracing approach in this section.

4.1 Ray Tracing on 3D Gaussians

Our proposed ray tracing technique on 3D Gaussians is built upon the Bounding
Volume Hierarchy (BVH), enabling e cient visibility querying along a ray. Our
method adopts the idea from [25], an in-place algorithm for constructing a binary
radix tree that maximizes parallelism and facilitates real-time BVH construction.
Speci cally, we construct a binary radix tree from a given set of 3D Gaussians,
where each leaf node represents the tight bounding box of a Gaussian, and each
internal node denotes the bounding box of its two children.

Unlike ray tracing with opaque polygonal meshes, where only the closest
intersection point is required, ray tracing with semi-transparent Gaussians ne-
cessitates accounting for all Gaussians potentially in uencing the ray's trans-
mittance. The process of ray tracing on 3D Gaussian points can be described
as follows: the ray travels from the camera center and accumulates transmit-
tance as it passes through 3D Gaussian points until the transmittance is zero.
The rst key issue to be addressed is how to de ne the contribution of a single
3D Gaussian to the transmittance. As discussed in Sec.3.1, transforming a 3D
Gaussian to a 2D Gaussian involves an approximation, which complicating the
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(@) Root Node (b) Child Node (c) Gaussian (d) Gaussian

Fig. 3: Intersection tests in point-based ray tracing. Intersection point between
ray and Gaussian is obtained by three steps: (a) intersect the BVH root node; (b)
dive into the intersected child nodes recursively until the leaf node; (c) perform Eq. 13
to get the equivalent intersection point. (d) shows that a 3D Gaussian actually has
non-negligible e ect on a segment of a ray.

identi cation of accurate intersection between the Gaussian and a ray. As shown
in Fig. 3d, a 3D Gaussian actually has non-negligible e ect on a segment of a
ray. Thus, drawing inspiration from [27], we approximate the intersection of ray
with 3D Gaussian as a point where the 3D Gaussian's contribution peaks, as
showed in Fig. 3(3). The equivalent intersection point is de ned as:

rx = ro+ tjrq; (13)

where r, denotes the origin, rq4 is direction of the ray, corresponding to the
previously mentioned! ;, t; is de ned as:

( rO)Tr d.

ti =
! rdTr d

(14)
Subsequently, we approximate the contribution of this 3D Gaussian to the ray
as ; at the equivalent intersection point ry. 0

Considering the transmittance along a ray: T; = ]':ll (1 i), itis evident
that the order of ; does not a ect T;. In other word, the order in which Gaus-
sians are encountered along a ray does not impact the overall transmittance.
As illustrated in Fig. 3, starting from the root node of the binary radix tree,
intersection tests are recursively performed between the ray and the bounding
volumes of each node's children. Upon reaching a leaf node, the associated Gaus-
sian is identi ed. Through this traversal, the transmittance T is progressively
attenuated:

Ti=(1 i OT; 1; fori=1;:::;) 1with T=1: (15)

To speed up ray tracing, the process is early terminated if a ray's transmittance
drops below a certain thresholdTy,p, -
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4.2 Visibility Pre-computation

In Sec. 3.3, a potential ambiguity in the decomposition of indirect and direct
lights has been discerned. While the essential visibility term can be derived via
the proposed ray tracing on 3D Gaussians (Sec. 4.1), querying the visibility term
through ray tracing online proves challenging due to the computational complex-
ity. Nevertheless, given our exclusive focus on static scenes, we can pre-compute
the visibility term V(! ;) across the hemispherical domain determined by for
each Gaussian, and subsequently integrate it into the rendering equation.

Hence, we divide the optimization process into two stages. In the rst stage,
we optimize a vanilla 3D Gaussian point cloud, augmented with an additional
normal vector n for each Gaussian. Immediately afterwards, we pre-compute the
per-Gaussian visibility through the proposed ray tracing. In the second stage, we
lock the geometry of 3D Gaussians and focus solely on optimizing the material
and lighting parameters using the pipeline described in Fig. 2.

4.3 Point Based Relighting Pipeline

Based on our relightable 3D Gaussians, we devise a point based graphics pipeline
that seamlessly integratese ortless scene editing  and realistic relighting

To our knowledge, there is currently no point-based rendering pipeline that ef-
fectively accomplishes both tasks. Although explicit point representations make
scene editing easy, achieving photo-realistic relighting proved nearly insurmount-
able in existing point-based rendering pipeline. Conversely, in inverse rendering
approaches based on implicit representations, while highly realistic relighting is
feasible, scene editing presents a challenging endeavor.

As an illustration, we concentrate on relighting in a multi-object composition
scene. Initially, our pipeline computes the visibility V(! ;) for each Gaussian
point via ray tracing (Sec. 4.1). Despite the challenging inter-object occlusions
introduced by compaosition, our proposed point-based ray tracing method adeptly
manages these complexities and ensures accurate occlusion updates within the
novel scene. Subsequently, the rendering process unfolds (Sec. 3.3), starting with
Gaussian-level PBR and ending with alpha blending. Throughout this process,
the original indirect lighting of each object is discarded. Consequently, we achieve
relighting with remarkably vivid shadow e ects solely based on a discrete set of
points, as illustrated in Fig. 1.

5 Experiments

5.1 Training Details

As pointed out in Sec. 4.2, the training procedure is divided into two stages.
The rst stage follows the setting of 3DGS [26], along with the proposed normal
gradient-based densi cation (Sec. 3.2) wherd, is setas2 10 °. In the second
stage, we sampleNs = 64 incident rays per Gaussian point for PBR. We train
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Table 1: Quantitative results for novel view synthesis on NeRF synthetic dataset

Geometry Relightable PSNR " SSIM " LPIPS #

NPBG [1] point 8 28.10 0.923 0.077
NPBG++ [38]  point 8 28.12 0.928 0.076
FregPCR [54]  point 8 31.24 0.950 0.049
3DGS [26] point 8 33.88 0.970 0.031
PhySG [51] neural 4 18.91 0.847 0.182
NelLF++ [49] neural 4 26.37 0911 0.091
Nvdi rec [33] mesh 4 29.05 0.939 0.081
R3DG(Ours)  point 4 31.22 0.959 0.039
(a) Lego (b) Chair (c) Hotdog
Fig. 4: Visualizations on NeRF synthetic dataset [31]. Each scene is displayed

in an order from left to right and from top to bottom: Ground Truth, PBR Image,
Normal Map and Ambient Occlusion Map.

our model for 30,000 iterations in the initial stage and 10,000 iterations in the
second stage. The loss in the rst stage is calculated by:

L= 1|-l+ ssim I—ssim + nLn+ s;nl—s;n"' OLO+ ul—u; (16)

wheref 1; ssim; n; sn; o u0 are set tof0:8;0:2;0:01 0:01; 0:01; 0:01g, re-
spectively. The loss in the second stage is given by:

L= L1+ ssimLlssm * 1Li+ splsbt srlsyrs (17)

wheref 1; ssim; 15 sb; srgaresettof0:8;0:2;0:000% 0:01; 0:01g, respectively.

5.2 Performance on Novel View Synthesis

We rst evaluate the novel view synthesis (NVS) of the physically based render-
ing (PBR) on NeRF synthetic dataset [31]. We compare bothpoint-based ren-
dering methods andrelightable rendering approaches. We report average met-
rics across all scenes in Tab. 1, including peak signal-to-noise ratio (PSNR),
structural similarity index measure (SSIM), and learned perceptual image patch
similarity (LPIPS). Compared with existing point-basedrendering methods, our
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