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1 Implementation Details

We now present implementation details including the network architecture, train-
ing and inference in our experiments. Further details can be found in our code,
which is released to https://github.com/yangle15/DyFADet-pytorch.

1.1 Network architecture

In Fig. 1, we present our network architecture. Specifically, videos will be first
processed by a given backbone model to extract the features of the videos. Then
these pre-extracted features will be used as the inputs of the TAD model. Feature
feature embedding layers based on 2 layers of convolutions followed by LN [2] will
first used to calculate the input video features. After that, a series of DynE layers
are implemented as the encoder, where the first two DynE layers are serviced as
the stem and the rest will successfully downsample the temporal resolution of
the features will a scale of 2.

Following the common settings in [10, 11, 15], a “2+5” encoder architecture
will be used for each dataset except for Ego4D MQ, meaning that 2 stem layers
and 5 downsampling layers will be used for building the encoder, and the outputs
of the last 5 layers will be used to build the feature pyramid. Ego4D MQ applies
a “2+7” encoder architecture following the design in [15].

The outputs from the downsampling layers will be first processed by LNs [2]
and then used to build the feature pyramid. Then we use separate MSDy-
heads for classification and regression as the detectors. In our experiments, the
2 adjacent-level features will be sent to the detection head during detection. For
instance, if we detect the action instances at the 4-th level, then the features
from the 3-rd and 5-th levels will be also sent to the heads. Specially, for the last
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Fig. 1: (a) Overview of DyFADet. (b) The DynE layer consisting of the feature encoder.
GN is Group-normalization [13]. (c) The multi-scale feature fusion in DyHead. (d) The
classification and regression module obtains the classification and boundary results.

level, only features from the previous level will be used as inputs. The DyHead
will share the parameters while detecting the action instances at different feature
levels.

1.2 Training details

During training, we randomly selected a subset of consecutive clips from an in-
put video and capped the input length to 2304, 768, 960, 2304, and 1024 for
THUMOS14, ActivityNet-1.3, HACS, Epic Kitchens 100, and Ego4D MQV1.0,
respectively. Model EMA [?] and gradient clipping are also implemented to fur-
ther stabilize the training. We follow the practice in [10, 15] that uses off-the-
shelf pre-extracted features as input. Our method is trained with AdamW [8]
with warming-up and the learning rate is updated with Cosine Annealing sched-
ule [7]. Moreover, hyper-parameters are slightly different across datasets and
discussed later in our experiment details. More details can be found in our code.
We now describe our experiment details for each dataset:

– THUMOS14: We used two-stream I3D [4] pretrained on Kinetics to ex-
tract the video features on THUMOS14. VideoMAE V2 [12] is further im-
plemented to improve the performance of our method. Following [10], the
initial learning rate is set to 1e − 4 with a batch size of 2. We train 40
epochs for THUMOS14 containing warmup 20 epochs with a weight decay
of 2.5e− 2.
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– ActivityNet-1.3 We used TSP features [1] pretrained on Kinetics to extract
the video features. Following [10], the initial learning rate is set to 5e − 4.
We train 15 epochs for ActivityNet-1.3 containing warmup 5 epochs with a
weight decay of 5e− 2.

– HACS We used SlowFast features [5] pretrained on Kinetics to extract the
video features on HACS. VideoMAE V2 [12] is also implemented to test the
performance of our method. Following [10], the initial learning rate is set
to 5e − 4 with a batch size of 8. We train 14 epochs containing warmup 7
epochs with a weight decay of 2.5e− 2.

– Epic-Kitchen 100 We used SlowFast features [5] for our method in exper-
iments. For both subsets, we train 30 epochs containing warmup 15 epochs
with a weight decay of 5e − 2. and the initial learning rate is set to 2e − 4
with a batch size of 2.

– Ego4D MQv1.0 We used SlowFast features [5] and EgoVLP features [6] in
the experiments. For all settings, we train 15 epochs containing warmup 5
epochs with a weight decay of 5e − 2. and the initial learning rate is set to
2e− 4 with a batch size of 2.

– FineAction We used VideoMAE V2 [12] as the feature extractor for our
method. In the experiments, the initial learning rate is set to 5e − 4 with
a batch size of 8. We train 14 epochs containing warmup 7 epochs with a
weight decay of 2.5e− 2.

1.3 Inference details

During inference, we fed the full sequence into our model. If a classification
score is higher than the detection threshold, the instant will be kept. Then, Soft-
NMS [3] will be further applied to remove the repeated detected instances. For
our experiments on ActivityNet-1.3 and HACS, we consider score fusion using
external classification scores following the settings in [10, 15]. Specifically, given
an input video, the top-2 video-level classes given by external classification scores
were assigned to all detected action instances in this video, where the action
scores from our model were multiplied by the external classification scores. Each
detected action instance from our model thus creates two action instances. More
details can be found in our code.

2 Ablation study of the architecture design

All experiments in this section are conducted on THUMOS14 to explore more
properties about the DFA and DyFADet.

We provide more comprehensive experimental results to show how the archi-
tecture design of the DyFADet can affect its TAD performance. The experiments
investigate the effectiveness of different dynamic feature aggregation modules in
TAD tasks. The results are shown in Table 1, where different implementations
of the encoder and the detection head are evaluated.
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Table 1: Ablation study for the choices of main components in TAD models. MS-head
means if using the multi-scale connection in the detection head.

Method Encoder MS-head 0.3 0.7 Avg.

Baseline Conv é 76.3 40.8 62.1
Deformable model DeformConv é 81.0 43.4 66.1
DyFADet∗ DFA_Conv é 81.6 44.6 66.8
ActionFormer SA é 82.1 43.9 66.8
DyFADet† DynE é 83.4 44.8 67.8

Conv Encoder Conv Dyn 80.4 44.2 65.8
DyFADet‡ DynE Conv 83.1 46.4 68.0
DyFADet DynE Dyn 84.0 47.9 69.2

DyFADet(k) DynE Dyn 82.4 46.3 68.4
DyFADet(ck) DynE Dyn 82.7 47.1 68.4
DyFADet(c) DynE Dyn 84.0 47.9 69.2

The results in the upper panel of the table are used to evaluate the TAD
performance without multi-scale connections in detection heads. The baseline
model is realized by an all-convolution TAD model, which achieved the mAP
of 62.1%. We further use the deformable 1-d convolution [9] to substitute the
convolutions in the encoder as the comparison achieves the mAP of 66.1%. The
superiority of the deformable-based model demonstrates the strong ability of
dynamic modules in TAD tasks. While, due to the stronger adaptation ability
of DFA, the DyFADet∗ substituting the convolutions with DFA can achieve the
performance equaling to the recent strong TAD model, Actionformer. Moreover,
using the proposed DynE layer (DyFADet†) further increases the final perfor-
mance by 1.0%.

Moreover, in the middle panel, we see that applying the multi-scale connec-
tion in the TAD head can improve the final detection performance. However,
naively using the convolution to connect different scales (DyFADet‡) only re-
sults in limited improvements. While, after being equipped with DyHead, the
DyFADet can achieve a performance of 69.2%, outperforming all other models
in the experiments. We also use the basic Conv encoder that is built based on all
convolution layers attaching with the proposed DyHead, which achieves the de-
tection performance of 65.8%, outperforming the baseline model by 3.7%. Such
a result further demonstrates the effectiveness of the proposed DyHead in TAD
tasks.

In the bottom panel, we test our proposed DyFADet with different dynamic
properties by controlling the Cm as we describe in Section 3 of the main paper.
In our experiments, the Cm is set as the values of k, Ck, and C (represented
by k, ck, and c in Table 1), where k is the kernel size and the C is the number
of input channels. From the results, we see that the DyFADetc) has the best
performance on THUMOS14. While other variants of DyFADetan still achieve
competitive detection performance compared to the evaluated TAD models in
our main paper.
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Fig. 2: Visualization when DyFADet detecting action (a) Golf Swing, (b) Diving and
(c) High Jump. The DFA reweight masks at different timestamps at the corresponding
levels in DyHead are shown in the figures. Here, we only represent the masked positions
of the re-weight masks.
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3 Additional Visualizations of DyHead

We provide more visualization results of the proposed DFA to further show how
the proposed dynamic feature learning mechanism can effectively solve the head
inadaptation issue in classical TAD models. Following the experiments in the
main paper, we use the DyFADet with Cm = k, meaning that the same recep-
tive fields will be shared among channels while varying at different timestamps.
Noting that although the sampling positions are shared among different chan-
nels, the kernel weights will still be adjusted based on the inputs. The results
are shown in Fig. 2.

From the results we see that the DFA can adapt the re-weight masks based
on inputs, leading to different formations at different timestamps. Noting that
in classical TAD models, such as Actionformer [15], the parameters of the de-
tection head are shared among different levels, which might be harmful in de-
tection. While, the dynamic properties and multi-scale fusion of the DyFADet
specialize the detection head for inputs and target action instances, leading to
a fine-grained dynamic action detection manner that can achieve better TAD
performance.

The visualization results also show that the weight of the depth path will
always be used without masking, indicating the importance of the depth paths.
This meets our intuition that the depth path is exclusively designed for action
detection. Moreover, we found that the up paths usually play a more important
role in action detection, which might be because 1) The high-level features are
extracted by more encoder layers in the feature encoder, resulting in more high-
level semantic information which benefits the detection. 2) Only a few features
from the low-level with high temporal resolution are needed for action detec-
tion regardless of the instance duration. 3) The coarse-to-fine feature fusion in
DyHead is similar the feature learning process in [14], which demonstrates the
importance of the low-frequency information w.r.t temporal dimension.

We also observe that the later detailed representations generally play a more
important role during feature fusion. which might be due to the short-term
information from the future can be beneficial for predicting the ending of the
action. Moreover, the visualization results show that the predicted action length
is generally shorter than the ground truth. We infer that this might be due
to that the proposed DyFADet only predicts the intrinsic temporal range of
the action instance. As shown in in Fig. 2 (a), the DyFADet thinks the action
Golf Swing begins from the time when the person starts to swing the golf club,
while ends after the golf club hits the ball. However, the annotation contains the
preparation action and the ending action of the person standing after swinging.
Intuitively, both of the temporal ranges can be viewed as the action Golf Swing.
The examples in Fig. 2 (b) and Fig. 2 (c) also show the similar trends.
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