
A Results of SYNTHIA as Source Domain

In this section, we show more experimental results with SYNTHIA [15] dataset
as the source domain.

Comparison with Baseline Models. Tab. 1 shows the performance com-
parison with baseline models using SYNTHIA [15] as the source domain and two
target domains, Cityscapes [2] and IDD [18]. Please note that the mIoU (mean
Intersection-over-Union) is calculated across 13 categories within standard SYN-
THIA [15] evaluation protocol.

Table 1: Performance Comparison of Our Method and Baseline Models
(SYNTHIA → X). The mIoU* (mean Intersection-over-Union) represents the aver-
age IoU across 13 categories. ‘Enc.’ denotes the encoder architecture, with ‘R’ repre-
senting ResNet101 and ‘V’ indicating MiT-B5. The ‘Metric’ column specifies whether
evaluation was conducted on the Cityscapes (‘C’) or IDD (‘I’) dataset. The harmonic
mean (‘H’), representing adaptation ability across the two domains, is considered as
the primary metric. Bold text highlights the best harmonic mean results, while under-
lined text indicates the second-best results. ‘†’ signifies only merging backbones while
keeping separate decode heads.
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mIoU*

Data Comb. R

C 87.4 15.2 86.7 55.0 57.8 87.2 92.9 76.9 44.5 85.5 35.7 48.3 63.6 64.4
I 94.4 25.8 67.7 21.2 22.0 83.9 94.7 65.9 58.9 53.8 32.5 70.2 41.1 56.3

H 90.8 19.1 76.0 30.6 31.9 85.5 93.8 71.0 50.7 66.0 34.0 57.2 49.9 60.1

STDA
(SYNTHIA → CS) R

C 76.8 36.8 87.0 62.1 62.1 87.0 90.8 75.9 51.6 85.8 34.0 53.7 62.8 66.6

I 57.5 4.1 54.1 18.8 35.4 81.3 94.6 55.8 49.7 48.6 23.4 58.7 20.4 46.3

H 65.8 7.3 66.7 28.9 45.1 84.0 92.6 64.3 50.6 62.0 27.7 56.1 30.7 54.7

STDA
(SYNTHIA → IDD) R

C 84.5 25.3 83.8 30.6 48.6 86.4 92.4 74.6 32.7 75.8 31.4 18.8 32.3 55.2

I 93.9 28.9 68.4 7.0 30.7 85.7 96.2 67.1 52.2 49.0 39.4 57.9 31.0 54.4

H 88.9 27.0 75.3 11.4 37.7 86.1 94.3 70.6 40.2 59.5 34.9 28.3 31.6 54.8

Ours R

C 85.3 45.5 86.5 53.4 60.6 87.7 92.5 76.9 42.8 84.4 30.5 47.4 53.5 65.1

I 91.7 18.4 67.2 21.7 42.1 85.3 96.3 64.5 55.8 50.1 36.0 62.6 35.5 55.9

H 88.4 26.2 75.6 30.8 49.7 86.5 94.3 70.2 48.4 62.9 33.0 53.9 42.7 60.2 (↑5.4)

Ours† R

C 82.7 43.0 86.3 58.8 62.2 87.8 92.5 77.7 48.9 84.5 28.3 52.4 61.5 66.7

I 93.1 26.9 67.6 20.8 33.6 85.1 96.2 65.6 54.2 49.8 38.9 61.4 35.7 56.1

H 87.6 33.1 75.8 30.7 43.6 86.4 94.3 71.1 51.5 62.6 32.8 56.5 45.2 60.9 (↑6.1)

Data Comb. R

C 85.5 40.0 88.6 62.6 58.2 87.4 89.6 74.1 31.5 88.0 55.9 51.9 62.4 67.3

I 75.4 20.3 72.1 25.6 49.1 65.2 91.2 71.5 66.2 54.5 51.3 73.1 41.6 58.2

H 80.1 26.9 79.5 36.4 53.2 74.7 90.4 72.8 42.7 67.3 53.5 60.7 49.9 62.5

STDA
(SYNTHIA → CS) V

C 86.9 52.0 89.6 65.4 58.6 85.4 94.2 79.5 54.3 86.5 54.0 59.4 63.0 71.4

I 70.0 5.0 66.2 28.1 46.8 85.0 96.2 58.1 47.3 57.6 49.4 66.8 25.5 54.0

H 77.5 9.1 76.1 39.3 52.0 85.2 95.2 67.1 50.5 69.1 51.6 62.9 36.3 61.5

STDA
(SYNTHIA → IDD) V

C 77.7 32.6 86.9 41.9 49.5 88.5 87.9 75.3 39.8 87.8 59.8 29.5 45.7 61.8

I 89.2 36.7 71.6 16.4 56.7 79.9 90.6 73.9 67.4 53.6 64.3 73.8 39.4 62.6

H 83.1 34.5 78.5 23.6 52.9 84.0 89.3 74.6 50.1 66.6 62.0 42.1 42.3 62.2

Ours V

C 88.2 48.8 88.8 55.9 56.7 88.4 92.4 76.3 43.3 88.8 62.2 55.3 58.3 69.5

I 88.5 14.1 72.0 28.0 56.8 85.0 94.3 67.0 58.8 54.6 61.5 72.0 36.1 60.7

H 88.3 21.8 79.5 37.3 56.7 86.7 93.3 71.3 49.8 67.6 61.8 62.5 44.6 64.8 (↑2.6)

Ours† V

C 88.4 49.4 89.2 63.0 57.9 88.8 94.1 78.3 49.6 88.7 60.9 59.0 61.0 71.4

I 87.6 14.3 72.1 27.3 56.9 82.4 92.0 70.4 63.6 54.5 63.2 74.5 38.9 61.4

H 88.0 22.2 79.7 38.1 57.4 85.5 93.0 74.2 55.7 67.6 62.0 65.9 47.5 66.0 (↑3.8)

We can deduce similar conclusions based on the experimental results of the
SYNTHIA [15] dataset in Tab. 1, which show the the broad applicability of our
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approach. Our model merging method with SYNTHIA [15] dataset as source
domain demonstrates a notable improvement of +5.4% and +2.6% in har-
monic mean when applied to the ResNet101 [4] and MiT-B5 [21] backbones,
respectively, compared to the strongest single-target domain adaptation model.

Table 2: Comparison of Our Method with State-of-the-Art Approaches
(SYNTHIA → X). We present the performance of various methods in different set-
tings, including single-target domain adaptation (STDA), domain generalization (DG),
multi-target domain adaptation with access to multiple target domains simultaneously
(MTDA), and MTDA (merging) which stands for our proposed setting. ‘†’ signifies
results reproduced by us.

Setting Method Backbone
Metric

CS IDD H. Mean

STDA
(SYNTHIA → X)

MaxSquare [1] R101 45.8 - -

AdaptSeg [17] R101 46.7 - -

CLAN [10] R101 47.8 - -

ADVENT [19] R101 47.8 - -

IntraDA [13] R101 48.9 - -

DACS [16] R101 54.8 - -

CorDA [20] R101 62.0 - -

ProDA [23] R101 62.8 - -

HRDA† [6] R101 66.6 - -

HRDA† [6] R101 - 54.4 -

DAFormer [5] MiT-B5 67.4 - -

HRDA† [6] MiT-B5 71.4 - -

HRDA† [6] MiT-B5 - 62.6 -

DG
Yue et al. [22] R101 44.3 41.2 42.7

Kundu et al. [8] R101 60.1 - -

MTDA

MTDA-ITA [3] R101 42.7 39.4 41.0

MT-MTDA [12] R101 45.2 42.2 43.6

CCL [7] R101 48.1 44.0 46.0

MTDA
(Merging)

Ours R101 65.1 55.9 60.2 (↑14.2)

Ours MiT-B5 69.5 60.7 64.8 (↑18.8)

Remarkably, the level of performance (60.2% harmonic mean with ResNet101
[4]) has already exceeded Data Combination methods (60.1% harmonic mean),
and we achieve it without requiring access to any training data. When con-
sidering the relaxed setting where only the encoder backbone is merged while
decoding heads are separated for various downstream domains, we achieve a
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substantial performance improvement of +6.1% and +3.8% in harmonic mean
for two backbones, respectively.

Comparison with SoTA Models. As shown in Tab. 2, our method achieves
remarkable results, outperforming many approaches in both MTDA and DG.
Utilizing the ResNet101 [4] backbone, we observe a substantial improvement,
achieving a +14.2% harmonic mean increase over the best published results.
This improvement further rises to +18.8% with transformer-based backbones.
The outstanding performance with SYNTHIA [15] dataset as the source domain
demonstrates the broad applicability of our merging method.

Table 3: Comparison of Our Method with Data Combination Across Four
Target Domains. The datasets Cityscapes, IDD, ACDC, and DarkZurich are repre-
sented by ‘C’, ‘I’, ‘A’, and ‘D’.

Setting Encoder C I A D H

Data Comb. ResNet101 57.8 53.9 38.8 13.2 29.1

Ours ResNet101 51.6 47.3 45.8 21.1 36.4 (↑7.3)

Comparison with Data Combination Across Four Target Domains.
As shown in Tab. 3, we compared our proposed method in scenarios where target
domains are diverse. We used the GTA as the source dataset and selected four
datasets as target domains to compare our merging method with the approach
of combining the data from four domains for training. The results demonstrate
that our proposed model merging techniques achieve +7.3% harmonic mean
improvement in performance.

B Visualization Results

The qualitative comparison between different baselines and the proposed model
merging method are provided in Fig.1.

As illustrated in Figure 1, our proposed merging method always ensures
that the combined output retains the superior predictive aspects of two sepa-
rate models. The dotted boxes in the top two rows of this figure highlight the
STDA model’s proficiency in road classification within the Cityscapes dataset
when Cityscapes is the target, contrasting with its less effective performance on
the IDD dataset. However, the application of our method markedly enhances
the road classification results. In a similar vein, the dotted boxes in the bot-
tom two rows of Figure 1 showcase the STDA model’s adeptness in identifying
’riders’ and ’buses’ in the IDD dataset when IDD is the target, as opposed to
its lesser performance with Cityscapes as the target. Post-merging, the model
demonstrates significantly improved classification in these categories.
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(a) Input (e) Ground Truth(b) STDA(CS) (c) STDA(IDD) (d) Model Merging

road sidew. build. wall fence pole tr.light tr.sign veget. terrain sky person rider car truck bus train m.bike bike n/a.
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Fig. 1: Visualization results for GTA to Cityscapes and IDD. (a) Test images
from Cityscapes and IDD. We visualize results of (b) single-target domain adaptation
(STDA) trained on Cityscapes target, (c) single-target domain adaptation (STDA)
trained on IDD target, (d) our model merging method. (e) Ground-truth segmentation
maps.

Table 4: Model Merging Across Cityscapes(C), IDD(I) and Mapillary(M)

Method Setting
Metric

C I M H. Mean

ADAS [9]

G→C,I 45.8 46.3 - 46.0

G→C,M 45.8 - 49.2 47.4

G→I,M - 46.1 47.6 46.8

G→C,I, M 46.9 47.7 51.1 48.5

Ours

G→C,I 58.8 54.0 58.6 57.0

G→C,M 60.1 46.5 59.1 54.5

G→I,M 51.2 53.3 58.8 54.3

G→C,I, M 58.4 53.2 59.3 56.8

C Results of Mapillary as Target Domain

As shown in Table 4, we have included Mapillary as a target domain and com-
pared it to the previous work [9]. From the experimental results, it is clear that
the domain gap between C, I, and M is smaller than that of the four selected
datasets in main content (e.g., Ours (G→C,I) surprisingly scores 58.6 on Map-
illary despite not being adapted to it).

D Different STDA Methods

We verify if our proposed merging method works with other STDA methods by
adopting it to another STDA Method, ADVENT [19]. Different from teacher-
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student self-training frameworks, this method leverages adversarial entropy min-
imization to mitigate the domain gap. According to results shown in Tab. 5, we
can deduce that our model merging technique works well with it. In fact, pre-
training, which is the key to the empirical mode connectivity, has shown to pull
the boundaries of NLP tasks [14] closer, and help in transfer learning [11]. We
report that pre-training works similarly w.r.t. generic pre-trained vision back-
bones, and naturally could apply to another STDA methods.

Table 5: Verification on another STDA Method, ADVENT [19].

Setting C I H

ADVENT (G → C) 43.5 33.0 37.5

ADVENT (G → I) 37.1 39.8 38.4

ADVENT (Merging) 40.5 39.6 40.1

E Extension to Image Classification Tasks

In this section, we demonstrate the effectiveness of our model merging method
applied to image classification tasks.

By dividing the CIFAR-100 classification dataset into two distinct, non-
overlapping subsets, we independently train two ResNet50 models, labeled A
and B, on these subsets. This training was conducted either from a common
set of pretrained weights or from two sets of randomly initialized weights. The
performance outcomes for models A and B are illustrated in Fig. 2, represented
by dimmed blue and yellow lines, respectively. The results indicate that models
merged from a starting point of identical pretrained weights outperform those
trained on any single subset. Conversely, when beginning with randomly initial-
ized weights, individual models exhibit learning capabilities, whereas the merged
model’s performance is akin to making random guesses.

Random initialization would break the linear averaging technique, while same
pre-trained backbones might work. We verified this conclusion on another pre-
trained weight. Results in Fig 3 indicate that DINO pretraining and ImageNet
pretraining have different loss landscapes in the model’s parameter space. Model
merging must be conducted within the same loss landscape.
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Fig. 2: Model merging results on CIFAR-100 Classification.

Fig. 3: Results on CIFAR-100 Classification with ImageNet and DINO Pretrained
Weight.
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