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Abstract. The rise of large language models (LLMs) and instruction
tuning has led to the current trend of instruction-tuned large language
and vision models (LLVMs). This trend involves either meticulously cu-
rating numerous instruction tuning datasets tailored to specific objec-
tives or enlarging LLLVMs to manage vast amounts of vision language
(VL) data. However, current LLVMs have disregarded the detailed and
comprehensive real-world scene understanding available from specialized
computer vision (CV) models in visual perception tasks such as segmen-
tation, detection, scene graph generation (SGG), and optical character
recognition (OCR). Instead, the existing LLVMs rely mainly on the large
capacity and emergent capabilities of their LLM backbones. Therefore,

we present a new LLVM, Mixture of All Intelligence (Q MoAI), which
leverages auxiliary visual information obtained from the outputs of ex-
ternal segmentation, detection, SGG, and OCR models. MoAI operates
through two newly introduced modules: MoAI-Compressor and MoAlI-
Mizer. After verbalizing the outputs of the external CV models, the
MoAI-Compressor aligns and condenses them to efficiently use relevant
auxiliary visual information for VL tasks. MoAI-Mixer then blends three
types of intelligence—(1) visual features, (2) auxiliary features from the
external CV models, and (3) language features—utilizing the concept of
Mixture of Experts. Through this integration, MoAI significantly outper-
forms both open-source and closed-source LLVMs in numerous zero-shot
VL tasks, particularly those related to real-world scene understanding
such as object existence, positions, relations, and OCR without enlarg-
ing the model size or curating extra visual instruction tuning datasets.
Code is available in https://github.com/ByungKwanLee/MoAl.

Keywords: Large Language and Vision Models - Mixture of Experts

1 Introduction

Combining large language models (LLMs) such as PaLM [15] and T5 [78] with
instruction tuning datasets from Flan [86], Chung et al. [17] has developed Flan-
PaLLM and Flan-T5 for instruction-tuned LLMs. These models leverage an ex-
panded instruction tuning dataset covering various tasks, and have been further
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Fig. 1: Comparing the scores and accuracies of numerous VL benchmarks for various
open-source and closed-source LLVMs with those for & MoAL

scaled up to enlarge their capacities, resulting in notable improvements in zero-
shot performance across numerous language tasks.

Alongside the success of the instruction-tuned LLMs, several visual instruc-
tion tuning datasets [4,13,19,65,85] have been meticulously curated to enhance
zero-shot vision language (VL) performances in large language and vision models
(LLVMs). Furthermore, concerted efforts have been made to substantially scale
up LLVMs [1,4,64,85], aiming for strong zero-shot performances in VL datasets.
With the extension of visual instruction tuning datasets and the scaling up of
LLVMs, open-source LLVMs [1,4,10,13,19,29,64,65,85,92,97] have been closing
the gap in zero-shot VL performances compared to closed-source LLVMs such
as GPT-4V [72,73], Gemini-Pro [83], and Qwen-VL-Plus [4].

However, current open-source LLVMs have not explicitly or fully leveraged
detailed and comprehensive real-world scene understanding, relying mainly on
the large capacity and emergent capabilities of their LLM backbones. Several
studies in cognitive science and machine learning [6,22,25] argue that fundamen-
tal scene perception ability may stem from various cognitive functions, including
recognizing object presence, determining their positions, identifying their states,
understanding their relationships, extracting spatial scene layouts, and grasping
non-object notions which may include written texts. Fortunately, these cogni-
tive functions can be acquired from specialized computer vision (CV) models
which have been researched and developed over decades for visual perception
tasks such as segmentation [14, 37|, detection [70, 98], scene graph generation
(SGG) [42,88], and optical character recognition (OCR) [23,57].

Shifting the focus from instruction-tuning to utilizing these external CV mod-
els is expected to enhance the real-world scene understanding of LLVMs, covering
object existence, positions, relations, and OCR. Recognition of objects and their
positions [52] can be facilitated by panoptic segmentation and open-world ob-
ject detection models. For a more comprehensive understanding, involving object
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Fig. 2: Comparing the scores and accuracies of dimensions related to real-world scene
understanding in MME [28], SEED [55], MM-Bench [66], and MM-Vet [91] for val-
idating capabilities of various LLVMs such as InstructBLIP [19], Qwen-VL [4], and
LLaVAL.5 [63].

states and relationships (i.e., compositional reasoning [22]), a scene graph gen-
eration (SGG) model is necessary. Moreover, text descriptions within an image
as a non-object notion can be recognized through an OCR model.

In light of this, we propose a new LLVM, Mixture of All Intelligence (3
MoAI), which leverages auxiliary visual information obtained from various
sources: (1) panoptic segmentation [14], (2) open-world object detection [70],
(3) SGG [88], and (4) OCR [23] models. To effectively leverage this informa-
tion, we introduce two new modules: MoAI-Compressor and MoAI-Mizer. The
MoAI-Compressor aligns and condenses the verbalized outputs of the external
CV models into auxiliary visual information, enabling the efficient use of rele-
vant information for VL tasks. Subsequently, MoAI-Mizer blends three types of
intelligence—(1) visual features, (2) auxiliary features from external CV models,
and (3) language features—into a cohesive whole.

In constructing the MoAI-Mixer, we draw inspiration from the concept of
Mixture of Experts (MoE) [71,79,80,96]. Our challenge lies in seamlessly inte-
grating original features (i.e., visual and language features) used in the multi-
modal language model (MLM) of MoAl—an LLM backbone that takes visual
tokens outputted by the visual encoder along with text tokens—with auxiliary
features acquired from external CV models and the MoAI-Compressor. We em-
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ploy cross- and self-attention modules to construct six expert modules in the
MoAl-Mixer, covering the three types of aforementioned intelligence. Further-
more, we utilize gating networks to determine the optimal combination of weights
for these expert modules.

By combining the MoAI-Compressor and MoAl-Mixer, MoAI e ectively uti-
lizes outputs from external CV models and mix three sources of intelligence,
thereby enhancing its visual perception capabilities for tackling complex ques-
tion answering tasks. As depicted in Fig. 2, our results demonstrate that MoAl
has signi cantly outperformed in visual perception scores three strong LLVM
baselines: InstructBLIP [19], Qwen-VL [4], LLaVA1.5 [63], even without addi-
tional curation of visual instruction tuning datasets or scaling up LLVMs. Fur-
thermore, owing to its improved visual perception ability, MoAl exhibits potent
zero-shot performances in VL tasks, surpassing closed-source LLVMSs, as illus-
trated in Fig. 1. The success of MoAI is attributed to its utilization of diverse
auxiliary visual information from external CV models and the integration of
three intelligence types to e ectively execute VL tasks. Our contribution can be
summarized in two main aspects as follows:

We introduce a new large language and vision model, MoAl , which han-
dles various auxiliary visual information from external CV models (MoAl-
Compressor) and blends three types of intelligence MoAl-Mixer ).

MoAI stands out for its exceptional visual perception ability in VL tasks,
surpassing both open-source and closed-source LLVMs in zero-shot VL per-
formances. This ability is achieved by considering detailed and comprehen-
sive real-world scene understanding without requiring scaling up either the
model size or dataset size.

2 Related Works

LLMs and LLVMs. LLMs have emerged alongside their competent general-
ization capability and the e ectiveness of instruction tuning datasets. GPTs [7,
76,77] played a crucial role in paving the way for LLMs by demonstrating strong
zero-shot or few-shot performance across various language tasks, including text
classi cation, question answering, machine translation, complex reasoning tasks,
and so on. These generalization abilities of LLMs have been achieved by enor-
mously increasing both model capacities and training datasets, as seen in works
such as T5 [78], PaLM [15], OPT [93]. The progress in training methods and
datasets further enhances the zero-shot generalization of LLMs, transitioning
from large-scale pre-training datasets to instruction tuning datasets [17, 34,74,
86]. Instruction tuning [86] enables LLMs to follow instructions in human natural
language under complex real-world scenarios. Instruction-tuned LLMs, such as
Flan-T5, Flan-PaLM [17], OPT-IML [34], and InstructGPT [74], clearly demon-
strate the e ectiveness of instruction tuning. Researchers have taken a step fur-
ther by applying similar strategies to multimodal counterparts, LLVMs, which
consist of a visual encoder and a backbone multimodal language model (MLM).
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For example, LLaVA [65] and ShareGPT4V [13] utilize GPT-4 [2] and GPT-
4V [72,73], respectively, to create visual instruction tuning datasets, while oth-
ers [4,19, 85] have also developed various visual instruction tuning datasets for
their own unique objectives. However, the existing LLVMs have overlooked the
detailed and comprehensive real-world scene understanding available from CV
models with great advancements over the last decades. The CV models have
been overshadowed by LLVMs with enlarged capacities and visual instruction
tuning datasets in the era of LLVMs. From this perspective, MoAl highlights the

e ectiveness of utilizing auxiliary visual information obtained from external CV
models, showing enhanced visual perception capabilities for VL benchmarks.

Mixture of Experts. Jacobs et al. [36] has rst introduced the concept of
Mixture of Experts (MoE) to machine learning, where separate networks called
“experts' handle dierent segments of the input space, and each segment is
guided to relevant experts by a gating network. This idea is further developed
by deep MoE [24] where MoE layers are stacked in depth, and by conditional
computation [5] where only a few experts are conditionally activated by a given
input. In modern deep learning, Shazeeret al. [80] integrates an MoE layer
with LSTMs [32] where a gating network independently routes each token to se-
lectively activated experts. This integration enhances performance in language
modeling and machine translation tasks. Furthermore, Switch Transformers [26]
merge an MoE layer and Transformers [84] by replacing a dense feed forward
network (FFN) inside a Transformer layer with multiple experts and a gating
network, paving a way to the successful use of MoE in Transformer-based LLVMs
such as MoE-LLaVA [59]. The philosophy of MoE in deep learning is to enlarge
model capacity without sacri cing computational e ciency [24, 26, 38,45,59, 80,
99]. On the other hand, we focus on a di erent yet fundamental aspect of MoE,
where we intend that each expert is designed to specialize in a particular segment
of input. While previous MoE methods do not explicitly assign roles to individual
experts and instead expect specialization to emerge during optimization, MoAl
designates cross- and self-attention modules as experts and learns them explic-
itly to mix information across modalities (i.e., visual, auxiliary, and language
features). Speci cally, MoAl facilitates pairs of (1) visual-auxiliary feature, (2)
visual-language feature, (3) visual-visual feature, (4) language-auxiliary feature,
(5) language-visual feature, and (6) language-language feature. Each pair is con-
sidered as a query-key pair for a respective cross- or self-attention module serving
as experts, clarifying the fusion of information across diverse modalities.

3 MoAl: Mixture of All Intelligence

Model Architecture. As depicted in Fig. 3, MoAl consists of a vision encoder,
a backbone multimodal language model (MLM) equipped with MoAl-Mixers,
intermediate MLP connectors between the vision encoder and MLM, and a
MoAI-Compressor which leverages four external computer vision (CV) mod-
els for panoptic segmentation [14], open-world object detection [70], scene graph
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Fig.3: Overview of  MoAI architecture. Compressed learnable tokens, the param-
eters of MoAl-Compressor and MoAl-Mixer are learned. "Vision' represents vision en-
coder to embed visual features and ice/ re symbols represent the modules to freeze or
learn. Note that, "Word Embed' represents the word embedding dictionary of MLM.

generation (SGG) [88], and optical character recognition (OCR) [23]. MoAI-
Compressor is introduced to process diverse auxiliary visual information acquired
from the external CV models, where the CV model outputs are processed via
verbalization as shown in Fig. 4 to make them aligned and interpretable to the
MLM utilized in MoAl. In addition, MoAl-Mixer is further presented to e -
ciently harmonize original two features (.e., visual and language features) with
auxiliary features from the external CV models. The details of verbalization,
MoAIl-Compressor, and MoAl-Mixer will be explained in this section.

Vision and Language Backbone. CLIP-L/14 [75] is selected as the vision
encoder, due to its guaranteed pro ciency in image understanding aligned with
text for vision language tasks [13,63 65]. The MLM utilized in MoAl is based on
InternLM2-7B [8], which is a multilingual foundation model instruction-tuned by
multilingual datasets with 1.6T tokens through a series of progressive pretraining
phases and reinforcement learning from human feedback (RLHF) [16,74,82]. Two
linear layers with GELU activation function [31] serve as the bridge connector
between vision and language components, denoted by "MLP' in Fig. 3.

Verbalization.  Since a multimodal language model (MLM) is adopted to con-
struct MoAl, we convert CV model outputs into natural language format in order
to make them understandable to the MLM through a process called verbaliza-
tion. Fig. 4 illustrates how the four CV model outputs undergo verbalization
alongside the creation of auxiliary tokens semantically aligned to the MLM.

A panoptic segmentation model enables us to distinguish foreground and
background objects in an image at once. Furthermore, we can compute bound-
ing box coordinates €.9., [Xmin ; Ymin ; Xmax ; Ymax ]) from the segmentation map.
Consequently, verbalizing the outputs from panoptic segmentation (PS) entails
serializing bounding box coordinates and their object names as explained in
Fig. 4. These verbalized descriptions are then transformed into auxiliary to-
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Fig. 4. Verbalization process of  MoAIl for external CV models: panoptic segmen-
tation (PS), open-world object detection (OWOD), scene graph generation (SGG),

and optical character recognition (OCR). Note that, "d' denotes channel dimension of
MLM, thus auxiliary tokens have equal channel dimension.

kens through the word embeddings of MLM. Additionally, to directly utilize the
panoptic segmentation map, we use a vision encoder and an MLP connector in
MoAI to generate locality-preserving auxiliary tokens. The generated auxiliary
tokens are attened and concatenated to those from serialized bounding boxes
and their object names to form the nal PS auxiliary tokens Aps. They are
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concatenated in this manner so that the MLM of MoAI can associate them in
a compatible way through contextualization. This procedure ensures the com-
prehensive conversion of visual information from PS into language information
while preserving the spatial locality inherent in the panoptic segmentation map.

Note that if the panoptic segmentation model fails to classify objects within the

xed number of panoptic object categories, for instance, those in MS-COCO
2017 [60] encompassing 133 object categories, th@known class is assigned.

An open-world object detection model plays a role in detecting object classes
missed by the panoptic segmentation model. This is because the panoptic seg-
mentation model is trained on a speci ¢ dataset with a xed number of object
categories. Once the detection results are generated for an image, bounding
box coordinates and their object hames are verbalized according to the follow-
ing template format: "The image includes bounding boxes and their objects:
{verbalized open-world object detection (OWOD) results}. Then, the results
are transformed into OWOD auxiliary tokens Aowop by the word embeddings
of MLM. Similarly, the outputs of SGG and OCR models are verbalized, and
corresponding auxiliary tokens Asgs and Apocr are generated, where we use
the following verbalization templates: “The image includes relationships between
objects: {verbalized SGG results}' and "The image includes text descriptions:
{verbalized OCR results}, respectively.

MoAIl-Compressor. After the verbalization of CV model outputs, four aux-
iliary tokens Aps, Aowop » Ascs, and Apcr are generated and injected into
MoAl-Compressor, which borrows the structure of Perceiver Resampler [3]. All
four auxiliary tokens [Aps; Aowop ;Ascas;Aocr] are concatenated before being
fed into MoAl-Compressor along with a xed number of learnable tokensAinpyt |
whose outputsA are also xed in length by the same number and represent the
compressed and aligned auxiliary visual information, as formulated as follows:

A = MoAIl-Compresso([Aps; Aowop ; Asce;Aocr]; Ainput ) 1)

Due to the variable length of concatenated auxiliary tokens across images and
their substantial length after concatenation, MoAl-Compressor is designed to
condense those token§Aps; Aowop ; Asce ; Aocr ] With a relatively small xed
size of 64, generatingA 2 RY % where d represents the embedding dimension.
These condensed tokens are then used to extract relevant information for VL
tasks by MoAl-Mixer. This compression enhances computational e ciency.

MoAI-Mixer is embedded in each MLM layer of MoAI. It receives auxiliary
tokens A from MoAl-Compressor, visual features! () 2 RY N and language
features L(" 2 RY Nv wherel = 0;1; ;N 1 denotes the layer index,d
denotes the embedding dimensionN; denotes the length of visual features,
and N denotes that of language features. Normally, an MLM layer only con-
sists of a Transformer decoder block TransDé® such that [I (*D ;L(*D ] =

TransDedP ([1 1; LM7). In MoAl, an I-th MLM layer with MoAlI-Mixer is for-
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Fig.5: lllustrating MoAlI-Mixer in MLM Layer of MoAI . In MoAl-Mixer, there are
six expert modules to harmonize auxiliary features A and two original features (i.e.,
visual | and languagelL features).

mulated as follows:
[N M = MoAl-Mixer O (A; 1 D LMy:

)
[0+ L0 ] = TransDed” (N ; £ (M)y:

wherel) and (") are mixed visual features and mixed language features. In each
MoAl-Mixer, we design six expert modules that are either cross- or self-attention
modules as illustrated in Fig. 5: three for visual features and three for language
featuresL . Each of three expert modules for visual features outputs ayx , | LanG »
and Isg r where the capital letter indicates query features and the subscript
indicates key/value features. Similarly, each of three expert modules for language
features outputs L ayx , Limc , @and Lsg g . The cross-attention operation at the
I-th layer is formulated as follows:

|
I{(A)UX or LANG} - CA(')(qz 1Dk =fA or LOgv = k);

3)
Lg\)UX or MG}~ cA(g=LO;k=fA or1g;v = k):

In addition, the self-attention operation is formulated as 12, = SA® (1)

and LY . = SAD(LM). These six expert modules explicitly specialize in one
of the following six distinct mixtures of intelligence: | aux , lLanc » IsetF » Laux
Live » and LsgLr . When training the expert modules, we borrow the concept
of LORA [33] to reduce computational burden. Let's denoteW as a general
notation for a linear projection layer in a multi-head attention module [84],
which can be W9, WK, WY, or W°. We decomposeW 2 RY 9 not W as
in LoRA, into two linear layers Wa 2 RY " and Wg 2 R" 9 such that W =
Wa Wz . The hyperparameter r denotes the reduced dimension as illustrated in
Fig. 6(a). Since computational burden of an attention module mainly comes from
the high embedding dimension, usuallyd = 4096, such formulation of projection
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Fig. 6: The structures of (a) expert modules and (b) gating networks for MoAl-Mixer.
In (a), “q, k', and "v' denote query, key, and value, respectively, 'd' and 'r' explains
channel dimension and reduced dimension, respectively.

matrices signi cantly reduces computation. Moreover, the input query features
are directly added to the output features so that mixture of intelligence occurs
without altering the outputs of the previous MLM layer too much, stabilizing
the optimization process with the frozen Transformer decoder blocks.

First Training Step. Together with the MLP connector, we rst train = Ainput ,
MoAl-Compressor, and MoAl-Mixer by using visual instruction tuning datasets [13,
63]. This step ensures that the six expert modules in MoAl-Mixer yield mean-
ingful features to conduct VL tasks. To do so, we randomly choose outputs from
one of three expert modules for visual and language features, respectively, as
follows:

| ! | | ! !
MO = sample(l fx i1 e 51§0e )i £ = Sample(Ly sLive iL&ke): (@)

Then, they are injected into the transformer decoder block TransDeg(I\"); (D).
This sampling process aims for each expert module to produce meaningful fea-
tures independently.

Second Training Step.  In this step, we extend the learning process beyond the
parameters learned in the rst training step. We learn two gating networks for
each MoAl-Mixer, which comprises a single linear layer, each for visual and lan-
guage featuresWaaing, and Weaing, 2 R 3, illustrated in Fig. 6(b). The gat-
ing networks aim to output the best combination of weights for three expert mod-
ules for visual and language features each by using a linear layer and a softmax
function as follows: Softmaxx" Waating , ; dim=1). Note that x 2 RY Nx, where
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X is either the visual I or languagelL features andNy is the length of features,
resulting in X" Waaiing, 2 RN* 2. Then, we split the softmax matrix into three
weight vectors: Softma>(xTWGaﬁng o dim=1) ! [waux ;WianG ; WseLF ] where
each weight hasRNx dimension. The weights serve as con dence scores to deter-
mine whether to use information from each expert module. From the outputs of
the gating networks, the propagation ow for the three sources of intelligence:
"AUX', 'IMG', "LANG' can be represented as follows:

T .
[Waux ;Wiane ;Wsetr ] Softmax(l )" Waagng | ; dim=1);

1y — | | |
M = waux '/E\L)Jx + WianG IIEA)NG + WseLr IééLF

(®)

T .
[Waux ;Wime ;Wsete ] Softmax(L® Waating  ; dim=1);

| ' !
CO = waux  Lidx +Wime  Lis + Weer L&Y e:

where represents the element-wise product in each token. The gating networks
for visual and language features are trained independently without parameter
sharing, ensuring that both gating networks blend the three intelligence with
di erent weights. In this manner, MoAl-Mixer and gating networks facilitate
the interaction among the three sources of intelligence.

4 Experiments

Implementation Details. To ensure successful reproducibility, we outline
three crucial technical details of MoAl: (a) external CV models, (b) MoAl-
Compressor and MoAl-Mixer, (c) training and inference details.

(a) For panoptic segmentation, we adopt Mask2Former [14] (model size: 106M)
with Swin-B/4 [67]. To predict a panoptic segmentation map, we set the thresh-
old to keep predicted instance masks a8:5 and set the mask threshold to use the
masks as0:95. For open-world object detection, we use OWLV2 [70] (model size:
154M) with CLIP-B/16 [75]. To achieve open-world object detection, we deal
with 1847 object categories combining those in ADE20K-847 [94,95] and Ima-
geNet [20]. We set the threshold to keep object detection predictions a8:1 and
set the object threshold to use them a<0:5. For scene graph generation (SGG),
we utilize panoptic SGG [88] (model size: 44M) with ResNet-50 [30] to conduct
exible interactions with foreground and background objects, where0:8 thresh-
old to use SGG predicates is set. For OCR, we use PaddleOCRv2 [23] (model
size: 18M), one of performant open-source OCR frameworks, where we set rec-
ognizable languages to Chinese & English and set hyper-parameter settings to
possibly read rotated text descriptions. The combined size of the external CV
models is about 332M, contributing a little to the total model size.
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Table 1: Evaluating zero-shot performances of MoAI on nine vision language
datasets compared with the current powerful VLMs on Q-Bench [87], SQA-IMG [35],
TextVQA [81], POPE [58], MME(-P, -C) [28], MM-Bench(-CN) [66], and MM-Vet [91].

VLMs Q-Bench SQAIMG TextVQA POPE MME-P MME-C MM-Bench MMB-CN MM-Vet
BLIP2-13B [56] - 61.0 425 853 1294 290 - - 224
InstructBLIP-7B [19] 56.7 60.5 50.1 = = > 36.0 237 26.2
InstructBLIP-13B [19] . 63.1 50.7 789 1213 . . 25.6
Shikra-138 [11] 54.7 - - - - - 58.8 - -
IDEFICS-9B [46] - - 25.9 - - - 48.2 25.2
IDEFICS-80B [46] - - 30.9 - - - 545 38.1
Qwen-VL-7B [4] 59.4 67.1 63.8 = = 5 38.2 7.4
Qwen-VL-Chat-78 [4] . 68.2 61.5 - 1488 361 60.6 56.7 -
MiniGPT-4-7B [97] - - - - 582 - 23.0 - 221
Otter-7B [54] 47.2 - - - 1292 - 483 - 24.6
LLaVA-7B [65] - 385 - - 807 248 34.1 14.1 26.7
MiniGPT-v2-7B [10] - - - - - -
MiniGPT-v2-Chat-78B [10] - - - - - - - -
LLaVA1.5-7B [63] 58.7 66.8 582 859 1511 294 64.3 58.3 30.5
LLaVA1.5-13B [63] 62.1 716 61.3 859 1531 295 67.7 63.6 35.4
mPLUG-OWI-7B [89] 58.9 - - - 967 - 46.6 - -
mMPLUG-OwI2-7B [90] 62.9 68.7 58.2 1450 - 64.5 - 36.2
ShareGPT4V-7B [13] 63.4 68.4 - 1567 376 68.8 62.2 37.6
CogVLM-17B [85] - 68.7 58.2 - - 65.8 559 545
LLaVA-XTuner-20B [18] - - - - - - 75.1 73.7 37.2
Intern-XC-78 [92] 64.4 - - 1528 391 74.4 724 35.2
MoAI-7B 70.2 83.5 67.8 871 1714 561 79.3 76.5 437

(b) In MoAI-Compressor, the learnable tokensAin,y have R*0% 64 dimension
where 64 denotes the number of tokens (length) and4096represents the channel
dimension d for MLM input. In addition, MoAl-Compressor comprises 4 stan-

dard Transformer encoder layers [84]. In the self-attention,4 number of heads
and 64 head dimension are set. To build MoAl-Mixer, we equip it with specic

MLM layer indices | = 7;15;23,31 For CA/SA expert modules, 64 reduced
dimension, 4 number of heads, and4096=4 = 1024 head dimension are used.

(c) For all training steps, we deal with a standard visual instruction tuning
dataset: LLaVA-Instruct-665K [63] Itered by [13]. Regarding the rst training
step, we train the learnable tokensAnpy: , the parameters of MoAl-Compressor,
and six expert modules of MoAl-Mixer in one epoch using the Adamw [69]
optimizer, scheduled by cosine annealing [68] from learning rate of 1e-4 to 1e-6.
In the second training step, we not only learn the parameters trained in the
rst training step but also the gating networks, where learning rate is scheduled
from 2e-5 to 1e-6 in one epoch. For e cient inference, we quantize MoAl in 4-bit
where double quantization and normalized oat 4-bit (nf4) [21] are used, and we
use deterministic beam searchrf = 3) [27] for text generation.

Evaluating Visual Perception Capability. Delving into validating the ef-
fectiveness of MoAl, we look deeper into visual perception capability related
to real-world scene understanding in nhumerous VL benchmarks, such as MME,
SEED, MM-Bench, and MM-Vet. Fig. 2 illustrates the zero-shot performances in
detail of MoAl and three state-of-the-art open-source LLVMs such as Instruct-
BLIP [19], Qwen-VL [4], LLaVAL1.5 [63]. For each VL benchmark, there exist
speci ¢ dimensions (sub-benchmarks) related to real-world scene understand-
ing in which MoAl aims to demonstrate its e cacy. Refer to Appendix A for
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Table 2: lllustrating the e ectiveness of external computer vision (CV) models com-
pared by the perception scores in MME [28] and MM-Bench [66]. "TT' denotes text
translation task that requires OCR as a priority.

MME MM-Bench
PS+OWOD SGG OCR Existence Position Scene OCR TT Recognition Localization Spatial OCR
A 8.3 87 154 161 145 138 776 540 326 846
,,,,, s 7 8 18 145 164 147 150 897 653 358 909
,,,,, s 8 7 199 1683 166 120 95 918 692 428 801
& & & 200 165 170 148 153 92.9 71.1 432 935

Table 3: Ablation study for training step choice, selecting top- k expert modules in
MoAlI-Mixer, and the type of weights for gating network.

(a) Training step choice (b) Selecting Top-k Experts (c) Gating network weights

Step MME-P MME-C k MME-P MME-C Gating MME-P MME-C
First 1542 369 1 1588 387 Random 1520 348
Second 1654 511 2 1638 451 Uniform 1617 485
Combined 1714 561 3 1714 561 Trained 1714 561

more details on what each dimension speci cally indicates. As it can be seen
from Fig. 2, MoAl signi cantly surpasses other LLVMs, demonstrating the ef-
fectiveness of utilizing auxiliary visual information from external CV models. It

is noteworthy that MoAl especially excels at relation and text-related dimen-
sions, emphasizing the signi cance of using auxiliary visual information that they
struggle to fully comprehend. Refer to Appendix D for qualitative assessment
with demonstration on a few samples. Furthermore, Tab. 1 exhibits thorough
evaluation across numerous renowned VL benchmarks, and demonstrates the
exceptional performance of MoAl. The versatility of MoAl corroborates that
enhancing real-world scene understanding can boost not only visual perception
related to it but also overall VL capabilities in Fig. 1(b).

Ablation Studies.  To validate the e ectiveness of the external CV models we
utilize, we conduct evaluation by subtracting them one by one. Tab. 2 shows
signi cant drop of object existence and recognition without using panoptic seg-
mentation (PS) and open-world object detection (OWOD). On the other hand,
once SGG is not used, the scores related with relations such as Position and
Spatial are dropped in Tab. 2. In addition, the OCR scores are also dropped if
OCR is not employed. Therefore, we can say that each of the external CV models
is crucial for real-world scene understanding based on the perception scores for
MME, SEED, MM-Bench, and MM-Vet. Additionally, we control three factors

of MoAl-Mixer and gating networks in Tab. 3: (a) the two training steps, (b)
selecting topk in expert modules, and (c) weights of gating networks, in order
to validate their e ectiveness. Note that, selecting top-k is based on the weight
magnitude amongwaux , Wiv » Wiang , and Wsg g, as higher weights signify
greater importance of the associated information. Further, Appendix B shows
additional experiments for ablation studies.
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Fig. 7: lllustrating zero-shot vision language performances (a) by model size scale
compared with the larger open-source LLVMs: LLaVA1.6-13B and -34B [64], in the
latest, and closed-source LLVMs. (b) shows the results of POPE [58] and Hallusion-
Bench [62], where “Adversarial', "'Random’, and "Popular' are metrics in POPE. Note
that, the scores of MME in (a) are scaled down by 1/25 times to t the gure, and the
dot points for closed-source LLVMs represent averaged performances with them.

Discussion. From the results, we can obtain an insight that prioritizing real-
world scene understanding is more crucial than relying on the extra curation of
visual instruction datasets or scaling up model size. As illustrated in Fig. 7(a),
MoAI-7B surpasses the zero-shot performances, despite being relatively small
compared to the considerably larger open-source and closed-source models. No-
tably, Fig. 7(b) also indicates that MoAl performs well even on hallucination
zero-shot datasets: POPE [58] and HallusionBench [62]. This suggests that ac-
curately recognizing objects and their relationships can help prevent LLVMs
from making mistakes. Looking ahead, as MoAl is tailored for real-world scene
understanding, we plan to incorporate more external CV models to provide
LLVMs with diverse capabilities for low-level vision understanding, common-
sense knowledge, and awareness of hon-object notions beyond text descriptions,
such as charts, diagrams, signs, and symbols, as well as solving advanced math
problems. Furthermore, robust [41,47,50,53], unbiased [43,51,61], and explain-
able [9,39,40] CV models can be applied to achieve precise and unbiased outputs
for vision language tasks. Further, Appendix C describes further discussion.

5 Conclusion

To achieve real-world scene understanding, we leverage fundamental perception
capabilities rooted in cognitive science and machine learning. This involves incor-
porating auxiliary visual information from historically rich external CV models,
which we seemlessly integrate with visual and language features in MLM using
expert modules and gating networks. As a result of these advancements, MoAl
demonstrates improved visual perception capabilities, resulting in signi cant en-
hancements in zero-shot vision language performances. This underscores MoAl's
potential to advance LLVM modeling by e ectively leveraging diverse auxiliary
visual information and integrating multiple forms of intelligence.
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A Details for Speci c Dimensions in Fig. 2

This section explains details on dimensions (sub-benchmarks or sub-tasks) re-
lated to real-world scene understanding in the following benchmarks: MME,
SEED, MM-Bench, and MM-Vet.

Al MME

Existence pertains to inquiries concerning the presence of a single object
within a speci ed image.

Count denotes the process of quantifying instances of the speci ed object
depicted in an image.

Position  describes the capacity of a model to discern the spatial arrange-
ment between two objects within a given image.

Scene focuses on the identi cation of a place shown in an image, including
indoor and outdoor locations such as a gallery, laboratory, lakeside, land-
mark, etc.

OCR serves to measure the capability of a model to recognize texts in the
image.

Text translation requires a model, supporting both English and Chinese,
to translate the Chinese script in an image to the corresponding English.

A.2 SEED

Scene (scene understanding)  focuses on the overall information conveyed
in the image, where inquiries can be addressed through a comprehensive
grasp of the image's content.

Identity (instance identity) involves the object recognition capability of

a model, which includes determining the presence or categorization of an
instance.

Attributes (instance attributes) relates to the distinguishing features
of an instance, such as its color, shape, or material composition, serving to
evaluate the model's comprehension of an object's visual appearance.
Location (instance location) concerns the precise spatial coordinates of
a speci ¢ instance within the image, necessitating accurate localization of
the referenced object by the model.

Count (instances counting) pertains to the capability of a model to count
the occurrences of a designated object within the image, demanding a com-
prehensive understanding and enumeration of instances of the speci ed ob-
ject.

Relation (spatial relation) prompts the model to establish the spatial
connection between two speci ed objects within the image, grounding them
and recognizing their relative spatial arrangement.

Interaction (instance interaction) requires the model to identify either
the relational state or interactive dynamics between two human entities or
objects depicted in the image.
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— Text recognition (text understanding) involves inquiries concerning
the textual components present within the image, prompting the model to
comprehend and interpret textual elements accordingly.

A.3 MM-Bench

— Attribute (attribute recognition) involve the capability of a model to
recognize various features of an image such as texture, shape, appearance,
emotions, categories, celebrities, renowned locations, objects, and optical
characters within an image.

— Localization (object localization) involves inquiries regarding an ob-
ject’s position, absolute coordinates, count, and orientation within the im-
age.

— OCR showcases a model’s capability to recognize text, formulas, and sheets
within an image.

— Relation (spatial relationship) assesses the capability of a model to un-
derstand the relative positions between objects depicted in the image.

A4 MM-Vet

— Recognition evaluates the overall visual recognition proficiency of a model,
encompassing the identification of scenes, objects, object attributes, count-
ing, and various other advanced visual recognition tasks in computer vision.

— Spatial (spatial awareness) encompasses a wide range of abilities related
to spatial comprehension, including understanding the spatial relationships
among objects and textual regions within a scene.

— OCR assesses the capability of a model to understand and reason over scene
text, where the model is evaluated on its capability to read text within images
and utilize this information to solve various tasks.

B Further Experiments

Auxiliary Information on Other Baselines. In the following table, we
have experimented simple ablation study to identify the effectiveness of auxiliary
information, and then we observed the same increased results.

Dataset Qwen-VL-Chat-7B +Aux LLaVA1.5-7B +Aux
o TextVQA 638 69.2 . 582 65.6
MME 1849 2192 1805 2187

MM-Bench 60.6 77.5 64.3 79.1
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Over-Complexity. We additionally validated more thorough ablation study in
the following table. From these results, we can say that adding bounding box or
segmentation map directly affects the sub-benchmarks for position, localization,
spatial relation compared existence and recognition. They are hugely related
with fine-grained understanding to objects. From these observations, we would
like to claim that we meticulously selected external computer vision models
and their output verbalization prompts, so all we used is necessary to enhance
perception capabilities in balance. Nonetheless, open-world segmentation might
be a solution to integrating segmentation and open-world detection, but, to the
best of our knowledge, it has complicated structures having larger model sizes.
This is why we considered the two independently in the current version.

Box Seg Exist Pos Recog Loc Spatial
A T s 155 .. 01 .. %2 . 345 .
L3 T 162 . 922 ... 683 ... 39.0 .
A S 159 ... s ... %6.8 ... 354

3 3 200 165 92.9 71.1 43.2

Inference Latency. We measured the number of generated tokens per sec-
ond in Qwen-VL (16 tok/s), LLaVA1.5 (22 tok/s), and MoAI (20 tok/s) under
flash attention in equal resource environments: Intel(R) Xeon(R) Gold 6230,
RAM 512GB, and NVIDIA RTX A6000. Despite using external models, their
size is relatively small and generation speed is highly related with multimodal
language model size, so they did not affect inference speed much. This is similar
to SAM [44] decoding process (encoded features are saved).

Number of Classes. Below, we conducted simple ablation study to show con-
sidering total 1847 categories is enough by randomly choosing categories with
20 repetitive iterations.

Datasets 0 100 200 400 800 1200 1847
MME 1814 1955 2064 2172 2270 2275 2275

MM-Vet 33.2 38.1 42.0 43.6 43.7 43.7 43.7
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C Further Discussion

Potential Dataset Biases. We evaluated @ MoAI on MMStar [12] to handle
potential dataset biases: some questions may not require visual information for
accurate responses. From this result, we can say that MoAI overcomes the biases
well compared with other baselines.

Models CcP FP IR LR ST MA A
LLaVALE7B 588 240 388 240 136 228 303
- Qwen-VL-Chat-7B 596 320 508 292 220 316 375
MoAI-7B 68.5 46.3 59.1 42.9 357 40.2 487

Limited Performances for Computer Vision Models As we all know,
there are no perfect models existing in the world that provide 100% prediction
accuracy. Consequently, inherent limitations such as erroneous predictions and
biases from training datasets are inevitable. Nonetheless, despite their short-
comings, external models have demonstrated a high potential to enhance the
perception capabilities of LLVMs, which previously struggled with these issues.

Future Works. Despite its advanced performances for fundamental percep-
tion capabilities, B MoAT still requires low-level vision understanding, common-
sense knowledge, charts, diagrams, signs, and symbols, advanced math problems,
which are all beyond perception [49] with computer vision models. Therefore,
we should extend the literal intelligence derived from additional computer vi-
sion models to encompass multifaceted information that includes fundamental
image understanding, real-world common-sense knowledge, and non-object con-
cepts. This expansion should cover charts, diagrams, symbols, signs, math prob-
lems, and step-by-step procedures for solving complex questions. Besides, we are
struggling with building advanced architectures [48] to embed more rich vision
language knowledge, stimulating the effect of blending numerous intelligence.
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D Demonstrating 9 MoALI for Qualitative Assessment

SEED Visual input example, Scene Understanding;:

User Which player in the image is bleeding from the face?
A. The hockey player B. The man with the beard
C. The tennis player D. None of them are bleeding
InstructBLIP A. The hockey player
Qwen-VL A. The hockey player
LLaVAl.5 A. The hockey player
MoAl B. The man with the beard

SEED Visual input example, Instance Identity:

- SR

User Which of the following is not present in the image?
A. Coral reef B. Palm tree C. Seashell D. Fish

InstructBLIP D. Fish

Qwen-VL D. Fish

LLaVA1l.5 D. Fish

MoAlI B. Palm Tree
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SEED Visual input example, Instance Attribute:

N Xtrerme Riders Rock Sorentos'

" 7 Public - Event - by Sorentos' VIP Clubs and Sorentos Italian
Gourmet

User What is the action of the person wearing the hat on stage?
A. Playing the guitar B. Singing C. Dancing D. Playing the drums

InstructBLIP  A. Playing the guitar

Qwen-VL D. Playing the drums

LLaVAl.5 D. Playing the drums

MoAI A. Playing the guitar

SEED Visual input example, Instance Location:

B alamy stock photo } s

User Where is the couple in the image located?
A. Behind the car B. In front of the car C. Inside
the car D. On top of the car

InstructBLIP C. Inside the car
Qwen-VL B. In front of the car
LLaVA1l.5 D. On top of the car

MoAI C. Inside the car
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SEED Visual input example, Instance Counting:

User How many soccer players are present in the image?
A.3B.2C.1D. 4

InstructBLIP  D. 4

Qwen-VL D. 4

LLaVA1l.5 D. 4

MoAI A.3

SEED Visual input example, Spatial Relation:

What is the position of the crowd in relation to

User
the person on stage?
A. To the left B. To the right C. Behind D. In
front

InstructBLIP C. Behind

Qwen-VL D. In front

LLaVAl.5 D. In front

MoAI C. Behind
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