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Abstract. In this work, we focus on the cross-domain few-shot classi-
fication (CDFSC), which is mostly challenged by the low-data problem
as well as extreme domain shift between base and novel target classes.
Current methods always employ a lightweight backbone and continue
to use a linear-probe-like traditional fine-tuning (Trad-FT) paradigm.
While for recently emerging large-scale pre-trained model (LPM), which
has more parameters with considerable prior knowledge, employing Trad-
FT will face significant risks of overfitting and prior knowledge damage.
In this paper, we propose semantic-guided robustness tuning (SRT), a
novel fine-tuning paradigm including modulus-matching-based image-
text mixup (MMIT-Mixup) and robustness-invariance fine-tuning (RI-
FT), to address the CDFSC challenge of LPM. Concretely, SRT focuses
on achieving robust class-specific representation. It first considers textual
information as a robust and domain-invariant conductor, and MMIT-
Mixup injects the domain-invariant and class-specific knowledge to ob-
tain domain-invariant prototypes. Then, RI-FT optimizes the distance
between features and prototypes to enhance the robustness of visual-
encoder. We consider several types of LPMs and conduct extensive exper-
iments, which reveals that SRT is a general solution for LPM’s CDFSC
challenge and outperforms the existing methods with a large margin.

Keywords: Cross-domain few-shot classification · Large-scale pre-trained
model · Fine-tuning

1 Introduction

Few-shot classification (FSC) [10,20,31,35] aims to recognize novel classes with
few labeled samples by learning prior knowledge from base classes, assuming
that the base and novel classes share the same domain. As a modification, cross-
domain few-shot classification (CDFSC) [13,15,23,33,34,45] tackles FSC under
extreme domain shift, which is more in line with real-world scenarios. [15] finds
that under an extreme domain shift, a simple transfer learning [39] approach
(i.e., pre-training on base set and fine-tuning with few labeled novel samples) can
significantly outperform the state-of-art meta-learning methods. Following [3,15],
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Fig. 1: An example of robust class-specific representation. We visualize the activation
map and feature similarity of (c) CLIP’s visual-encoder and (d) ours SRT on augmented
image pair and novel class query image. Under extreme domain shift, there is significant
inaccuracy in CLIP’s feature, which is not only sensitive to transformations, but also
has poor discrimination. As result, an image may be confused with other classes after
some slight changes, making CLIP’s feature unable to serve as a robust class-specific
representation. But with the boost of SRT, CLIP’s representation ability is greatly
repaired. Here warmer color indicates higher values, and sim is the cosine similarity.

existing CDFSC methods always employ a lightweight ResNet [16] (e.g ., ResNet-
10) as backbone, pre-train on a small base set and continue to use the traditional
fine-tuning (Trad-FT) [15] paradigm, which initializes a fully connected head
after backbone, and fine-tunes the entire model by optimizing a cross entropy
loss on support samples. Due to the low-complexity of lightweight backbone, even
if both low-data problem and extreme domain shift exist, Trad-FT is not easy
to suffer from overfitting and can quickly adapt to novel domains and classes.

Particularly, current CDFSC methods always require a complex pre-training
stage (or named as CDFSC-specific-pretraining). For example, StyleAdv [13] em-
ploys a series of adversarial training and visual style augmentation to simulate
unseen domains. Such complex mechanisms enable the trained lightweight model
a state-of-the-art performance. But they are too cumbersome, consuming lots of
time and resources, which brings difficulties for real-world applications. There-
fore, we believe that simplifying the complex CDFSC-specific-pretraining to an
economical algorithm (with little performance damage) would be of great help
to its practical application. Coincidentally, recently emerging large-scale pre-
trained models (LPM) [2, 38, 40] are rich in general knowledge and qualified for
various downstream scenarios, which is greatly potential for achieving our goal.
However, directly applying LPM to CDFSC exists significant challenges. Con-
sidering the enormous parameters and rich prior knowledge of LPM, e.g ., using
ViT-L [9] as the backbone, employing a Trad-FT paradigm will face significant
risks of overfitting and prior knowledge damage [40]. In addition, as shown in
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Figure 1, under extreme domain shift, visual-encoder is quite difficult to obtain
robust class-specific representation, which poses great challenge for CDFSC.

In this paper, we aim to address the CDFSC challenge of LPM, and propose
a novel fine-tuning paradigm by focusing on achieving robust class-specific rep-
resentation. The core insights include: 1) To address the low-data problem, we
need a novel fine-tuning paradigm that can better alleviate overfitting as well as
quickly adapt to novel domains and classes; 2) Under extreme domain shift, the
robustness of visual-encoder is poor, so an algorithm that focuses on robust class-
specific representation will have advantage in recognizing novel images; 3) The
textual labels are relatively general and domain-invariant [24], which is expected
to be an auxiliary manner for robust and domain-invariant fine-tuning.

To this end, we propose semantic-guided robustness tuning (SRT), includ-
ing modulus-matching-based image-text mixup (MMIT-Mixup) and robustness-
invariance fine-tuning (RI-FT). Particularly, the proposed MMIT-Mixup is the
first time to consider textual labels as a robust and domain-invariant conductor
for generalizing to novel domains and classes, which injects domain-invariant and
class-specific knowledge into the forward computation of visual-encoder to obtain
domain-invariant prototypes. Then we come up with RI-FT, a novel metric-based
fine-tuning method. Different from Trad-FT’s direct alignment with classifier
weight that is easier to cause overfitting, RI-FT aims at optimizing the distance
between features and domain-invariant prototypes, as well as improving the dis-
crimination between prototypes to enhance the robustness of visual-encoder.

The contributions are summarized as follows.

– We analyze the key challenges in LPM’s CDFSC (i.e., overfitting and poor
robustness), and then propose to focus on getting robust class-specific rep-
resentation for CDFSC fine-tuning.

– We propose a novel fine-tuning paradigm SRT, including MMIT-Mixup and
RI-FT. It can alleviate overfitting, quickly adapt to novel domains and classes
by utilizing LPM’s prior knowledge, as well as obtain robust image features
through textual guidance.

– We consider several types of LPMs and conduct extensive experiments on
CDFSC and prompt tuning benchmarks. The results reveal that SRT out-
performs the state-of-the-art CDFSC and LPM fine-tuning methods with a
large margin.

2 Related Work

Cross-Domain Few-Shot Classification. FSC [10,20,31,35,48] resolves low
data problem without domain gap. Recently, there are some FSC works related
to LPMs, such as CLIP [40], CoOp [55], Tip-Adapter [53], and CaFo [52]. By uti-
lizing LPM’s prior knowledge, they have achieved excellent few-shot learners. As
a further task, CDFSC [7,12,13,15,23,33,34,45] is required to address low-data
problem and extreme domain shift simultaneously. Existing CDFSC approaches
can be divided into two parts: one focus on the pre-training stage while the other
on the fine-tuning. The CDFSC-specific pre-training methods [12,13,23,45] use
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plentiful data augmentation to enhance backbone's robustness to various data
distribution. Among them, ATA [45] and AFA [23] propose task augmentation
and feature augmentation respectively. StyleAdv [13] introduces visual style aug-
mentation. The �ne-tuning methods [7,15,33,34] focus on prompting the model
to quickly learn class-speci�c information given few support samples. Particu-
larly, BSCD-FSL [15] reveals that �ne-tuning essentially improves CDFSC per-
formance on target datasets. ConFT [7] reuses base class examples to compose
contrastive loss [32], and NASE [33] tackles CDFSC by capturing broader varia-
tions of feature distributions. Existing CDFSC methods have great achievement
in the lightweight backbones. But the cumbersome CDFSC-speci�c pre-training
prevent their real-world applications. And for LPMs, the over�tting and poor
robustness brought by low-data problem and extreme domain shift are much
serious, making it di�cult to address LPM's CDFSC problem.

Large-Scale Pretrained Model. Bene�ted from large-scale datasets, ad-
vanced pre-training skills and enormous parameters, recent LPMs [1,2,8,38,40]
can e�ectively capture considerable knowledge and contribute to various down-
stream tasks. Particularly, in computer vision, LPM's development follows the
transfer learning paradigm [39], which involves pre-training on the training set
and �ne-tuning on downstream tasks. For pre-training, DINO [2] highlights the
importance of self-supervised learning, and DINOv2 [38] scales the pre-training
in terms of data (i.e., LVD-142M dataset [38]) and model size, which can get
strong task-agnostic representation. CLIP [40] puts forward contrastive vision-
language pre-training, becoming a new paradigm for learning transferable visual
representations by large-scale image-text pairs. For transferring, lots of �ne-
tuning techniques enable model to �t target tasks with limited samples. Among
them, adapter [14, 21, 53] and LoRA [22] add few trainable parameters with
parameters of the original network �xed. Prompt tuning [47, 54, 55] generates
prompts for speci�c downstream tasks. For example, CoOp [55] proposes to
model prompt's context words with learnable vectors for adapting CLIP-like
vision-language models to image recognition. However, when coming to out-of-
distribution tasks [40], especially both low-data problem and extreme domain
shift exist, the LPMs and �ne-tuning methods will not work well and even be
defeated by a lightweight ResNet pre-trained on a small dataset.

Mixup. Mixup [18, 28, 30, 44, 50, 51] is a simple but e�ective augmentation
skill that linearly mixes data according to a ratio � . For adapting to novel do-
mains, [49] proposes domain mixup on pixel and feature level to improve the
generalization ability. For low-data problem, [35] presents PatchMix to better
remove inductive bias and improve FSC. Moreover, meta-FDMixup [11] and
TGDM [56] learn disentangled features for CDFSC by mixing the source and
auxiliary target data. In addition, as the emergence of CLIP-like vision-language
models, [19, 25, 42] also mix the representation of image and text to bridge the
image-text modality gap. But they just use such mixup to reform the CLIP loss.
Di�erently, we consider implementing image-text mixup in visual-encoder's for-
ward computation to pursue robust and domain-invariant image representation.
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3 Method

3.1 Problem Formulation

In CDFSC, the base setDb = f x i ; yi g with the image label yi 2 Cb and target
set D t = f x i ; yi ; yt

i g with the image label yi 2 Ct . They have a disjoint category
space with Cb \ Ct = ; , as well as an extreme domain shift. Particularly, D t

only has limited labeled images, and we additionally maintain the textual label
yt

i (e.g., `River') along with the one-hot label yi , such that the general and
domain-invariant semantics can be explored. The model is usually pre-trained
on Db to obtain general prior knowledge before transferring toD t . Especially for
LPMs, they have been pre-trained on a large-scaleDb, like LVD-142M [38] and
LAION-5B [41]. For evaluation, a support set S = f si ; yi ; yt

i g
n � k
i =1 and a query

set Q = f ql g
n � m
l =1 are constructed from D t . Particularly, n classes are randomly

selected and thenk labeled images are sampled per selected class to compose the
support set S, which is called an n-way-k-shot task. And m unlabeled images
are also randomly sampled per selected class to build the query setQ. The goal
is to capture task-speci�c knowledge fromS and recognize the query imageql .
It should be noted that inductive �ne-tuning with S is unanimously allowed.

3.2 Method Overview

To address LPM's CDFSC challenge, we propose SRT, including MMIT-Mixup
and RI-FT. Figure 2 illustrates the proposed method. We use a �xed CLIP's
textual-encoder T to produce domain-invariant textual features T1:n . They are
used to MMIT-Mixup, as contrastive vision-language pre-training [40] leads to a
smaller modality gap between image and textual features. The trainable `linear'
and `linear-proj' are both for dimension transformation, whose parameters are
initialized by the dimension transformation layer of CLIP's visual-encoder. The
backbone (consistingz blocks) can be ResNet [16] or ViT [9], and it is divided
into �xed �rst p blocks as well as lastz� p trainable blocks. We especially consider
ViTs, as they are the mainstream of LPMs. During �ne-tuning, support images
are augmented to weak-strong pairs, then mid-level features are output through
the �xed blocks, and MMIT-Mixup is performed to injecting T1:n . The mixed
features are then fed into the next trainable block, and so on. The �nal output
features I 1 will be calculated L CLIP with T1:n . The output mixuped features
will compose the domain-invariant prototypes, while the features of strong-copy
will contain lots of domain-bias due to not being mixed-up. L RI is obtained by
calculating the similarity between features and domain-invariant prototypes.

3.3 Modulus-Matching-based Image-Text Mixup

Since CLIP has already seen large amount of data during pre-training, it can
align a general concept of a text (e.g., the river in a description à photo of
river ') with multiple images from multiple domains. This enables its textual-
encoder to extract general concept from various text descriptions. When coming
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Fig. 2: Illustration of the proposed SRT. The �xed text-encoder produces textual fea-
tures T1:n . Then MMIT-Mixup injects T1:n into the mid-level image features. After for-
warding through a series of MMIT-Mixup and trainable blocks, the domain-invariant
prototypes will be produced. By adopting domain-invariant prototypes and T1:n as
class weights, respectively,L RI and L CLIP are calculated for �ne-tuning to ultimately
obtain a robust visual-encoder. Best viewed in color.

to novel domain, there is a large shift in image expression, but the core concept
of text is not largely changed (e.g. only some changes in description). So the
textual-encoder is still able to extract the core concept. Therefore, textual feature
is relatively general and contains less domain bias than image feature, and we
can regard it as a domain-invariant information.

The usage of textual information has been extensively explored in works
related to LPM, and the recently most popular text injection method is cross-
attention. However, cross-attention introduces large among of learnable param-
eters, so it requires a robust pre-training stage to �t such parameters. But for
CDFSC �ne-tuning, the serious low-data problem will signi�cantly increase the
risk of over�tting when training such parameters. Therefore, we consider seeking
a data fusion method that does not introduce extra parameters, that is mixup.

Traditional mixup is to mix images at pixel or feature level, while MMIT-
Mixup mixes textual features with mid-level image features of corresponding
class on cls-token. Image features are easy to mix and quantize the ratio, as they
belong to the same modal representation, and a mixup can achieve a wider data
augmentation [51]. But it is challenging to perform mixup between image and
textual features, since they respectively belong to a highly structured form and a
scattered one, and a random mix would break out their semantic consistency [19].
For observation, we quantify the di�erence between the input feature x img of a
mid-level ViT block and the textual feature x text . Particularly, for modulus and
phase (i.e., cosine similarity),

(
p = kx img k

kx text k 2 (30; 80)
sim = x img �x text

kx img k�k x text k 2 (� 0:2; 0:2)
(1)
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Fig. 3: The principle of MMIT-Mixup. xm 1 is constrained by segment x img _ x text ,
making it di�cult to determine a suitable � . xm 2 is adjusted on the string
x img _ p � x text , allowing a smoother � , but its modulus is seriously a�ected by the
value of � . xm 3 can wander on the arc, which allows a smooth � and also ensures the
stability of its modulus. Best viewed in lines.

Given such a small similarity and a signi�cant shift in modulus, traditional
mixing through a simple linear combination in Eq. (2) will encounter a di�culty
to quantify � .

xm 1 = (1 � � ) x img + �x text : (2)

As shown in Figure 3, a slightly small � results in ine�ective utilization of textual
features, while a slightly larger � will seriously damage the feature distribution,
thereby a�ecting model's forward computation chain. To make � smoother, we
scalex text to the same length,

xm 2 = (1 � � ) x img + �x text � p: (3)

Considering the mixed feature will replacex img as the cls-token input, if the
modulus has a signi�cant shift after mixing, it will also damage the feature
distribution. Therefore, we perform a modulus scaling ofxm 2 to maintain the
modulus stability,

xm 3 =
xm 2

r
; (4)

where r is the ratio of xm 2 to x img ,

r =
kxm 2 k
kx img k

=
p

1 � 2� (1 � � ) (1 � sim): (5)

Through a series of modulus scaling, we obtained the mixed featurexm 3 , which
will replace x img as a new cls-token feature.

MMIT-Mixup is a regularization technique similar to common mixup. Ac-
cording to domain-mixup [49], features from di�erent domains can be mixed to
create intermediate domain features. Similarly, since textual features are domain-
invariant, the mixture of features from di�erent modalities will locate between
the target-image-domain and text-domain. But there exists modality-gap for
such mixed features. Directly mixing the �nal output image features with the
textual features cannot bridge the modality-gap, which will result in a noise in-
terference to the obtained prototype. Di�erently, MMIT-Mixup injects domain-
invariant and class-speci�c knowledge, then mixes the mid-level features layer by
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layer, so that the visual-encoder can learn the knowledge of intermediate domains
and bridge the modality-gap in order to maintain the stability of data distribu-
tion. This allows class-speci�c and domain-invariant information to �ow in the
computation chain, making the �nal output feature containing a large amount
of domain-invariant information. As a result, the obtained prototype contains
fewer domain-biases, and we can regard them as domain-invariant prototypes.

3.4 Robustness-Invariance Fine-Tuning

Through MMIT-Mixup, we modify the forward chain of original visual encoder
V () to a new form V � (x; t ). Here, x is the image input, t = T1:n indicates
a textual input, and t = ; represents none textual input. Particularly, when
t = T1:n , the image features will be subjected to MMIT-Mixup, resulting in
domain-invariant features V � (x; T1:n ). While when t = ; , it is obviously none
mixup, so domain-bias featuresV � (x; ; ) are produced.

The goal of RI-FT is to obtain a robust and domain-invariant visual-encoder
V � (x; t ), especially whent = ; . Textual features are nearly domain-invariant,
so it is reasonable to employ a CLIP-loss like [55] for tuning. However, it lacks
consideration for feature robustness, since a simple alignment with class weights
can easily lead to over�tting on support images. Especially for DINOs, which
have a larger image-text modality-gap, making such direct alignment di�cult to
learn a generalizable mapping.

We consider utilizing V � (x; T1:n ) for further enhancement and start from
an augmented image pair. For a support imagesc;i , c is the class index, andi
is the sample index per class. We obtain its weakly-augmented copysw

c;i and
strongly-augmented copyss

c;i . After MMIT-Mixup, sw
c;i is extracted feature as

V � (sw
c;i ; Tc), which can compose a domain-invariant prototype,

m�
c =

1
k

kX

i =1

V � �
sw

c;i ; Tc
�

: (6)

For a strong-copied featureV � (ss
c;i ; ; ) which contains lots of domain-bias, we

calculate its distribution over class as

pRI
r;c;i =

exp
�
sim

�
V �

�
ss

c;i ; ;
�

; m�
r

��

P
z exp

�
sim

�
V �

�
ss

c;i ; ;
�

; m�
z

�� ; (7)

wheresim () is the cosine similarity. The robustness-invariance loss is de�ned by
a cross-entropy loss averaged across all weak-strong pairs,

L RI = �
1

nk

nX

r =1

nX

c=1

kX

i =1

1[c = r ] logpRI
r;c;i

= �
1

nk

nX

r =1

kX

i =1

logpRI
r;r;i

(8)
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By minimizing L RI , the distance between prototypes or features of di�erent
classes will be increased, while the distance betweenV � (ss

r;i ; ; ) and m�
r will be

reduced, which results in better robustness and domain-invariance. Note that
ConFT [7] uses a contrastive loss for CDFSC �ne-tuning, but it will increase
the distance between same class features, which would not meet our demand
for class-speci�c representation. NASE [33] optimizes the distance between pro-
totypes and features, but it fails to consider neither the role of weak-strong
augmented pair in improving robustness, nor the access of obtaining domain-
invariant features, making its less robustness and domain-invariance than ours.

Moreover, for a weak-copied featureV � (sw
c;i ; ; ) without MMIT-Mixup, we

calculate its distribution over class with textual features as

pCLIP
r;c;i =

exp
�
sim

�
V �

�
sw

c;i ; ;
�

; Tr
��

P
z exp

�
sim

�
V �

�
sw

c;i ; ;
�

; Tz
�� : (9)

The CLIP-loss is de�ned by a cross-entropy loss averaged across all image-text
pairs

L CLIP = �
1

nk

nX

r =1

nX

c=1

kX

i =1

1[c = r ] logpCLIP
r;c;i

= �
1

nk

nX

r =1

kX

i =1

logpCLIP
r;r;i

(10)

Given a hyper-parameter � , the overall loss of SRT is de�ned as

L SRT = L RI + �L CLIP : (11)

3.5 Evaluation

After �ne-tuning, V � (; ) will be �xed for classi�cation. Current FSC and CDFSC
use images for matching, while the recent prompt tuning methods employ tex-
tual features as class weights. We consider both of them, namely image-based
classi�cation (cls-I) and text-based classi�cation (cls-T). For cls-I, we compute
the class prototype as

m;
c =

1
k

kX

i =1

V � (sc;i ; ; ) (12)

For a query sampleql , the prediction is given according to its similarity with
prototypes

ŷcls � I
l = arg max

c
sim

�
V � (ql ; ; ) ; m;

c

�
(13)

For cls-T, the prediction is directly given according to the similarity with textual
features

ŷcls � T
l = arg max

c
sim (V � (ql ; ; ) ; Tc) (14)
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4 Experiments

4.1 Experimental Settings

Datasets. We conduct the experiments on BSCD-FSL benchmark [15] and
few-shot CLIP benchmark [40]. For BSCD-FSL benchmark, it adopts a 5-way-
k-shot setting, where k = 1 ; 5, and the target datasets are CropDisease [37],
EuroSAT [17], ISIC [5], and ChestX [46], containing 38, 10, 7, and 7 categories,
respectively, whose extreme dissimilarity from the natural image is increasing
accordingly. Particularly, we refer to the description in [40,43], which state that
the four datasets all belong to OOD data. So we can strictly regard them as
cross-domain datasets. For few-shot CLIP benchmark, it performs full-way clas-
si�cation on target set. We specially use EuroSAT [17] as target dataset with a
10-way-k-shot setting, wherek = 1 ; 2; 4; 8; 16.

Implementation details. For visual-encoder, we consider ViT-B, which con-
tains 12 blocks, pre-trained by CLIP [40], DINO [2] and DINOv2 [38] respec-
tively. For textual-encoder, we adopt the version paired with CLIP's ViT-B, and
use a text template of: a photo of f class nameg. The input image size is set as
224� 224 with RandAugment [6] and CTAugment [29] as strong augmentation,
while with resize and normalize as weak augmentation. During �ne-tuning, SGD
is employed as the optimizer with a learning rate of 1e-2 and a weight decay
of 5e-4. The hyper-parameters are set by� =0.2 and � =0.2. For 5-way-k-shot
setting, we �ne-tune the model for 20 epochs fork = 1 and 50 epochs fork = 5 .
MMIT-Mixup is performed before each of the last 3 blocks, and for k = 1 ,
the last 1 block is trainable, while for k = 5 , the last 3 blocks are trainable.
For 10-way-k-shot setting, MMIT-Mixup is performed before each of the last 7
blocks, and the detailed number of epoch and trainable block will be shown in
appendix. The few-shot evaluation is consistent with NASE [33], we report the
average top-1 accuracy as well as 95% con�dence interval over 600 classi�cation
tasks under 5-way-k-shot and 10-way-k-shot settings.

4.2 Main Results

Comparison with SOTAs on BSCD-FSL benchmark. We give the per-
formance comparison on BSCD-FSL benchmark, including the most competitive
CDFSC methods [13,15,23,33,45] and also the recent most representative CLIP's
�ne-tuning methods like CoOp [55] (prompt tuning), Tip-Adapter [53] (adapter
tuning), and FD-Align [43] (full �ne-tuning). Some works use di�erent back-
bones. Specially, for LPMs, we use the same scale backbone (i.e., ViT-B) for
fair comparison. Since we notice that StyleAdv [13] uses a ViT-S, we addition-
ally list a result based on ViT-S for fair comparison. We also list the gain of
�ne-tuning for the corresponding models. The results are shown in Table 1.

SRT brings signi�cant improvement to LPMs and outperforms other meth-
ods with a large margin. For example, for CLIP's 1-shot, though it has a poor
accuracy before �ne-tuning (avg: 50.93% for cls-I), but with the boost of SRT
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1-shot 5-shot
Method Backbone CLS FT EuroSAT CropDisease ISIC ChestX avg. imp.-I imp.-T EuroSAT CropDisease ISIC ChestX avg. imp.-I imp.-T
ATA [45] res10 i F 61.35± 0.50 67.47± 0.50 33.21± 0.40 22.10± 0.20 46.03 - - 83.75± 0.40 90.59± 0.30 44.91± 0.40 24.32± 0.40 60.89 - -
AFA [23] res10 i F 63.12± 0.50 67.61± 0.50 33.21± 0.30 22.92± 0.20 46.72 - - 85.58± 0.40 88.06± 0.30 46.01± 0.40 25.02± 0.20 61.17 - -
StyleAdv [13] res10 i F 70.94± 0.82 74.13± 0.78 33.96± 0.57 22.64± 0.35 50.42 - - 86.58± 0.54 93.65± 0.39 45.77± 0.51 26.07± 0.37 63.02 - -
StyleAdv [13] ViT-S i F 72.15± 0.65 81.22± 0.61 33.05± 0.44 22.92± 0.32 52.34 - - 88.57± 0.34 94.85± 0.31 47.73± 0.44 26.97± 0.33 64.53 - -
DINO [2] ViT-S i F 73.51± 0.78 78.27± 0.83 33.76± 0.61 22.37± 0.43 51.98 - - 89.84± 0.43 93.20± 0.47 46.71± 0.65 25.66± 0.46 63.85 - -

i 74.02± 0.75 83.45± 0.78 34.04± 0.58 23.17± 0.42 53.67 - - 90.55± 0.41 95.23± 0.41 48.42± 0.62 26.47± 0.43 65.17 - -
DINO [2] ViT-B

t
F

31.77± 0.56 14.74± 0.55 22.24± 0.32 20.84± 0.28 22.40 31.77± 0.56 14.74± 0.55 22.24± 0.32 20.84± 0.28 22.40 - -
i 63.65± 0.90 89.04± 0.74 31.20± 0.57 22.51± 0.40 51.60 81.72± 0.57 95.82± 0.44 41.89± 0.56 25.24± 0.42 61.17 - -

DINOv2 [38] ViT-B
t

F
17.02± 0.52 19.64± 0.74 16.77± 0.28 20.05± 0.15 18.37

- -
17.02± 0.52 19.64± 0.74 16.77± 0.28 20.05± 0.15 18.37 - -

i 68.28± 0.84 81.32± 0.81 31.80± 0.52 22.30± 0.37 50.93 84.45± 0.47 94.31± 0.43 45.24± 0.61 24.88± 0.43 62.22 - -
CLIP [40] ViT-B

t
F

60.06± 0.94 55.68± 1.27 30.19± 0.45 21.42± 0.24 41.84
- -

60.06± 0.94 55.68± 1.27 30.19± 0.45 21.42± 0.24 41.84 - -
Fine-tune [15]+ res10 i T 66.17± 0.50 73.43± 0.50 34.60± 0.30 22.13± 0.20 49.08 - - 81.59± 0.30 89.84± 0.30 49.51± 0.30 25.97± 0.41 61.73 - -
ATA-FT [45] + res10 i T 68.62± 0.50 75.41± 0.50 34.94± 0.40 22.15± 0.20 50.28 +4.25 - 89.64± 0.30 95.44± 0.20 49.79± 0.40 25.08± 0.20 64.99 +4.10 -
AFA-FT [23] + res10 i T 69.64± 0.60 74.80± 0.50 35.33± 0.40 22.25± 0.20 50.51 +3.79 - 89.56± 0.40 95.66± 0.20 50.44± 0.40 24.96± 0.20 65.16 +3.99 -
NASE [33]+ res10 i T - - - - - - - 83.96± 0.57 93.14± 0.47 54.05± 0.63 27.10± 0.44 64.56 - -
StyleAdv-FT [13] + res10 i T 72.92± 0.75 80.69± 0.28 35.76± 0.52 22.64± 0.35 53.00 +2.58 - 91.64± 0.43 96.51± 0.28 53.05± 0.54 26.24± 0.35 66.86 +3.84 -
StyleAdv-FT [13] + ViT-S i T 74.93± 0.58 84.11± 0.57 33.99± 0.46 22.92± 0.32 53.99 +1.65 - 90.12± 0.33 95.99± 0.27 51.23± 0.51 26.97± 0.33 66.08 +1.55 -
CoOp [55]� ViT-B t T 65.84 ± 0.99 75.44± 0.78 30.81± 0.61 22.03± 0.30 48.53 - +6.69 82.13± 0.45 91.53± 0.37 34.21± 0.78 24.32± 0.31 58.05 - +16.21
TIP-adapter-F [53] � ViT-B t T 69.49 ± 0.92 81.67± 0.99 32.22± 0.72 22.26± 0.36 51.44 - +9.60 84.13± 0.55 93.03± 0.39 44.55± 0.63 25.21± 0.37 61.73 - +19.89
FD-Align [43]+ ViT-B i T 67.22 ± 0.78 80.01± 0.59 29.84± 0.77 22.61± 0.31 49.92 - +8.08 83.23± 0.29 93.22± 0.35 40.18± 0.80 25.25± 0.27 60.47 - +18.63
DINO-FT(�xed) � ViT-B i T 58.07 ± 0.93 60.15± 1.14 29.03± 0.53 21.65± 0.35 42.23 -11.44 - 84.67± 0.49 85.79± 0.67 43.81± 0.61 25.67± 0.34 59.99 -5.18 -
DINOv2-FT(�xed) � ViT-B i T 57.70 ± 0.89 85.76± 0.80 29.46± 0.53 22.87± 0.35 48.95 -2.65 - 84.69± 0.49 95.33± 0.40 44.15± 0.55 24.46± 0.33 62.16 +0.99 -
CLIP-FT(�xed) � ViT-B i T 68.03 ± 0.83 80.42± 0.81 31.83± 0.53 22.32± 0.38 50.65 -0.28 - 87.54± 0.42 95.18± 0.39 48.35± 0.62 24.37± 0.33 63.86 +1.64 -
DINO-FT(last 1) + ViT-B i T 55.79 ± 0.97 52.64± 1.14 28.13± 0.54 21.82± 0.34 39.60 -14.07 - 82.48± 0.56 87.83± 0.62 44.15± 0.65 25.05± 0.35 59.88 -5.29 -
DINOv2-FT(last 1) + ViT-B i T 57.61 ± 1.01 75.68± 1.00 28.03± 0.53 22.47± 0.36 45.95 -5.65 - 86.23± 0.58 91.88± 0.56 40.08± 0.66 25.24± 0.34 60.86 -0.31 -
CLIP-FT(last 1) + ViT-B i T 64.39 ± 0.92 75.99± 1.04 29.61± 0.53 21.96± 0.42 47.99 -2.94 - 87.57± 0.45 90.12± 0.59 45.30± 0.73 23.53± 0.32 61.63 -0.59 -
CLIP-FT(full) + ViT-B i T 62.68 ± 0.88 68.48± 1.08 29.57± 0.51 21.76± 0.44 45.62 -5.31 - 82.25± 0.46 90.33± 0.69 40.38± 0.71 23.88± 0.31 59.21 -3.01 -
DINO + SRT ( Ours )+ ViT-S i T 79.56± 0.68 82.98± 0.77 35.33± 0.61 23.46± 0.41 55.33 +3.35 - 93.29± 0.31 95.94± 0.32 56.08± 0.61 26.74± 0.39 68.01 +4.16 -

i 77.95± 0.71 85.64± 0.75 35.51± 0.59 23.62± 0.39 55.68 92.62± 0.31 96.30± 0.36 52.96± 0.64 27.17± 0.38 67.26
DINO + SRT ( Ours )+ ViT-B

t
T

76.22± 0.71 85.13± 0.76 35.29± 0.58 23.52± 0.39 55.04
+2.01 +32.64

92.45± 0.34 96.04± 0.34 53.24± 0.60 26.96± 0.38 67.17
+2.09 +44.77

i 73.51± 0.83 90.73± 0.69 33.38± 0.56 23.16± 0.35 55.20 92.11± 0.36 97.36± 0.30 52.49± 0.73 27.15± 0.45 67.28
DINOv2 + SRT ( Ours )+ ViT-B

t
T

73.52± 0.84 90.21± 0.71 32.80± 0.59 23.23± 0.36 54.94
+3.60 +36.57

92.23± 0.37 97.44± 0.30 51.95± 0.71 26.94± 0.45 67.14
+6.11 +48.77

i 81.03± 0.70 85.22± 0.73 39.27± 0.63 22.94± 0.37 57.12 91.88± 0.34 95.99± 0.38 54.21± 0.67 27.03± 0.42 67.28
CLIP + SRT ( Ours )+ ViT-B

t
T

80.66± 0.71 83.27± 0.82 38.45± 0.60 23.04± 0.36 56.36
+6.19 +14.52

91.92± 0.33 95.73± 0.38 54.69± 0.67 27.05± 0.42 67.35
+5.06 +25.51

Table 1: Comparison on BSCD-FSL benchmark. The `i ' or `t ' in `CLS' represents
using cls-I or cls-T for classi�cation, respectively. `T' indicates that the method uses a
�ne-tuning, and `F' reveals there is no �ne-tuning stage present. `-FT' means adopting
a Trad-FT paradigm and ` f ixed ' keeps the backbone �xed during �ne-tuning, while
l̀ast -1' allows the last block to be trainable, and ` full ' means a full �ne-tuning. `*'

indicates only those added parameters (e:g:, linear classi�er) can be trained, while `+'
means the backbone is also trainable. ìmp: I' and ` imp: T' reveals the improvement
of �ne-tuning for corresponding model ( e:g:, ATA-FT vs: ATA) on cls-I and cls-T,
respectively. For more types of LPMs, please refer to appendix.

(avg: 57.12%), it achieves a gain of 6.19% and outperforms the recent SOTA
method StyleAdv-FT ( avg: 53.99%) by 3.13%. Similar conclusions also occur
in DINO and DINOv2. SRT also performs good on lightweight backbones,e.g.,
for ViT-S 1-shot, StyleAdv vs: DINO is f 52.34%: 51.98%g before �ne-tuning,
and f 53.99%: 55.33%g after �ne-tuning. Obviously, SRT achieves greater gain,
which enables DINO to come from behind to win on ViT-S. More importantly,
compared to CDFSC-speci�c pre-training methods [13, 23, 45], SRT just uses a
general LPM and after simple �ne-tuning, it greatly beats current SOTAs, which
is promising to free up the complex CDFSC-speci�c pre-training stage.

We also have the following observations. 1) Before �ne-tuning, LPMs have
large performance shift, because they have unique pre-training biases. Since
LPMs has di�erences in pre-training skills and datasets, they will have pre-
training biases, resulting in their di�erent performance when directly applied to
cross-domain tasks,e.g., in No-FT situation, DINO performs good (1-shot cls-
I 53.67%), while CLIP performs poor (50.93%). 2) Without �ne-tuning, LPM's
considerable prior knowledge does not help to achieve a competitive performance
than lightweight models, since the low-data problem and extreme domain shift
prevent it from obtaining a class-speci�c representation. 3) The considerable
prior knowledge contained in LPM plays a notable role in resisting over�tting.
The richer the knowledge is, the better the e�ect is. DINO pretrains the model
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on ImageNet, while CLIP and DINOv2 pretrain with a data scale over 100 mil-
lion that enables them to contain far more prior knowledge than DINO. During
Trad-FT, as its limited prior knowledge, DINO is easier to over�t, resulting in a
more serious performance damage. 4) Compared with Trad-FT, SRT is a more
general solution for LPMs. Trad-FT is e�ective for lightweight backbones ( i.e.
ResNet-10 or ViT-S), but it almost always brings negative gain to larger LPMs
due to the over�tting, and the more trainable blocks, the more serious the per-
formance damage. On the contrary, SRT successfully utilizes LPM`s rich prior
knowledge to achieve stable and signi�cant improvement. Note that SRT uses the
identical target data, �ne-tuning techniques and parameter settings for di�erent
LPMs, the pre-training bias will be relieved so LPMs can achieve similar high
accuracy. 5) The consistency between image and textual features has an impact
on performance, and the additional textual information is a powerful assistant
for learning class-speci�c and domain-invariant representation, especially when
low-data problem is serious. For CLIP, it has a slightly higher similarity between
image and textual features, which enables a higher utilization e�ciency for tex-
tual information, resulting in a larger improvement in cls-I 1-shot. For more data
(e:g:, 5-shot), SRT enables models to fully exploit robust class-speci�c represen-
tation, so it brings equally signi�cant gain for CLIP or DINOv2. 6) For SRT, the
shift in accuracy between cls-I and cls-T is small, because the features are robust
enough, they all have high discrimination for di�erent types of class weights.

Fig. 4: Comparison on Eu-
roSAT 10-way-k-shot.

Comparison with SOTAs on few-shot CLIP
benchmark. We give the performance compari-
son of CLIP's �ne-tuning methods on EuroSAT in
Figure 4, including the most competitive adapter
methods [14,53] and prompt tuning methods [26,
27, 55]. Among them, [14, 53] use the �xed image
features, [26,27,55] perform prompt tuning on vi-
sual or textual branches. But all of them just use
a CLIP-loss to align the image and text represen-
tation, without considering the robustness. When
image features has poor robustness, a direct align-
ment between support images and class weights
can hardly generalize to novel query samples. On
the contrary, SRT explores robust class-speci�c representation, which enables a
better generalization ability. It outperforms current SOTAs with a large margin,
regardless of the data amount is few or large. Especially in most serious low-
data situation ( i.e., 1 or 2-shot), SRT can better alleviate over�tting and obtain
robust class-speci�c representation with the help of textual information.

4.3 Ablation Study

In this section, we investigate our method in details with analysis of loss item and
semantic injection. For more detailed analysis, such as �ne-tuning methods (e:g:,
comparison with LoRA [22]) and hyper-parameters, please refer to appendix.
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1-shot sim
Index L RI L CLIP L CLIP

� CLS EuroSAT CropDisease ISIC intra inter w

A
i 68.28 81.32 31.80

0.78 0.63 1.16
t 60.06 55.68 30.19

B
p i 73.72 84.39 36.77

0.72 0.16 1.74
t 74.95 76.16 35.03

C
p i 74.84 82.95 35.16

0.45 0.14 1.36
t 73.96 81.93 34.12

D
p i 68.28 81.32 31.80

0.78 0.63 1.16
t 77.77 78.11 35.64

E
p p i 81.03 85.22 39.27

0.53 0.10 1.54
t 80.66 83.27 38.45

F
p p i 73.72 84.39 36.77

0.72 0.16 1.74
t 80.31 86.21 38.86

Table 2: Analysis of loss item based on CLIP.
ìntra ' means the average similarity between

query and support features of the same class.
ìnter ' reveals their average similarity cross dif-

ferent classes. ẁ = exp( intra )=exp(inter )' is
the exponential ratio of intra to inter , which is
related to softmax. L CLIP

� indicates the CLIP-
loss can only optimize the `linear-proj' for a di-
mension transformation.

Analysis of loss item. We
experimentally verify the e�ect
of each loss item, as shown in
Table 2. Particularly, we calcu-
late the average similarity be-
tween query and support features
of the same class as well as across
di�erent classes. It can be ob-
served that, 1) Both L CLIP and
L RI can signi�cantly improve the
similarity ratio ` w', thereby pro-
moting the cls-I (A vs: B &C ),
but they are di�erent in prin-
ciple. L CLIP enforces an align-
ment of image features with tex-
tual features (i:e:, class weights),
which can largely reduce ìnter '
to achieve an improvement on ẁ'.
While as a side e�ect, the strong alignment is much easier to over�t support sam-
ples, which greatly reduces ìntra ' and damages the robustness.L RI optimizes
the distance across features and prototypes, which maintains `intra ' roughly
unchanged and greatly reduces `inter ' to achieve excellent robustness. Their
combination E can further improve `w' and bring better results, but there is a
higher risk of over�tting, since L CLIP somewhat damages the feature robustness.
2) The optimization of `linear-proj' greatly helps cls-T ( A vs: D ), and it focuses
more on ìntra '. In cases where the di�erence in robustness is not signi�cant, a
high ìntra ' enables it to learn a more generalizable mapping. For example, for
E vs: F , they have similar `w', but the former has a too low ìntra ', making its
cls-T not as good as the latter.

CLIP-based DINO-based Additional Resources
Method CLS EuroSAT CropDisease ISIC EuroSAT CropDisease ISIC FLOPs Params

i 68.28 81.32 31.80 74.02 83.45 34.04
- -

t 60.06 55.68 30.19 31.77 14.74 22.24

w/o inj:
i 72.45 83.09 33.42 75.06 84.00 34.36

- -
t 65.28 61.29 29.16 34.44 18.40 25.11

attn:
i 73.29 83.75 36.00 75.59 83.56 32.98

21.67 M 2.16 M
t 64.68 62.89 32.97 35.51 13.56 23.60

mix:
i 73.72 84.39 36.77 76.17 84.67 35.64

3.93 M 0
t 74.95 76.16 35.03 53.20 64.62 33.02

Table 3: Semantic injection. `w=o inj: ' means SRT
�ne-tuning without injection, ` attn: ' employs cross-
attention, and ` mix: ' reveals using MMIT-Mixup.

Analysis of semantic in-
jection methods. Nowa-
days, attention-based feature
fusion methods are highly
popular, and the recent FSC
method SP [4] also uses cross-
attention for semantic injec-
tion. Therefore, a question is
naturally raised: does mixup
have advantages for feature
fusion? To answer this ques-
tion, we make an analysis of
injection methods, especially comparing MMIT-Mixup with cross-attention, as
shown in Table 3. Considering theL CLIP does not participate in the computa-
tion graph of fused features, we remove it in order to more clearly demonstrate
the role of semantic injection in model optimization. It can be observed that, 1)
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in the absence of semantic injection, SRT can achieve some robustness only with
the weak-strong augmented image pairs. 2) Cross-attention’s efficiency for using
textual information is greatly influenced by the type of LPMs. CLIP’s image
features have higher similarity with textual features, so cross-attention can cal-
culate a relatively accurate attention map that its efficiency will also be higher.
While for DINO that has a low similarity, cross-attention almost loses its ability.
Especially under most extreme domain shift (i:e:, ISIC), as the image features
have weak robustness, it can hardly calculate a correct attention map, leading to
a huge negative gain. 3) MMIT-Mixup directly mixes domain-invariant and class-
specific information with image features, so it requires less additional resources,
can better alleviate overfitting and has higher fault tolerance for features with
weak robustness, which achieves stable and significant gains for various LPMs
under extreme domain shift.

4.4 Visualization analysis

(a) CLIP (b) Ours

Fig. 5: The t-SNE plots of 10 classes from Eu-
roSAT, with image features obtained from CLIP
and Ours (CLIP + SRT).

To intuitively show the effect of
SRT, we provide the t-SNE [36]
analysis, as shown in Figure 5.
Evidently, SRT greatly improves
the robustness of image features,
which gets complete and distin-
guishable grouping of the em-
beddings. So they are competent
enough to be class-specific rep-
resentations. For more detailed
analysis, please refer to appendix.

5 Conclusion

In this paper, we analyze the key challenge in LPM’s CDFSC (i.e., overfitting
and poor robustness), and propose a novel fine-tuning paradigm SRT to address
it. SRT focuses on achieving robust class-specific representation. It can greatly
alleviate overfitting, quickly adapt to novel domains and classes by utilizing
LPM’s considerable prior knowledge, as well as obtain robust image features
through textual guidance. Extensive experiments have shown that SRT is a gen-
eral solution for LPM’s CDFSC challenge and outperforms the existing methods
with a large margin. For future works, we will explore the spirits of SRT to pro-
mote the application of LPMs in various downstream tasks with low-data and
extreme domain shift, which is closely related to practical scenarios.
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