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Abstract. Object detection in aerial images is a longstanding yet chal-
lenging task. Despite the significant advancements in recent years, most
works still show unsatisfactory performance due to the scale variation
of objects. A standard strategy to address this problem is multi-scale
training, aiming to learn scale-invariant feature representations. Albeit
achieving inspiring improvements, such a multi-scale strategy is imprac-
tical for real application as inference time increases considerably. Be-
sides, the original images are resized to different scales and subsequently
trained separately, lacking information interaction across different scales.
This paper presents a novel method called multi-scale cross distilla-
tion (MSCD) to address the issues mentioned above. MSCD combines
the merits of multi-scale training and knowledge distillation, enabling
single-scale inference to achieve comparable or superior performance than
multi-scale inference. Specifically, we first construct a parallel multi-
branch architecture, in which each branch shares the same parameters
yet takes images with different scales as input. Furthermore, we design
an adaptive cross-scale distillation module that adaptively integrates the
knowledge of different branches into one. Thus, the detectors trained with
MSCD only require single-scale inference. Extensive experiments demon-
strate the effectiveness of MSCD. Without bells and whistles, MSCD
can facilitate prevalent two-stage detectors to outperform correspond-
ing single-scale models by ~5 and ~7 mAP improvement on DOTA and
DIOR-R datasets, respectively.
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1 Introduction

Object detection, aiming to recognize objects of predefined categories from a
given image and to regress a precise localization of each object instance, plays
an essential role in computer vision and remote sensing. There exist numerous
applications, including intelligent monitoring [541(75], precision agriculture |45],
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Fig. 1: Accuracy versus inference time on the DOTA-V1.0 test set. , blue, and

red colors indicate single-scale training and testing, multi-scale training and testing,
and the proposed MSCD, respectively.

urban planning [4], port management |73, and military reconnaissance |40]. In
recent years, with the rapid development of deep learning [7.[21}24}[28-30], we
have witnessed impressive progress in object detection |636}51-53,/68]. However,
state-of-the-art methods are still susceptible to large scale variations of objects,
producing unsatisfactory performance. This challenge is particularly noticeable
in aerial scenarios stemming from (1) the discrepancy in ground sampling dis-
tance (GSD) of different sensors, which ranges from a few centimeters to dozens
of meters, and (2) the huge inter-class scale variations, e.g., vehicle vs. bridge,
ship vs. harbor.

To address this challenge, previous works can be roughly classified into two
categories: network-level methods and data-level methods. The network-level
methods focus on constructing novel network structures to extract multi-scale
features that are robust to scale variation, mainly including feature pyramid ar-
chitectures [3538l/50] and multi-branch architectures [34]. Among them, feature
pyramid architectures are commonly plugged into mainstream detectors due to
their simple and efficient designs, e.g., feature pyramid networks (FPN) [35].
In contrast, multi-branch architectures generally introduce complicated network
structures.

Compared with designing specific network architectures, the data-level meth-
ods strive to design data augmentation strategies, which are independent of
the network architectures and can be generalized to any detectors. The most
commonly used data-level method for scale variations is multi-scale training,
which augments input images by resizing them at different resolutions. Subse-



MSCD 3

quently, SNIP [55] and SNIPER [56] further develop multi-scale training via a
series of hand-crafted components to improve the robustness of models. Though
achieving noticeable improvements in accuracy, the data-level methods generally
cause large computational costs. Moreover, the training process is commonly
performed separately on different scales of an image, thus lacking information
interaction across scales and impeding the further improvement of detectors.
Therefore, the multi-scale strategies are usually conducted for the inference pro-
cess, and then all predictions of different scales are merged via non-maximum
suppression (NMS). Such multi-scale inference can improve detection accuracy
but inevitably lead to poor time efficiency. As shown in Fig. [I} multi-scale infer-
ence takes around 7 times than single-scale inference in time consumption on
DOTA-V1.0 dataset |58|, thereby restricting their practical application.

Both network-level methods and data-level methods follow the same philos-
ophy that detectors should learn feature representations of different receptive
fields for objects with different scales |34]. Such strategies can fully utilize the
powerful representational ability of deep models to learn scale-aware features.
However, the scale-aware features are not scale-invariant, causing the models
only to show satisfied performance for objects within a limited scale range. For
instance, the detectors usually struggle to detect small objects in low-resolution
images and to distinguish large objects in high-resolution images. Thus, discard-
ing the multi-scale architectures or multi-scale inputs in the inference stage will
suffer from non-negligible performance drops.

Given the limitations of previous methods, a natural question arises: Can
we integrate the information from multi-scale architectures or multi-scale inputs
into a single-scale one thereby reaching the trade-off between inference speed
and detection accuracy? Motivated by this question, we propose an effective
method called Multi-Scale Cross Distillation (MSCD), that enables single-scale
inference to reach comparable or superior accuracy to multi-scale inference. The
proposed MSCD consists of a parallel multi-branch architecture and an adaptive
cross-scale distillation module. First, the parallel multi-branch architecture is de-
signed for multi-scale training, in which each branch shares the same network
structure and parameters. Specifically, the original images are first resized to dif-
ferent scales, then fed into corresponding branches and trained together (where
the branch corresponding to the original images is referred to as the original
branch). Meanwhile, the multi-branch architecture enables the model to per-
form information interaction across objects of different scales. Inspired by recent
advances in knowledge distillation for object detection [44,47,/76,80|, we design
an adaptive cross-scale knowledge distillation module to transform the knowl-
edge from all branches into the original branch, following the self-distillation
paradigm [27]. As shown in Fig. [I}, MSCD makes mainstream two-stage de-
tectors achieve comparable or superior detection accuracy to the corresponding
multi-scale models while maintaining single-scale inference time. Furthermore, it
could achieve significant improvement (about 5 percentage points) versus the cor-
responding single-scale models. We conduct extensive experiments on standard
aerial object detection datasets including DOTA [58] and DIOR-R [9] to verify
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the effectiveness of the proposed MSCD. For instance, using Rol Trans [14], our
proposed MSCD can achieve 6.50, 6.59 and 7.12 percentage points gains in AP50
metric on DOTA-v1.0 (73:99% vs. 80:49%), DOTA-v2.0 (54:15% vs. 60:74%) and
DIOR-R (63:10% vs. 70:22%), respectively.

The contributions of this paper can be summarized as follows:
(1) We propose Multi-Scale Cross Distillation (MSCD), a novel knowledge dis-
tillation method to address scale variation in object detection.
(2) We design a multi-branch architecture and an adaptive cross-scale knowledge
distillation module, which benefit the detectors to generate uniform feature rep-
resentation for all scales. Therefore, the detectors could achieve remarkable im-
provement without introducing extra parameters and computational costs during
inference.
(3) Extensive experiments demonstrate that the proposed method can be easily
integrated with existing two-stage detection frameworks and achieve a better
trade-off between inference time and accuracy.

2 Related Work

2.1 Object Detection in Aerial Images

The early object detection methods for aerial images rely on handcrafted de-
scriptors [13}/17,[41] and machine learning approaches [2}|3,(11}/31], which com-
monly show unsatisfied performance due to the limited feature representation.
Later, deep neural networks (DNN) [241[30] bring about breakthroughs in this
field, persistently promoting detection accuracy and speed. Most DNN-based
object detection methods can be categorized into two groups: two-stage and
single-stage detection. The former [5}504/53] follows a coarse-to-fine paradigm,
which produces high-quality proposals at first, and then takes the regional fea-
tures inside proposals as input for subsequent classification and localization.
The latter [36,39,51,52] works in a proposal-free fashion thus showing high effi-
ciency yet relatively poor detection accuracy. Besides, several anchor-free meth-
ods [16422,/68] can directly detect objects without preset anchors. In addition,
DETR-based methods [6}/32}[37,|71,/79] have received increasing attention re-
cently, which regard detection as a set prediction task. However, early research
in the deep learning era mainly focused on designing horizontal object detec-
tors, while objects in aerial images appear in arbitrary orientations due to the
bird-eye view.

Therefore, a series of works are dedicated to developing oriented object de-
tection methods based on well-designed horizontal object detection methods,
that use oriented bounding boxes (OBB) to represent object localization. Most
oriented object detection methods aim to deal with two challenges raised by ro-
tation, i.e., feature misalignment, and angular boundary discontinuity. To elim-
inate feature misalignment, two-stage methods [141/20,/42//59] commonly leverage
various schemes to generate oriented proposals for extracting rotational region
features while single-stage [19,/62] usually add an extra feature refined stage.



[0

H|mn



	Multi-Scale Cross Distillation for Object Detection in Aerial Images

