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1 Implementation Details

1.1 Cortex used for fMRI decoding

We use the same cortex as fMRI-PTE [6]. Specifically, early and higher VC RoIs
selected from the HCP-MMP atlas in fsLR32K surface space are shown in Fig. 1,
including “V1, V2, V3, V3A, V3B, V3CD, V4, LO1, LO2, LO3, PIT, V4t, V6,
V6A, V7, V8, PH, FFC, IP0, MT, MST, FST, VVC, VMV1, VMV2, VMV3,
PHA1, PHA2, PHA3”.

1.2 More Training Details

For both pretraining and finetuning, we initially use the AdamW optimizer with
a learning rate of 10−4 and a weight decay of 0.01. Additionally, to enable Neu-
roPictor to adapt to Classifier-Free Guidance [3], we randomly replace 5% of the
semantic features with unconditional CLIP embeddings corresponding to empty
characters at the end of each stage. During the stage where we replace 5% of
the semantic features, the learning rate is set to 10−5, with 12,000 iterations
for multi-subject pretraining and 5,000 iterations for single-subject finetuning.
Stable Diffusion v2.1 serves as the initialization for the SD branch.

1.3 Metric Details

On the low level aspect, four metrics are introduced, including pixelwise correla-
tion, Structural Similarity Index Metric (SSIM) [12], AlexNet(2) and AlexNet(5).
Pixelwise correlation and SSIM are calculated by average the correlation distance
of every paired grond truth image and reconstruction, while AlexNet(2) and
AlexNet(5) represent the accuracy of two-way classification using the feature of
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Fig. 1: Visualization of VC RoIs.

the corresponding layers of AlexNet. High level metrics are calculated by extract-
ing the feature using specific networks. Similarly, EffNet-B and SwAV is obtained
by calculating the average distance of the features exacted by EfficientNet-B1 [11]
and SwAV-ResNet50 [1]. The metric for Inception [10] and CLIP [7] represent
the accuracy of two-way classification based on corresponding feature.

1.4 Details on fMRI Encoder

In this section, we will provide a detailed explanation of the specific architecture
and training strategy used to obtain the autoencoder for the fMRI encoder.
Model Architectures. We employ an autoencoder structure [5], similar to
MAE [2], for the reconstruction of fMRI surface maps S. Specifically, we process
the original 256� 256 fMRI surface map using a patch size of 16. Each patch is
tokenized into a 1024-dimensional embedding. This embedding is then combined
with positional encoding and passed through subsequent transformer blocks. For
the transformer, we set the depth to 24 and the number of heads to 16. After layer
normalization, the output features, denoted as Sr 2 R257×1024, are obtained as
the fMRI representation used in our study.

Next, we introduce the architecture of the decoder. We take the [CLS] token
from Sr and pass it through a fully connected layer, replacing other patch tokens
with a learnable guide token. Then, these features are passed into the transformer
blocks of the decoder, which possess a structure symmetric to that of the encoder,
with a depth of 24 and 16 heads. Finally, a fully connected layer followed by an
“unpatchify" operation is utilized to map the latent features to the pixel space of
the original fMRI surface map. We denote the reconstructed fMRI surface map
as S̃.
Training. The training objective of this autoencoder is to reconstruct the orig-
inal fMRI surface map. We use mean squared error (MSE) as the measure for
the reconstruction loss, formulated as:

Lrec = jS � S̃j22; (1)
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where S and S̃ represent the ground truth and predicted fMRI surface map.
In fMRI calibrated-encoding stage, we train the autoencoder on the UKB

dataset [4] for 120K iterations with 8 NVIDIA A100 GPUs. Following [6], we
use rest-fMRI of 40k subjects of UKB dataset to tackle multi-individual pre-
training task. The batch size is set to 384, and the AdamW optimizer is used
with a linear learning rate schedule. The learning rate is initialized to 0.0005.
With this training on a large-scale dataset, we learn a universal fMRI latent space
capable of encoding information from different individuals. Then we remove the
decoder part and use the encoder to map the original fMRI signal into latent
representations for downstream fMRI-to-image reconstruction.

1.5 Details on Low-Level Manipulation Network

We design a Low-Level Manipulation Network (LLMN) to manipulate the SD
latent. This network comprises a feature transformation module and a manipu-
lator.

To start, the fMRI representation obtained in Sec. 1.4 serves as input for
the LLMN. Initially, we introduce a feature transformation technique that links
fMRI representation learning with feature map learning. This involves employing
two layers of 1D convolution to address the channel-wise correlation of fMRI em-
beddings and using an MLP for dimensional-wise feature learning. Subsequently,
a reshape operation is applied to create a feature map F l

0 2 R320×64×64. Next, we
set up a trainable copy of the U-Net encoder in SD as a manipulator. This manip-
ulator mirrors the architecture of the SD U-Net encoder, comprising 12 encoder
blocks and 1 middle block that includes ResBlock, DownSample, and Spatial-
Transformer. The manipulator primarily takes the feature map F l

0 derived from
the fMRI signal as input. Additionally, we utilize the semantic representation
F sem as input for the SpatialTransformer to execute a cross-attention operation
with the feature map. The feature map F l

0 is added residually with the noisy
latent zT and then inputted into the subsequent 13 encoder blocks to generate
a series of feature maps F l = fF l

(i)ji = 1; � � � ; 13g. Finally, these feature maps
are subsequently fed into zero convolution layers and added residually with the
outputs of the middle block and decoder blocks of the locked SD branch. This
process updates the feature maps in the SD U-Net, facilitating direct low-level
manipulation in the generation process using fMRI signals.

Different from [13], which process specific images as condition and utilize
conv2d operations to handle spatial information, we simultaneously conduct
channel-wise and dimensional-wise feature learning on fMRI representations.
This approach bridges the gap between fMRI representation learning and feature
map learning, capturing rich information embedded in fMRI representations.
Furthermore, we finetune the full model by jointly training high-level guiding
networks and low-level manipulation networks without detaching the gradient
between them, enhancing the ability of semantic features to guide both SD and
LLMN effectively.
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Table 1: Results for Subject-1, 2, 5 and 7 in fMRI-to-image single-subject refining
stage.

Subject Method
Low-Level High-Level

PixCorr " SSIM " AlexNet(2) " AlexNet(5) " Inception " CLIP " EffNet-B # SwAV #

Sub-1
Mingeye 0:390 0:337 97:4% 98:7% 94:5% 94:6% 0:630 0:358

OURS 0:277 0:385 98:8% 99:3% 96:2% 94:5% 0:619 0:334

Sub-2
Mingeye 0:318 0:327 95:8% 98:1% 93:2% 93:7% 0:656 0:368

OURS 0:245 0:383 98:7% 99:0% 94:4% 93:2% 0:638 0:348

Sub-5
Mingeye 0:265 0:311 93:2% 97:8% 94:9% 94:9% 0:628 0:353

OURS 0:197 0:366 94:2% 98:2% 94:9% 94:3% 0:627 0:343

Sub-7
Mingeye 0:261 0:316 92:3% 96:6% 92:4% 93:0% 0:666 0:387

OURS 0:198 0:366 94:5% 97:0% 92:5% 91:4% 0:671 0:375

2 Supplementary Quantitative Results

In this section, we will provide the quantitative results for each participant and
include additional ablation experiments to validate the effectiveness of compo-
nents in the model and the training process.

2.1 Subject-Specific Results

We present the quantitative results of the fMRI-to-image single-subject refining
stage for subjects 1, 2, 5, and 7 in Tab. 1. The metrics for Subject-7 are slightly
inferior to those of other participants, consistent with previous findings [8]. This
difference could be attributed to individual variations in brain activity or sub-
jective factors during data collection.

Additionally, we report the quantitative results of all subjects in fMRI-to-
image cross-subject pre-training stage in Tab. 2 and Tab. 3, including the the
average metrics of subjects 1, 2, 5, and 7 and the average metrics of subjects
1-8.

2.2 Ablation Study

To assess the efficacy of both the hyperparameter � and the different variants of
the Low-Level Manipulation Network in our model, we shows the findings from
our ablation studies in Tab. 4 and Tab. 5.
Impact of hyperparameter �. We vary � to assess its impact on the results.
For efficiency, we train for 30,000 iterations during single-person fine-tuning with-
out full convergence. Tab. 4 shows that � = 0:1 yields the best results across
nearly all metrics. Values of � within 0.05 to 0.15 demonstrate robustness. How-
ever, excessively high values of � (0.5) notably degrade the low-level performance
of the generated results, as an overly weighted semantic loss compromises the
low-level manipulation network’s performance.
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Table 2: Results for all subjects in the fMRI-to-image cross-subject pre-training stage,
trained by replacing 5% of the semantic features with unconditional CLIP embeddings
corresponding to empty tokens.

Subject
Low-Level High-Level

PixCorr " SSIM " AlexNet(2) " AlexNet(5) " Inception " CLIP " EffNet-B # SwAV #

Sub-1 0.167 0.350 95.1% 97.7% 89.1% 90.7% 0.698 0.399
Sub-2 0.154 0.350 94.1% 96.8% 88.8% 88.2% 0.721 0.412
Sub-3 0.115 0.342 88.3% 93.7% 85.6% 86.2% 0.760 0.447
Sub-4 0.105 0.346 86.3% 92.8% 84.5% 86.1% 0.758 0.448
Sub-5 0.124 0.346 87.8% 95.2% 89.9% 90.5% 0.713 0.414
Sub-6 0.108 0.343 86.1% 92.4% 86.0% 88.0% 0.751 0.439
Sub-7 0.117 0.350 88.6% 93.1% 85.4% 86.2% 0.757 0.443
Sub-8 0.096 0.345 84.6% 90.4% 80.3% 82.1% 0.798 0.479

Avg (Sub 1,2,5 & 7) 0.141 0.349 91.4% 95.7% 88.3% 88.9% 0.722 0.417
Avg (Sub 1-8) 0.123 0.347 88.9% 94.0% 86.2% 87.3% 0.744 0.435

Table 3: Results for all subjects in the fMRI-to-image cross-subject pre-training stage
without using unconditional CLIP embeddings to replace the semantic features.

Subject
Low-Level High-Level

PixCorr " SSIM " AlexNet(2) " AlexNet(5) " Inception " CLIP " EffNet-B # SwAV #

Sub-1 0.168 0.346 94.5% 96.8% 87.7% 89.0% 0.726 0.419
Sub-2 0.138 0.340 93.9% 96.4% 85.8% 87.0% 0.752 0.438
Sub-3 0.103 0.327 86.6% 92.1% 83.7% 84.9% 0.776 0.461
Sub-4 0.088 0.325 85.0% 91.2% 81.8% 84.2% 0.782 0.470
Sub-5 0.111 0.329 87.0% 94.2% 87.3% 88.4% 0.735 0.431
Sub-6 0.094 0.322 84.9% 90.8% 84.2% 85.3% 0.768 0.458
Sub-7 0.110 0.331 85.8% 91.9% 82.8% 84.3% 0.771 0.457
Sub-8 0.087 0.326 83.0% 88.8% 77.2% 79.7% 0.818 0.494

Avg (Sub 1,2,5 & 7) 0.132 0.337 90.3% 94.8% 85.9% 87.2% 0.746 0.436
Avg (Sub 1-8) 0.112 0.331 87.6% 92.8% 83.8% 85.4% 0.766 0.453

Table 4: Ablation study on the impact of hyperparameter � (30,000 iterations).

Method Low-Level High-Level

Model � PixCorr " SSIM " AlexNet(2) " AlexNet(5) " Inception " CLIP " EffNet-B # SwAV #

NeuroPictor 0.05 0.230 0.375 98.7% 99.1% 95.5% 94.3% 0.634 0.348
NeuroPictor 0.10 0.238 0.383 98.5% 99.3% 95.5% 94.5% 0.624 0.342
NeuroPictor 0.15 0.227 0.373 98.3% 99.1% 95.1% 94.4% 0.625 0.344
NeuroPictor 0.25 0.219 0.369 98.2% 99.1% 94.9% 93.6% 0.631 0.348
NeuroPictor 0.50 0.204 0.369 97.6% 98.9% 94.4% 93.8% 0.634 0.352

Low-Level Manipulation Network. As shown in Tab. 5, we evaluate the ef-
fectiveness of the Low-Level Manipulation Network from two aspects. On the one
hand, we initialize the UNet in the LLMN without using weights from Stable Dif-
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Table 5: Ablation study on the variants of the Low-Level Manipulation Network.
All results are obtained without fMRI-to-image cross-subject pre-training; instead, we
directly conduct fMRI-to-image single-subject refining.

Method Low-Level High-Level

Model LLMN PixCorr " SSIM " AlexNet(2) " AlexNet(5) " Inception " CLIP " EffNet-B # SwAV #

NeuroPictor w/o init 0.024 0.324 50.8% 50.4% 49.3% 51.2% 0.979 0.638
NeuroPictor w/o cross att 0.179 0.398 96.2% 97.0% 91.3% 90.7% 0.722 0.426
NeuroPictor full 0.265 0.368 98.2% 99.1% 94.7% 93.4% 0.641 0.342

Fig. 2: Averaged Metric Value within Similarity Threshold Intervals. The x-axis repre-
sents the similarity between test images and training images. The y-axis indicates the
performance of the fMRI reconstruction results corresponding to these test images.

fusion (SD), resulting in significantly poorer trained results. On the other hand,
we remove the cross-attention layer from the UNet in the LLMN (i.e., semantic
features no longer guide the LLMN), and simultaneously remove the noise latent
zT , resulting in a variant of the LLMN. The results indicate a significant decline
in performance in terms of high-level features for this variant.

2.3 Influence of Dataset prior

To quantify the influence of data prior, we visualize the similarity (maximum
similarity of DINO v2 features) of the testing image to the training set and its
reconstruction performance in Fig. 2. Many of the metrics are robust against
the similarity, especially for the similarity is larger than 50%. Indeed, more
similar testing examples enjoy better performance. By correlation coefficients,
data similarity affects high-level features (0.24) more than low-level features
(0.09).

2.4 Training corpus retrieval V.S. fMRI reconstruction.

We retrieve the most similar images from the training dataset, and subsequently
compare our actual reconstruction from the fMRI signals with the retrieval of im-
ages from the training corpus. DINO-V2 and fMRI features are used to retrieval
from the training corpus. For each test image, we calculate its similarity with



NeuroPictor 7

Table 6: Comparison between training corpus retrieval and fMRI reconstruction

Method Retrieval Set PixCorr " SSIM " AlexNet(2) " AlexNet(5) " Inception " CLIP " EffNet-B # SwAV #

DINO V2 Sub-1 (9k) 0.133 0.311 0.782 0.914 0.982 0.983 0.544 0.342
Sub-all (67k) 0.167 0.322 0.834 0.941 0.991 0.991 0.488 0.302

FMRI Feature Sub-1 (9k) 0.121 0.323 0.785 0.885 0.881 0.896 0.717 0.437

Reconstruction - 0.277 0.385 0.988 0.993 0.962 0.945 0.619 0.334

Table 7: Perturbing cortex across individuals by replacing fMRI signals from specific
regions of subject-1 with those from subject-2.

Region RoIs PixCorr " SSIM " AlexNet(2) " AlexNet(5) " Inception " CLIP " EffNet-B # SwAV #

Primary Visual V1 0.176 0.357 0.962 0.985 0.944 0.930 0.647 0.358
Early Visual V2-V4 0.223 0.371 0.971 0.983 0.921 0.918 0.683 0.380
Some Higher Visual Others 0.219 0.371 0.968 0.972 0.845 0.825 0.794 0.451

None - 0.277 0.385 0.988 0.993 0.962 0.945 0.619 0.334

the training corpus based on either its DINO-V2 features or the encoded fMRI
features. The most similar training image is chosen as the retrieval outcome.
The results in Tab. 6 show that retrieved results performs better on high-level
metrics but worse in low-level metrics. This verifies that our method performs
fMRI reconstruction as low-level information are unseen during training.

2.5 Perturbing cortex across individuals.

We replaced fMRI signals from specific regions of subject-1 with those from
other subjects. We chose three sets of regions, as in the Tab. 7, with each set
having a similar number of pixels in the 2-D map. Replacing higher-level visual
cortex regions had a greater impact. This may suggests that lower-level visual
cortex regions are more consistent across individuals, while higher-level regions
are more unique.

3 Supplementary Visualizations

In this section, we will present additional visual results for each subject and
use visual examples to illustrate the impact of the components and training
strategies in our method.

3.1 Visualization of mismatched high-level and low-level features

We utilize two distinct fMRI sources, with one providing high-level features and
the other providing low-level features. As illustrated in Fig. 3, this approach
results in the generation results where the visual structures, object positions,
and human poses align with the low-level source visual stimuli, while maintaining
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semantic consistency with the high-level source. This disentanglement of high-
level meaning and low-level structure in fMRI signals indeed opens up intriguing
possibilities, suggesting the potential for fMRI-driven image editing.

3.2 Subject-Specific Visualizations

We provide additional visual results for fMRI-to-image reconstruction, including
visualizations for the four participants (Subjects 1, 2, 5, and 7) used for evalua-
tion. The results for these four subjects (Subjects 1, 2, 5, and 7) are visualized
separately in Fig. 4, Fig. 5, Fig. 6 and Fig. 7. All results are selected from the
test set, with each participant having the same ground truth images.

3.3 Visualizations for Ablation Study

We provide visual examples to validate the effectiveness of the Low-Level Ma-
nipulation Network branch, pretraining strategy, and finetuning strategy. The
visualizations are depicted in Fig. 8. "SD only" denotes results obtained using
only Stable Diffusion without incorporating the Low-Level Manipulation Net-
work. "Full" represents the complete model. "W/o Pretrain" indicates training
the fMRI-to-image model directly on Subject-1 without pretraining. "W/o Fine-
tune" denotes results of training the fMRI-to-image model on all participants
without additional finetuning on Subject-1. As observed, compared to the full
model, using only Stable Diffusion results in reconstructions that roughly match
in terms of semantics. The quality of images generated solely through finetuning
is poor. When only pretraining is performed, there are instances of semantic er-
rors, and the reconstructed images may not sufficiently match the original images
in low-level details.

3.4 Failure Cases

Examples of genetation failures of our NeuroPictor are shown in Fig. 9. Despite
the advancements, our method still exhibits limitations, occasionally confusing
semantically similar concepts such as cats and dogs, or males and females. Ad-
ditionally, for some complex scenes, our generated results may occasionally omit
certain elements, such as generating only dogs without including cars or mirrors,
or generating polar bears without incorporating the presence of water surfaces.

4 Computational Cost

We compare the parameters, inference time, and memory usage of our NeuroP-
ictor with those of Mindeye [8]. We perform inference using an NVIDIA RTX
A6000 GPU, where the inference time denotes the average time taken to gener-
ate a single image. For fair comparison, both models are configured with float32
precision and execute 50 DDIM [9] sampling timesteps. In the original Mindeye
approach, 16 samples are generated for each fMRI input, from which the best
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one is selected. We omit this step when measuring inference time for fairness. As
shown in Tab. 8, we achieve state-of-the-art results with lower inference-stage
computational costs compared to Mindeye.

Table 8: Comparison of the computation cost.

Model Params (B) Memory (GB) Infer Time (s)

Mindeye 2.9 33.4 10.19
Ours 2.0 13.6 7.26

5 Limitations and Future work

Although our NeuroPictor has shown improvements in fMRI-to-image decoding
for individual subjects by leveraging pretraining on multiple-individual fMRI-
image pairs, there are still several limitations: (1) The single-subject fine-tuning
strategy we adopted requires fine-tuning the entire model, which incurs substan-
tial computational costs. Therefore, it is worthwhile to explore more efficient
strategies for single-subject fine-tuning. This could involve learning additional
special embeddings for different individuals or fine-tuning only lightweight mod-
ules, rather than the entire model. (2) Currently, there are some challenges in
generalizing directly to unseen subjects (i.e., cross-subject) or new experimental
setups (e.g., cross-device). In this regard, future work could focus on developing
methods to rapidly fine-tune a multi-individual pretrained model for unseen in-
dividuals. (3) The high-level and low-level branches of NeuroPictor are trained in
a coupled manner. Although the SD model priors and the fMRI-to-text branch
help to decouple semantic information and low-level details, this is not optimal.
There are some semantic errors as shown in Fig. 9. New strategies could be con-
sidered to better decode multi-level information. (4) We only use specific visual
cortices for decoding. Incorporating other brain regions is also worth considering,
as it may provide new insights.
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Fig. 3: Visualization of mismatched high-level and low-level features.
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Fig. 4: Visualizations of fMRI-to-image reconstruction for Subject-1.
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