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A. Datasets Settings

In the main paper, we follow the GCD protocol [12] to determine the number of
known classes in the dataset and the number of labeled data samples selected
from these classes. We conduct extensive experiments across four generic image
classification datasets, namely, CIFAR-10, CIFAR-100 [3|, ImageNet-100, and
ImageNet-1K [1], and four fine-grained image classification datasets, specifically,
CUB [13|, Stanford Cars [2], Oxford Pets [8], and Flowers102 |7]. Detailed dataset
information is provided in Table

Table 1: Statistics of the datasets for GCD.

Labelled Unlabelled
#Image #Class #Image #Class

ImageNet-100 |1 31.9K 50 95.3K 100
ImageNet-1K [I] 321K 500 960K 1000

Dataset

CIFAR-10 [3] 12.5K 5 37.5K 10
CIFAR-100 13| 20.0K 80 30.0K 100
CUB [13] 1.5K 100 4.5K 200
Stanford Cars |2] 2.0K 98 6.1K 196
Oxford Pets [8| 0.9K 19 2.7K 37
Flowers102 |7] 0.3K 51 0.8K 102

B. Extended Experiment Results

B.1. Main Results

Mean & Std. In the main paper, we present the full results as the average
of three runs to mitigate the impact of randomness. Detailed outcomes for
TextGCD, encompassing mean values and population standard deviation, are
delineated in Tab. 2

* Equal contribution. T Corresponding author.
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Table 2: Mean and Std of Accuracy in Three Independent Runs

Dataset All Old New
CIFAR10 98.240.3 98.0+0.1 98.6+0.5
CIFAR100 85.74+0.6 86.31+0.6 84.6+0.9

ImageNet-1K [1] 64.8+0.1 77.8£0.1 58.3£0.1
CUB 76.6+1.0 80.6+0.8 74.7+1.1
Stanford Cars 86.9+0.6 87.4+1.0 86.7+0.4
Oxford Pets 95.54+0.1 93.940.6 96.41+0.1

ImageNet-100 88.0+0.7 92.440.3 85.2+1.2
1

Flowers102 87.24+1.7 90.7+0.9 85.44+2.5

Results Through Training. We employ the CUB dataset as a case study to
illustrate the model’s predictive performance evolution during training, depicted
as a curve across epochs. This representation includes results from the text
model, the image model, and the soft voting mechanism, as indicated in Fig. [T}
The graph reveals two key observations: 1) Implementing the class-aligning stage
(commencing at the e,-th epoch) and the co-teaching stage (initiating at the
ew+eq-th epoch) markedly improves the identification of previously unseen cat-
egories. 2) Integrating insights from different modalities via soft voting enhances
the overall prediction accuracy.
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Fig. 1: Training accuracy over epochs on the CUB dataset.

B.2. Additional Baseline Results

In Tab. |3] we present a comparison between the results of two baselines and our
TextGCD. The term “Zero-shot” refers to the zero-shot results obtained using
CLIP @[] in the GCD setting, given the names of all categories (including new
categories). “Frozen-text” refers to partially fine-tuning the image encoder only
while using frozen text embeddings of the category labels as classifiers. This
approach treats the problem as partially supervised, where only some classes are
unannotated, but all class names are known. As shown in Tab. 3| our TextGCD
significantly outperforms these two baselines.
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Table 3: Comparison of results between two baselines with known text descriptors
and our TextGCD.

Methods | CIFAR100 CUB Stanford Cars
‘All Old New All Old New All Old New

Zero-shot |66.2 64.6 69.5 54.3 62.3 50.3 67.3 59.4 71.3
Frozen-text|79.2 81.5 74.6 62.6 80.2 53.9 74.9 77.9 73.4
TextGCD |85.7 86.3 84.6 76.6 80.6 74.7 86.9 87.4 86.7
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Fig.2: Comparative analysis of TextGCD and SimGCD with varying hyper-
parameters Ry and R;.

B.3. Evaluation on Varying Known Knowledge

In the main paper, we adhere to the GCD protocol for setting the number
of known classes in the dataset and the number of labeled data samples selected
from these classes. The number of selected known categories is denoted as K, =
Ry, * K. The variable R; represents the proportion of data labeled from each
known category. Therefore, Ry and R; together determine the amount of labeled
data. Following , we set Ry to 0.5 for most datasets, except for CIFAR-
100, where Ry is set to 0.8. R; is maintained at 0.5 across all datasets. We
compare SimGCD with our TextGCD on the CIFAR-100 and CUB datasets
to assess the influence of hyper-parameters Ry and R;. To minimize the effects
of randomness, each experiment is conducted three times, and the average All
accuracy is reported.

Lower values of Ry and R; correspond to reduced prior knowledge, thereby
elevating the difficulty level of the GCD task. As shown in Fig. [2] in scenarios
characterized by limited prior knowledge, our TextGCD method demonstrates a
notable advantage over SimGCD. Notably, when merely 10% of data from each
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known category is designated as labeled data, TextGCD exhibits an improvement
of 31.2% over SimGCD. This exceptional performance can be attributed to two
main reasons: firstly, the introduction of the textual modality brings additional
prior knowledge; secondly, the accurate prior knowledge of the textual modality
is obtained during the RT'G phase.

B.4. Additional Results with Unknown K

In the main paper, we follow the common practice [14] of assuming the total
number of categories is known a priori. Here, we explore the scenario where
such knowledge is unknown. Vaze et al. [12| provides an off-the-shelf method to
estimate the class number in unlabeled data. We introduce CLIP’s visual feature
into the off-the-shelf method. As shown in Tab. [} we present the estimated
number of categories and the error rates for CIFAR100, CUB, and Stanford
Cars. With the estimation of the number of categories, we compared our results
with the SInGCD algorithm on these three datasets. As shown in Tab. [d] our
TextGCD surpasses SinGCD (CLIP backbone) by an average of 9.9% in terms
of All accuracy across the three datasets.

Table 4: Comparison with SimGCD with unknown category numbers. The upper part
of the table shows the estimated number of categories, while the lower part presents
the accuracy comparison.

| CIFAR100 CUB Stanford Cars
Ground truth K 100 200 196
Estimation 102 193 212
Error 2% 3.5% 8.2%

‘All Old New All Old New All Old New

80.6 81.0 79.1 62.0 67.1 59.3 48.6 64.8 40.7
82.3 83.5 80.1 60.2 74.5 52.9 70.4 75.0 67.3
86.4 87.2 84.7 74.8 80.3 72.0 81.5 77.8 83.2

SimGCD(DINO)
SimGCD(CLIP)
Ours

B.5. Evaluation on Pseudo Label Forms

In Tab. [5] we evaluate the effectiveness of different pseudo-labeling approaches
in the co-teaching process. Our results demonstrate that the use of hard pseudo
labels significantly surpasses soft pseudo labels, with an average improvement
of 6.8% in All accuracy across both datasets. This finding suggests that hard
pseudo labels are more advantageous for the co-teaching process.

B.6. Generating Text for Images Using BLIP

BLIP |[5] introduces an optimization objective for generative tasks, facilitating
the generation of textual descriptions for images. We explore using BLIP [5]
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Table 5: Evaluation on pseudo label forms. “Soft” denotes the use of predicted proba-
bilities from each model (image and text) as pseudo labels for the other, while “Hard”
indicates the application of hard pseudo labels in co-teaching.

Methods CIFAR 100 CcuUuB

All Old New All Old  New
Soft 776 793 741 729 772 708
Hard 85.7 86.3 84.6 76.6 80.6 74.7

(blip-large) and BLIP2 [4] (blip2-opt-2.7b) to generate textual content for im-
ages. For equitable comparison, we employ prompts such as “The name of this
object /bird is” for tag generation and “The feature of this object/bird is” for at-
tribute generation. These elements—three tags and two attributes—are then
amalgamated to construct descriptive texts for images. As demonstrated in
Tab. [6] although using BLIP2 for text generation shows some improvement on
the general dataset CIFAR-100, the methods employing BLIP and BLIP2 yield
results significantly inferior to our retrieval-based method on the fine-grained
dataset CUB. In particular, our method surpasses the BLIP2-based method by
35.7% in All accuracy. This underperformance is attributed to BLIP’s tendency
to overlook detailed content, thus limiting its accuracy in fine-grained class dis-
covery.

Table 6: Comparative analysis of text generation using BLIP.

Methods CIFAR 100 CuUB

All Old  New All Old New
BLIP-based 74.1 756 71.0 36.2 487 299
BLIP2-based 87.8 87.9 87.5 40.9 59.3 316

Retrieval-based (Ours) 85.7 86.3 84.6 76.6 80.6 74.7

B.7. Visualization of Feature Distributions

To further evaluate the effectiveness of TextGCD, we utilize t-SNE for visual-
izing feature representations generated by the backbone network. We compare
the trained backbones of GCD, SimGCD, and our TextGCD on the Oxford
Pets [8] dataset. As depicted in Fig. |3 (a), (b), and (c)—all utilizing ViT-B as
the backbone—it is evident that TextGCD produces more discriminative fea-
ture representations. Moreover, Fig. [3 (d) further validates the effectiveness of
TextGCD’s textual feature representations.

C. Limitations

Dependency on the Visual Lexicon. The effectiveness of our method largely
depends on a rich visual lexicon. Although massive category names have been
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(a) GCD (b) SimGCD (c) Ours-Image (d) Ours-Text

Fig. 3: Visualization of feature distributions of the unlabeled set of the Oxford Pets
dataset.

gathered from existing datasets, it might still lack the categories in specific tasks,
such as the Herbarium 19 dataset |11| designed for botanical research. In such
a context, our method may fail to produce informative textual descriptions and
thus produce inferior results.

Inheriting Flaws from Foundation Models. Owing to our reliance on LLMs
and VLMs for constructing category descriptive texts, our method inevitably
inherits biases and drawbacks from these foundational models. For example, as
shown in Tab. |7} the CLIP model exhibits suboptimal performance (Zero-Shot)
on the FGVC Aircraft dataset [6]. As a result, our method fails to generate
informative text descriptions and cannot obtain improvement compared to the
visual-only competitor SimGCD.

Table 7: Comparison on the FGVC Aircraft dataset. “Zero Shot” indicates building
the textual classifier with ground-truth names and directly performing classification.

Methods All Oold New
Zero Shot 27.0 21.3 32.3
GCD 45.0 41.1 46.9
SimGCD 54.2 59.1 51.8
Ours 50.8 44.9 53.8

D. Discussion and Future Direction

D.1. Visual Lexicon Selection

There is overlap between the datasets used for evaluation and those used to
build the Visual Lexicon. Specifically, ImageNet-1K is utilized in both contexts.
Our goal is to collect as much object semantics as possible to construct a rich
and diverse Visual Lexicon. Given its popularity and the extensive common
visual object semantics it contains, which are also prevalent in other datasets,
ImageNet-1K’s class names are included when constructing the Visual Lexicon.
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D.2. Tailored Visual Lexicon

Since labeled data are available in the GCD task, they can be used to confirm the
scope of classified images, especially for fine-grained classification. We create a
tailored Visual Lexicon for the Flower102 dataset by employing an LLM (Llama-
2-13b) model to filter out tags unrelated to flowers and plants. As shown in
Tab. [§ the tailored Visual Lexicon leads to improved results. In our future
work, we plan to construct unique Visual Lexicons for each dataset.

Table 8: Evaluation about Visual Lexicon on Flower102.

Methods All Old New
Original Lexicon 87.2 90.7 85.4
Tailored Lexicon 88.3 91.4 86.8

D.3. Extend to SSL Setting

Our method can be easily extended to a semi-supervised (SSL) setting. Specif-
ically, in a semi-supervised setting, the number of categories and the category
names can be considered known. By applying our method to SSL, we can create
a Visual Lexicon with ground-truth class names along with attributes obtained
by LLMs (such as GPT-3). Based on this tailored Visual Lexicon, our TextGCD
can then be applied to the SSL setting.

D.4. Extend to Incremental Setting

For GCD models to be effectively applied in real-world scenarios, Zhang et al.
proposed the Continuous Category Discovery (CCD) task [15], which not only
requires the ability to recognize data from incrementally increasing unknown
categories but also emphasizes the importance of not forgetting previously known
categories. Our method can be applied to the CCD task, as each training stage in
CCD is a variant of GCD. The key to this extension is adding a tailored module
to prevent forgetting the categories seen in previous training stages, such as the
static-dynamic distillation loss in GM |[15] or the distillation loss in iCaRL [10].
It is essential to maintain the memory of previously learned categories at each
training stage. This is the design plan for extending TextGCD to the incremental
setting.

E. Illustration

E.1. Visual Lexicon

During the RT'G phase, we introduce the category understanding capabilities of
LLMs (GPT-3) to expand the Visual Lexicon. According to Tab.7 in the main
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paper, the introduction of attributes has led to improvements across both generic
datasets and fine-grained classification datasets. Some examples from the Visual
Lexicon are presented in Tab. [0

Table 9: Examples in the Visual Lexicon.

Abyssinian cat
— which has medium-sized cat
— which has short, soft coat
— which has distinctive ticked tabby pattern
— which has large pointed ears
— which is almond-shaped eyes
— which has long, lean body

Bengal cat
— which has medium-sized cat with a muscular body
— which has thick fur in various shades of brown and black
— which has faint horizontal stripes on the neck, face, and legs
— which has large, round eyes in shades of gold and green
— which has pointed ears

Birman cat

— which has medium-sized cat

— which has long, flowing coat

— which has white feet

— which has sapphire blue eyes

— which has white muzzle

— which has medium-length tail
which has long, silky fur

Bombay cat
— which has short, dense coat
— which has black or black-brown coat with copper highlights
— which has large, rounded ears
— which is a broad chest and muscular body
— which is a short, thick tail
which has four white paws and a white chin

BI‘ltlSh Shorthair cat

— which has short-haired, stocky cat
— which has large, round eyes

— which has broad head and cheeks
— which has short, dense fur

— which has short, thick legs

— which has short, thick tail

— which has thick, dense coat

Egyptlan Mau cat
which has short-haired cat
— which has spotted or marbled coat
— which has large eyes
— which has slender body
— which has muscular hindquarters
— which has long, thin tail

E.2. Categorical Descriptive Text

In Fig. ] and Fig. [5} we showcase examples of descriptive text generated during
the RTG phase. For images with distinct features, the generated text accurately
describes the categories, as illustrated in Fig. [4] (a.1 2), Fig. [4| (c.1,2,3), and
Fig.|5|(a.1,2; b.1,2). In some cases, the descriptive text displays categories closely
related to the ground truth, such as “monorail” and “maglev” for “Train” in
Fig. 4] (a.3), and “trailer truck” and “commercial vehicle” for "Truck’ in Fig.
(b.2). Additionally, the text sometimes presents subcategories of the ground
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truth, like “Peafowl” and “Cassowary” for “Bird” in Fig. {4| (b.3). This textual
information aids in achieving precise category differentiation, facilitating mutual
enhancement with visual modalities during the co-teaching phase.

However, there are instances where the text generates incorrect category
descriptions, such as in Fig. {4 (a.4), (b.4), (c.4) and Fig. [5| (a.4), (c.4), (d.4).
Yet, these category descriptive texts reflect certain features of the true categories.
For example, “fog” and “sky” in Fig. [4] (a.4) are relevant to “Cloud”; “Pronghorn”,
“Mountain goat”, and “deer” share similar appearances in Fig. 4| (b.4); “Peruvian
lily”, “daylily”, and “dwarf day lily” in Fig. [5| (a.4) belong to the lily family.
On one hand, this association promotes mutual learning during the co-teaching
process. On the other hand, we utilize a soft voting mechanism to combine the
category determinations from textual and visual modalities, jointly deciding on
category divisions. This approach helps to reduce misjudgments made by relying
on a single modality.
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Selected Tags & Attributes Images

e

Images

‘

Most likely a african elephant;
Probably a elephant;

Likely a asian elephant;

Most likely elephant which has large
mammal;

Probably adult, elephant which has
large, fourlimbed mammal.

(1) Ground-truth: Elephant )

F

Most likely a monorail;

Probably a personal rapid transit;
Likely a maglev;

Most likely bullettrain which has long,
narrow body;

Probably Bullettrain which is
aerodynamic body.

v

(3) Ground-truth: Train
(a) Examples in CIFAR-100

Images Selected Tags & Attributes Images

'E

1) Ground truth: Horse

(3) Ground-truth: Bird

Most likely a horse;

Probably a Mustang horse;

Likely a Shetland pony;

Most likely common sorrel horse
which has reddishbrown coat;
Probably common sorrel horse which
has short ears.

i

(2) Ground-truth: Truck

Most likely a Peafow;

Probably a Cassowary;

Likely a Ostrich;

Most likely emu which has long tail
feathers;

Probably peafowl which has long tail
feathers.

4) Ground-truth: Deer
(b) Examples in CIFAR-10
Selected Tags & Attributes

Images Images

Most likely a Tench;

Probably a Giant carp;

Likely a Common carp;

Most likely tench which has rounded
and deeplyscaled body;

Probably tench which has barbels
around the mouth.

(1) Ground-truth: Tench

Most likely a Tiger shark;

Probably a Great white shark;

Likely a Bull shark;

Most likely tiger shark which has long

snout;

. Probably tiger shark which has black
.+ spots and stripes.

(3) Ground-truth: Tiger_shark

(c) Examples in ImageNet

(4) Ground-truth: Cloud

(4) Ground-truth: Crampfish

Selected Tags & Attributes

Most likely a typing;

Probably a computer keyboard;
Likely a email;

Most likely computer keyboard which
is a spacebar;

Probably computer keyboard which
is a mouse or trackpad.

Ground-truth: Keyboard

Most likely a crater lake;

Probably a piton;

Likely a paragliding;

Most likely glare which has haze or
fog in the image;

Probably haze which is a hazy sky
with low visibility.

Selected Tags & Attributes
Most likely a trailertruck;
Probably a Commercial vehicle;
Likely a Freight transport;
Most likely semi trailer truck which is
alarge truck with a long, rectangular
flatbed trailer;
Probably truck which has large, boxy
vehicle.

Most likely a Pronghorn;

Probably a Mountain goat;

Likely a Barren ground Caribou;

Most likely elk which has white rump
patch;

Probably elk which has long, black

tail.

Selected Tags & Attributes

Most likely a Toilet paper;

Probably a Toilet tissue;

Likely a Toilet roll holder;

Most likely toilet paper which often
with a plastic or paper wrapper;
Probably toilet paper which has
usually has a printed design or logo.

(2) Ground-truth: Toilet_tissue

Most likely a Spotted Turtle;
Probably a Spotted salamander;
Likely a VVolcanic rock;

Most likely spotted salamander which
has black, grey, or brown body with
yellowishorange spots;

Probably spotted salamander which
has webbed feet.

Fig. 4: Generated categorical descriptive text in the RT'G phase: representative exam-

ples in generic datasets.
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Images

Selected Tags & Attributes

Most likely a pink evening primrose;
Probably a pink primrose;

Likely a evening primrose;

Most likely pink primrose which has
rounded sepals;

Probably pink primrose which has
pink or white flower.

(1) Ground-truth: Pink_primrose

Most likely a protea;

Probably a king protea;

Likely a giant protea;

Most likely king protea which has
bright pink or white petals;

Probably king protea which has large,
round flower head.

(3) Ground-truth: King_protea

Selected Tags & Attributes
Most likely a sweet peas;
Probably a everlasting sweet pea;
Likely a lathyrus sativus;
Most likely sweet pea which has pastel
colors ranging from pink, white, and
purple;
Probably sweet pea which has
delicate, feathery leaves.
a

Images

Most likely a daylily;

Probably a dwarf day lily;

Likely a stargazer lily;

Most likely lillie which is a single pistil
in the center;

Probably peruvian lily which has
dark spots on the petals.

(4) Ground-truth: Peruvian_lily

(a) Examples in Flowers102

Images

Selected Tags & Attributes

Most likely a Goldfinch;

Probably a American Goldfinch;
Likely a Finch;

Most likely Goldfinch which has
bright yellow plumage with black
and white accents;

Probably American goldfinch which
has yellow, black, and white feathers.

(1) Ground-truth:
American_Goldfinch
EEEEE—

Most likely a gull;

Probably a seagull;

Likely a Herring Gull;

Most likely gull which has hooked bill;
Probably franklins gull which has
orange legs and bill.

(3) Ground-truth:
California_Gull

Images Selected Tags & Attributes

Most likely a Horned Grebe;

Probably a Common Loon;

Likely a Red necked Grebe;

Most likely clarks grebe which has
yellow eyes;

Probably horned grebe which has
Hornlike projections on either side of
the head.

"~ (2) Ground-truth:
Horned_Grebe

Most likely a seabird;

Probably a albatross;

Likely a shorebird;

Most likely seabird which has sharp
eyesight;

Probably seabird which has
streamlined body.

(4) Ground-truth:
Sooty_Albatross

(b) Examples in CUB

Images

Selected Tags & Attributes

Most likely a Abyssinian;
Probably a Chausie;

Likely a Arabian mau;

Most likely Abyssinian which has
short, soft coat;

Probably Abyssinian which has
mediumsized cat.

(1) Ground-truth: Abyssinian

Most likely a Birman;

Probably a Ragdoll cat;

Likely a Siamese cat;

Most likely Birman which has pointed
ears;

Probably Birman which has long,
silky fur.

(3) Ground-truth: Birman

Images Selected Tags & Attributes

Most likely a American bulldog;
Probably a Pit bull;

Likely a Old english bulldog;

Most likely American bulldog which
has muscular, stocky builds;
Probably American bulldog which
has short, broad muzzle.

(2) Ground-truth: American_ Bulldog

Most likely a Jack russell terrier;
Probably a Russell terrier;

Likely a Dog bed;

Most likely basenji which has curled
tail;

Probably treeing walker coonhound
which has webbed toes.

(4) Ground-truth: Beagle_dog

(c) Examples in Oxford Pets

Images Selected Tags & Attributes
Most likely a Audi TT;
Probably a Audi TT Hatchback 2011;
Likely a Audi TTS Coupe 2012;
Most likely Audi TTS coupe 2012
which has tinted windows;
Probably Audi TT Hatchback 2011
which has two doors.

(1) Ground-truth:
Audi TTS Coupe 2012
Most likely a Dodge Dakota;
Probably a Dodge Dakota Club Cab
2007;
Likely a Dodge Dakota Crew Cab 2010;
Most likely Dodge Dakota Club Cab
2007 which is alloy wheels;
Probably Dodge Dakota Club Cab 2007
which has rounded hood and grille.

(3) Ground-truth:
Dodge Dakota Club Cab 2007

Images Selected Tags & Attributes
Most likely a Acura TL;

Probably a Acura;

Likely a Acura TL Sedan 2012;

Most likely Acura TL sedan 2012
which has chrome accents;

Probably Acura TL sedan 2012 which
is alloy wheels.

(2) Ground-truth:
Acura TL Sedan 2012

Most likely a Mazda mx 3;
Probably a Honda integra;

Likely a Honda prelude;

Most likely Geo Metro Convertible
1993 which has twotone paint job;
Probably Geo Metro Convertible
1993 which has short wheelbase.

(4) Ground-truth:
Geo Metro Convertible 1993

11

(d) Examples in Stanford Cars

Fig. 5: Generated categorical descriptive text in the RTG phase: representative exam-
ples in fine-grained datasets.
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