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Abstract. Recently, diffusion models have increasingly demonstrated
their capabilities in vision understanding. By leveraging prompt-based
learning to construct sentences, these models have shown proficiency in
classification and visual grounding tasks. However, existing approaches
primarily showcase their ability to perform sentence-level localization,
leaving the potential for leveraging contextual information for phrase-
level understanding largely unexplored. In this paper, we utilize Panop-
tic Narrative Grounding (PNG) as a proxy task to investigate this ca-
pability further. PNG aims to segment object instances mentioned by
multiple noun phrases within a given narrative text. Specifically, we in-
troduce the DiffPNG framework, a straightforward yet effective approach
that fully capitalizes on the diffusion’s architecture for segmentation by
decomposing the process into a sequence of localization, segmentation,
and refinement steps. The framework initially identifies anchor points
using cross-attention mechanisms and subsequently performs segmenta-
tion with self-attention to achieve zero-shot PNG. Moreover, we intro-
duce a refinement module based on SAM to enhance the quality of the
segmentation masks. Our extensive experiments on the PNG dataset
demonstrate that DifPNG achieves strong performance in the zero-shot
PNG task setting, conclusively proving the diffusion model’s capability
for context-aware, phrase-level understanding. Source code is available
at https://github.com/nini0919/DiffPNG.

Keywords: Diffusion Model - Panoptic Narrative Grounding - Zero-
Shot Learning

1 Introduction

The recent development of large-scale text-to-image diffusion models [53,55,57],
notably Stable Diffusion [55], has demonstrated remarkable capabilities in pro-
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(a) Fully-supervised PNG Paradigm
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Fig. 1: A comparison between the previous fully-supervised PNG paradigm with our
proposed Zero-Shot Diffusion-based Paradigm. Motivated by the strong image-text
alignment of text-to-image diffusion models, we employ these generative models in
our PNG task through a zero-shot manner. This is aimed at exploring the ability of
diffusion models to perform phrase-level grounding.

ducing realistic and varied imagery. These models have been trained on exten-
sive text-image datasets like LATON-5B [58], enabling them to understand the
complex relationships between text descriptions and visual elements, and thus,
achieve outstanding vision-language alignment.

This advancement has led researchers to explore the capabilities of diffusion
models beyond mere image generation, applying them to vision understand-
ing tasks. Early attempts [31] utilized diffusion models as zero-shot classifiers
through the use of specific prompts, opening the door to their application in
perception tasks without finetuning. Subsequent research [4,35,43,47,77] ex-
tended these capabilities to detection and segmentation tasks, highlighting the
models’ strong potential for accurate localization. Further applications in refer-
ring expression comprehension/segmentation [38,48] have solidified the belief in
the significant potential of this approach. The success of these models in various
tasks underscores their ability for language-driven visual perception. However,
these tasks have primarily showcased the models’ ability to understand visual
content at the sentence level, depending on complete sentences or those crafted
using prompt techniques. The exploration into their capability for context-aware
phrase-level understanding remains relatively unexplored.

Acknowledging this gap, we identify the need for a task that can further
this exploration. The Panoptic Narrative Grounding (PNG) task [10,16,17, 22,
37,73,74,82], which has seen considerable advancement as a pixel-level multi-
modal challenge, fits this requirement perfectly. PNG aims to generate pixel-
level masks for each noun phrase within a long narrative sentence, as shown in
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Fig. 1(a), offering a more fine-grained comprehension compared to other cross-
modal tasks, such as visual question answering [25, 60, 76, 87| and image cap-
tioning [7,41, 50,72, 79]. This task serves as an ideal platform to delve into
the phrase-level understanding capabilities of diffusion models, moving beyond
sentence-level understanding to more granular, context-aware processing.

In this paper, we introduce DiffPNG, a straightforward yet innovative zero-
shot learning framework for Panoptic Narrative Grounding (PNG) that utilizes
text-to-image diffusion models, as illustrated in Fig. 1(b). Specifically, Dif PNG
views the PNG task as a localization-segmentation-refinement paradigm, primar-
ily facilitated by our proposed Locate-to-Segment Processor (LSP) and SAM-
based Mask Refinement (SMR) modules. Within LSP, we fully leverage the
characteristics of cross-attention and self-attention, creatively decoupling local-
ization and segmentation. Initially, we utilize cross-attention during the reverse
diffusion process to identify the location of each instance and obtain anchors.
Subsequently, using self-attention, we aggregate these anchors to generate the
segmentation mask. To further improve the coherence of the masks’ edges, we de-
velop SMR, which utilizes SAM [29] to refine our masks. We devise a strategy to
align the candidate masks generated by SAM with our segmentation outcomes,
thus producing a more refined output. Extensive experiments conducted on the
PNG benchmark dataset demonstrate that the proposed DiffPNG achieves ex-
ceptional zero-shot performance, proving the diffusion model’s capability for
context-aware, phrase-level understanding.

— To investigate the phrase-level vision understanding capabilities of diffusion
models, we reformulate the Panoptic Narrative Grounding task as a zero-
shot problem that begins with initial localization, proceeds to segmentation,
and concludes with refinement.

— We present the LSP module, which utilizes cross-attention to pinpoint anchor
pixels and self-attention for the aggregation and segmentation processes.
Additionally, we develop the SMR strategy, harnessing the capabilities of
SAM to significantly refine the segmentation mask.

— The proposed framework has achieved superior zero-shot performance on
the PNG benchmark dataset, conclusively demonstrating the capability of
diffusion models to understand visual content at the phrase level.

2 Related Work

2.1 Panoptic Narrative Grounding

Panoptic Narrative Grounding (PNG) aims to segment the objects and regions
corresponding to nouns in a long narrative sentence within a given image, en-
abling more sophisticated scene understanding. Similar to other multi-modal
segmentation tasks [52,83], the core challenge of PNG lies in the understanding
of both textual and visual semantics. Gonzalez et al. [16] pioneered this novel
task by creating a benchmark with a new standard dataset and evaluation, while
also proposing a fully-supervised method as a starting point for future work. The
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baseline method uses a two-stage approach: a pre-trained panoptic segmentation
model generates region proposals, and a Region-Phrase matching module scores
them to determine segmentation masks for each phrase. This process is heav-
ily dependent on the first stage’s outcomes, which may lack elegance. To tackle
this, Ding et al. [10] proposed a one-stage Pixel-Phrase Matching Network that
directly matches each phrase to its corresponding pixels and outputs panoptic
segmentation. Additionally, Wang et al. proposed EPNG [74] to tackle the high
computational and spatial costs in the segmentation stage, with a particular fo-
cus on real-time applications. Furthermore, Yang et al. introduced SS-PNG [82]
by using semi-supervised learning to reduce high annotation costs.

2.2 Generative Model for Visual Segmentation

Generative models, as a class of machine learning models, aim to learn the
probability distribution of data to generate new data samples. In recent years,
there has been extensive research in the field of generative models, including
Generative Adversarial Networks (GANSs) [2, 13,27, 28, 89] and Diffusion Mod-
els [11,20,24,49,63-67]. Especially, diffusion models have achieved significant
success in text-to-image generation systems, such as DALL-E [53],Imagen [57],
and Stable Diffusion [55]. Due to the robust abilities of these generative mod-
els in aligning images with text and comprehending their relationships, recent
researchers have explored their potential in perceptual tasks, including dense
prediction tasks such as semantic segmentation [1, 15,32,44,70,86] to generate
pixel-level segmentation results. Recent works on segmentation using GANs pri-
marily focus on the segmentation of prominent objects [5,12,21,39,42,71], which
have yet to capture the intricate complexities present in real-world scenes. Sur-
prisingly, Due to the powerful image-text comprehension capabilities of diffusion
models, diffusion-based visual segmentation has made significant progress [1, 26,
35,43,47,69,77], fully leveraging the intrinsic value of diffusion models. These
works can be roughly categorized into three types. The first type involves gener-
ating synthetic datasets using diffusion models to reduce annotation cost [47,77].
The second involves utilizing U-Net structure of pre-trained diffusion models for
feature extraction [34,51,59,68,78]. The third type involves using cross-attention
and self-attention mechanisms to assist the model in capturing contextual infor-
mation within images [43,69,69]. These methods have made segmentation train-
ing more efficient and reduced reliance on pixel-wise labels. Inspired by these
works, we aim to propose a zero-shot diffusion-based method tailored for PNG.

2.3 Zero-Shot Segmentation

Zero-shot segmentation refers to segmenting objects on unseen samples. There
are three primary methods in zero-shot learning: training a large model that per-
forms well on almost all unseen images [29,54,75]; utilizing models that are not
specifically trained for segmentation tasks [9,45,61,80,88]; unsupervised or self-
supervised learning [3,6,14,33,62]. Large models for segmentation like SAM [29]
shows impressive zero-shot performance on various visual tasks. Although this
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Fig. 2: Overview of the proposed DiffPNG framework, including all its components:
Feature Extraction, Locate-to-Segment Processor, Subject-Focused Feature Aggrega-
tor, SAM-based Mask Refinement.

kind of approach can achieve relatively accurate segmentation results, it requires
a significant amount of time to create such a high-quality dataset. Reco [61]
performs zero-shot segmentation by retrieving and segmenting based on a pre-
trained image encoder and CLIP. Self-supervised learning method DINO [3] ex-
plicitly contains the scene layout and object boundaries, which can easily transfer
to downstream object segmentation. Global-Local CLIP [85] proposed zero-shot
transfer from pre-trained CLIP to RES.

3 Method

In this section, we introduce our simple yet effective DiffPNG network for Panop-
tic Narrative Grounding, which utilizes a pre-trained Diffusion model to generate
high-quality masks. We briefly review diffusion model and introduce our prob-
lem definition in Sec. 3.1 Then we present our architecture details, including
Feature Extraction(Sec. 3.2), Locate-to-Segment Processor(Sec. 3.3), Subject-
Focused Feature Aggregator (Sec. 3.4), SAM-based Mask Refinement(Sec. 3.5).

3.1 Preliminaries

Diffusion Model. Diffusion models represent a novel class of generative models,
showcasing remarkable success in text-to-image generation systems [53,55,57].
Among these, Stable Diffusion [55] is a type of latent diffusion model that imple-
ments diffusion processes in latent space rather than in pixel space. Stable dif-
fusion models utilize an encoder-decoder framework. The encoder E compresses
the input image x € RT*Wx3 into a smaller spatial latent space z € R*wxe,
expressed as z = F(x), while the decoder D reconstructs the image from z,
written as & = D(z). The diffusion process consists of a forward process and a
reverse process. During the forward process, a small amount of Gaussian noise
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is gradually added at each time step until the image becomes an isotropic Gaus-
sian noise image. During the reverse process, diffusion models are trained to
gradually remove Gaussian noise to restore the original clear image as follows:

_ 1 1
Zt—1 = & lzt + (\/7_1 - \/7_1> = (Zt’tac)7 (1>
\/ ay 1 Qi

where z; is t-th step noisy latent, 81,..., Bt is variance schedule and oy = 1— 4,
C is conditional input, €9 denotes the denoising U-Net.

All diffusion processes occur in the latent space, implemented through a
U-Net [56] architecture with attention layers. This paper focuses on attention
mechanism in the U-Net during the inverse process to construct our paradigm.
Problem Definition. In our setting, our goal is to utilize Panoptic Narrative
Grounding (PNG) as a proxy task to investigate the phrase-level understanding
capability of diffusion model. Specially, given an image Z € RH*XWXCv and
corresponding long narrative text 7 € RV *C* from the PNG validation set, our
model aims to output the segmentation masks M € RN *HXW where H, W,
C, represent the height, width, channel of image Z, and N;, N/ represents the
maximum and the exact number of noun phrases, and C, denotes the channel
of the noun phrases. To this end, we use @p to denote our DiffPNG framework,
and the goal is to accomplish zero-shot inference, as outlined below:

M = ¢D (I, T) c {0’ 1}N£><H><W7I c RHXWXCU,T c RNtXCt' (2)

In our zero-shot PNG settings, our model will not access any training data,
including images, narrative texts, and mask annotations. Our framework is de-
picted in Fig. 2, with detailed module introductions in the following sections.

3.2 Feature Extraction

In diffusion models, latent noise and text embedding are provided as inputs to
perform the diffusion process. Consequently, the first step is to obtain the latent
representation and text embedding.
Visual Modality. In fully-supervised PNG tasks, FPN [36] with a ResNet-
101 [19] is usually used to extract high-dimensional features of images for fusion
with text features. However, for tasks involving stable diffusion [55], where ac-
cepting latent noise variables is necessary, this approach needs adjustment. Real
images from the PNG dataset must be converted into latent noise, a process typ-
ically handled by the DDPM [20], which introduces noise to generate latent vari-
ables. Unfortunately, the randomness of these variables impedes accurate image
reconstruction during the reverse process, making them unsuitable for feature
extraction. To maintain consistency in reconstruction, we employ the Null-text
Inversion [46], with DDIM inversion as its core, ensuring the reconstructed im-
ages closely match the originals and remain relevant to their descriptions. This
allows the latent noise to be effectively used for further segmentation tasks.
Given T sampling steps, DDIM inversion outputs noise latent {z;}7;, Null-
text inversion outputs latent {Z;}7_;, the initial T step noisy latent Z7 is equal
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to zp. To prevent a significant change in the reconstructed image, we minimize
Null-text inversion loss for time ¢t =T, ...,1 as:

min L7 = |2y — fe1(2,20,0)]) (3)

After N iterations optimization for unconditional embedding at time ¢, we update
the inverted noisy latent by current noisy latent z;_1 = f;_1(Z¢, 9¢,C), where
fi—1(+) denotes a function that maps z;, &;, and C to Z;—1. The denoising U-Net
can perceive a more accurate attention map from conditional input.
Linguistic Modality. In the previous fully-supervised PNG setting [10, 16,73,
74,82], the "base-uncased" version of BERT 8] is used as the text encoder to ex-
tract the embedding of noun phrases. In this paper, to align with the open-source
diffusion models, we utilize CLIP text encoder to encode text. Yet, limited by
the maximum length accepted by the CLIP text encoder, most narrative texts in
PNG dataset exceed this maximum length. Therefore, we adopt a text-splitting
strategy to maximize the preservation of the paragraph’s contextual semantics,
ensuring that each word in the text can be fully involved in computations. Spe-
cially, we split the paragraph 7 into multiple sub—paragraphs{ﬁl},]2[;17 with each
sub-paragraph’s length not exceeding the maximum length of the text encoder.
By feeding sub-paragraphs into CLIP text encoder 7y to generate text embedding
{er|er = 75(Tn)}Y2, of long narrative text.

3.3 Locate-to-Segment Processor

The inverse diffusion process effectively denoises by leveraging latent variables
derived from inversion module and text embedding from CLIP text encoder.
This process uses a U-Net network for prediction, which comprises 16 specific
blocks composed of two main components: a ResNet layer and a Transformer
layer. The Transformer layer employs two attention mechanisms: self-attention
to capture global image features and cross-attention to establish connections

between the visual and textual input. Formally, the self-attention map .Age’é 7 €

[0, 1JHXWXHXW and cross-attention map A% € [0, 1]7*W at layer [ for phrase

n are computed as follows:

A= Softmax (QZKZ) efo I}HXWxHxW (1)
self \/CTZ , ,
JKT
AL = Softmax <Q\/@e ) e [0,1)7*W 5)

where ., K, are [-th layer’s noisy latent z!, and K, is an intermediate repre-
sentation of text input. d; is the embedding dimension at layer .

In particular, cross-attention establishes a relationship between textual fea-
tures and visual pixels, allowing us to extract the corresponding pixels for noun
phrases. However, employing cross-attention directly as mask candidates might
be somewhat crude, potentially resulting in noisy regions. Motivated by this ob-
servation, we select pixels on the cross attention map for each noun phrase, with
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confidence levels higher than a certain threshold 3, as anchor points, defined as:

,Pgbnchor = {(17]) | A?r’ggg(lvj) > B}a (6)

where P . A%9 are the anchor point set and the average cross-attention
of each cross-attention layer for phrase n, respectively.

These anchor points effectively highlight the most relevant regions in the
text. To obtain masks with precise semantic information, we leverage pixel-
level self-attention maps with high spatial coherence to associate similar pixels,
thereby achieving refined segmentation results. Specially, we aggregate each an-
chor pixel’s self-attention maps and apply Min-Max normalization to generate

an enhanced map as follows:

A?nhanced = Norm Z Z:lgf (’L7 ]) ’ (7>
(i,9)€Pr

anchor

where A? ;. .cq 15 the enhanced map by self-attention, A’/ is average self-

attention of each selected self-attention layer. Norm() is Min-Max normalization.
Finally, we perform a binarization on the enhanced probability score map

AL hancea 1O Obtain the segmentation result as follows:
Mn(l,]) = 0, ‘Agnhanced(ivj> <« 7 (8)
1’ 'Agnhanced(zmj) >«

where M7 is the segmentation mask of the current noun phrase n, « is the
binarization threshold, ranging from 0 to 1.

3.4 Subject-Focused Feature Aggregator

To better utilize cross-attention between different words within a noun phrase,
we propose a Subject-Focused Feature Aggregator, an adaptive scheme based on
similarity. Specifically, let N, denotes the number of encoded tokens in the p-th
noun phrase, represented as v1,vs,...,vn,, Where each v; represents the word
embedding obtained through the CLIP text encoder. We compute the pairwise
similarities between word v; and word vy, using dot product, resulting in the
similarity score vector s = [51, 82yt SNP], defined as:

Si:'Ui"UNp, fOI"L':LQ,..w]Vp7 (9)

where s; represents the contribution of the word in this phrase to activating
relevant regions within an image. It is worth noting that the last word of an En-
glish noun phrase is always a noun, while the preceding words can be adjectives,
pronouns, and numerals. Thus, we assign a weight of 1 to the last word, with
the weights of the other words calculated based on their similarity scores.
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Later, we scale s; to [0, 1] by using Softmax operator w; = Softmax (s;). We
compute the aggregated attention A" . based on Eq. 7 for phrase n, defined

use

as:
NP

?use = Zwi * 781777,1har7,ced7 (10>
i=1

where A%, .. is the aggregated attention map for phrase n, and Az;jhame 4 s the

input attention map for i-th word in phrase n.

3.5 SAM-based Mask Refinement

Due to the zero-shot setting which prohibits access to the training set, the edge
information in the masks generated directly by DiffPNG still needs refinement.
Therefore, motivated by the strong edge segmentation capability of SAM [29,81],
we propose a refinement module called SAM-based Mask Refinement(SMR) to
correct the output of DiffPNG, referred to as Diff PNG*. In detail, we feed the
images into the frozen SAM without providing any prompts, utilizing SAM’s
"segment everything" functionality to obtain several candidate masks, which are
stored in a candidate pool for matching with our output. These candidate masks
do not contain any textual semantic information. For image Z, our constructed
candidate mask pool Mgy, is as follows:

MSAM:{M17M2a--~7MK|Mk€RHXW}~ (11)

Then we propose two matching score calculation methods to meet for differ-
ent segmentation error cases. Specially, s¥ is for addressing under-segmentation
cases, while s§ is for addressing over-segmentation. We will provide detailed
working principles about these two issues in the supplementary materials.
ZHXW (M;L N ],\\jj,k:)

j=1

k

51 = TxW / (12)
i (M;'L) te
ZH:XW M”ﬁﬁ-,k

o= =2 (317 0 ) (13)

HxW (77

where M 7 and ]\,ijk are j-th pixel in self-attention enhanced map and k-th SAM
candidate mask, respectively. € prevents division by zero.

Then we will select candidate masks with matching scores higher than the
threshold 7 to obtain the set M7 . . . as follows:

m atched = {Mk | s]f > Tor s’z’C > T} e RN xHxXW (14)

where 7 is matching threshold and M)} ., ;.. is matched mask pool for corre-
sponding phrase n. And Ny, is the size of matched mask pool.
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After matching, if there are SAM candidate masks in the matching set, we
will compute the union of these masks to obtain the refined mask My, ¢, 4. If

none of the masks generated by SAM can match the masks enhanced by self-
attention M™, then the masks M™ will be used as final masks, as follows:

~ r HxW - n
n {UMJCGM::IMCM(ZM/" eR ’ Zf Mmatched # %)

refined — ~ 15
fined M™, else (15)

4 Experiments

4.1 Datasets

PNG Dataset. We conduct experiments on PNG dataset [16] and compare our
method with existing fully-supervised methods. The PNG dataset consists of
image-text pairs, comprising 133,103 training images and 8,380 testing images.
Unlike datasets such as RefCOCO [84], PNG includes both singular and plural
forms in noun phrases, complicating the alignment of visual and textual elements.

4.2 Evaluation Metrics

Consistent with previous PNG works [10, 16, 82], we use Average Recall as the
evaluation metric, which measures the performance by calculating the IoU [23]
between our prediction and the ground truth for each noun phrase, with an loU
threshold. We calculate IoU for predicted masks and bounding boxes against
ground truth. Different thresholds were used to calculate the corresponding recall
rates.Average Recall is the area under the recall curve, derived from multiple IoU
thresholds.To comprehensively assess the performance, we calculate the Average
Recall evaluation metric for overall, things, stuff, singulars, and plurals splits.

4.3 Implementation Details

Our DiffPNG offers a zero-shot solution, requiring only an inference process,
without the need for any training images or annotations. All experiments are
conducted on an RTX3090 GPU. All test images are resized to the resolution
of 512 x 512. We employ the pre-trained Stable Diffusion [55] (V1.4) as our
generative model and utilize the pre-trained ViT-Huge version for SAM and its
automatic mask generation pipeline [29] in generating multi-scale masks offline.
For stable diffusion, the guidance scale is set to 7.5, the total step is 1000, the
DDIM diffusion step is 20, and the DDIM noise schedular Sy, ..., 87 starts from
0.00085 to 0.012 generated by scaled linear.

4.4 Comparisons with State-of-the-Arts and Alternatives

As shown in Tab. 1, we evaluate the performance of DiffPNG, along with fully-
supervised methods and different zero-shot methods on the PNG dataset. Fully-
supervised methods achieved good performance at the expense of training costs.
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Table 1: Comparison of our proposed method with the fully-supervised methods and
zero-shot methods on the PNG benchmark.

Method Visual |Language| Segmentation Average Recall(%) 1

Encoder| Model |Overall Singular Plural Thing Stuff

PNG [16] RN-101| BERT 55.4 56.2  48.8 56.2 54.3

PPMN [10] RN-101| BERT 59.4 60.0 54.0 57.2 62.5

MCN [40] RN-101| GRU 54.2 56.6 38.8 48.6 61.4

Fully- EPNG [74] RN-101| BERT 58.0 58.6  52.1 54.8 624
Supervised DRMN [37] RN-101| BERT | 62.9 63.6  56.7 60.3 66.4
PPO-TD [22 RN-50 | BERT 66.1 69.1 58.3 64.0 70.7

PiGLET [17] SWIN-L| BERT 65.9 67.2 54.5 64.0 68.6

NICE [73] RN-101| BERT 62.3 63.1 55.2 60.2 65.3

XPNG [18] RN-101| BERT 63.3 64.0 56.4 61.1 66.2

Random - - 15.53 15.76 13.47 11.90 20.58
DatasetDiffusion [47]| UNET | CLIP | 23.46 24.28 16.03 15.99 33.83

Zero-Shot DiffSeg [69] UNET | CLIP 24.08 24.75 18.02 17.69 32.95
DiffPNG (ours) UNET | CLIP 33.54 34.05 28.93 29.79 38.74
DiffPNG*(ours) UNET | CLIP |38.49 39.18 32.14 35.9542.00

Under the zero-shot setting, DiffPNG has achieved the best performance, sig-
nificantly surpassing other zero-shot methods based on the diffusion model and
zero-shot learning. DiffPNG shows a 33.54% Average Recall, with a +10.08%
and +9.46% improvement over Dataset Diffusion [47] and DiffSeg [69]. Under
the zero-shot setting where masks are randomly generated, the performance
is merely 15.53%, which underscores the effectiveness of the diffusion-based
paradigm we’ve crafted in achieving robust image-text alignment capabilities.
An enhanced version, DiffPNG*, with an improved SMR module, achieves a
38.49% Average Recall, a +4.95% increase from the original DiffPNG.

4.5 Ablation Studies

Locate-to-Segment Processor. In our ablation study of the LSP module, as
depicted in Tab. 2, we focus on validating the effectiveness of our approach, which
identifies anchor points using cross-attention mechanisms and subsequently per-
forms segmentation with self-attention. Cross-attention alone serves as our base-
line. In Tab. 2(a), we compare the methods of solely employing cross-attention
versus combining it with self-attention in pure visual segmentation tasks. Dataset-
Diffusion [47] entails taking the power of self-attention and multiplying it with
cross-attention, while DiffSeg [69] involves assigning semantics based on the
merged self-attention and cross-attention. Experiments show both methods un-
derperform compared to baseline on PNG dataset. In Tab. 2(b), we refine the
baseline for utilizing cross-attention to select anchor pixels by adjusting the way
and parameter. Initially, we devise a method where top K confidence-ranked
points on cross-attention are chosen as anchor pixels. However, this approach
does not yield performance improvements due to the inflexibility of the percentile
method, which selects a fixed number of points for all samples. Consequently, we
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Table 2: Ablation study of LSP Module.

Segmentation Average Recall(%) 1
Overall Singular Plural Thing  Stuff

Baseline(only use cross attention) ‘ 30.24 30.65 26.58  26.88  34.92

() Alternatives | D2tasetDiffusion [47] | 23.46 2428  16.03 1599  33.83
DiffSeg [69] 24.08 2475  18.02 17.69  32.95

90 | 29.35  29.83 2501 2623  33.68

Porcontage k| 80 | 3013 30.61 2579 2599 3588

ercentage 70 | 28.81  29.27 2467 2412 35.34

(b)Selection 60 | 29.35  29.83 2501 2623  33.68
0.3 | 32.04 3254 2747 28.05  37.58

0.4 | 33.54 34.05 28.93 29.79 38.74

Threshold 51 57| a0 g1 3332 2813 2048  37.43

0.6 | 30.15  30.67 2545 27.30 34.11

cross ‘ self ‘ Overall Singular Plural Thing  Stuff

16 32 | 33.54 34.05 28.93 29.79 38.74

64 | 3345 3396 28.80 29.79  38.53

Resoluti 3 32 | 1654 1598 2157 2115  10.13
(€)Resolution 64 | 16.86  16.29  22.01 21.43  10.51
61 32 | 11.68 1173 1128  9.69  14.44

64 | 11.09  11.05 1148 10.15 12.40

Table 3: Ablation study of different feature aggregators for noun phrases.

Segmentation Average Recall(%) 1
Overall Singular Plural Thing Stuff

Average aggregator 32.40 33.11 2591 28.80 37.39
(a)Aggregator | Multiplication aggregator | 28.67  30.75  19.92 25.86 34.97
Subject-Focused aggregator| 33.27 33.81 28.41 29.62 38.35

self-attention aggregation | 33.27 33.81 28.41 29.62 38.35
cross-attention aggregation| 33.54 34.05 28.93 29.79 38.74

(b)Input feature

adopt a simpler and more adaptable threshold-based approach, selecting pixels
with confidence scores above a threshold 5 as anchor points. Upon fine-tuning the
threshold values, we observe a significant improvement of +3.30% than baseline
when 3 was set to 0.4. Finally, in Tab. 2(c), we conduct an ablation study on the
impact of the resolution sizes of attention maps and find setting cross-attention
resolution to 16 and self-attention resolution to 32 yields the best results.

Subject-Focused Feature Aggregator. In Tab. 3, we investigate the impact
of different feature aggregators on Average Recall, as well as different input fea-
tures into the aggregator on experimental outputs. The results indicate that
our proposed aggregator, which based on semantic similarity, surpasses both the
average aggregator A%}, . = Nip vaz”l Az;fhmce 4 and multiplication aggregator

= vazpl n. with 33.27% overall Average Recall. Moreover, aggre-

fuse enhanced’
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Table 4: Ablation study of SMR Module.

Segmentation Average Recall(%) 1
Overall  Singular  Plural Thing Stuff

Baseline 30.24 30.65 26.58 26.88 34.92
DiffPNG 33.54 34.05 28.93 29.79 38.74
+DenseCRF 23.49 24.13 27.71 20.97 26.69

0.3 36.35 36.92 31.18 33.38 40.49
0.4 37.55 38.16 32.02 34.83 41.33
Threshold 7 0.5 38.26 38.92 32.28 35.70 41.82
0.6 38.49 39.18 32.14 35.95 42.00
0.7 38.23 38.96 31.68 35.57 41.93

+SMR/(DiffPNG*) ‘ 38.49 39.18 32.14 35.95 42.00

Table 5: Ablation study on different components.

Segmentation Average Recall(%) 1

D ‘CA LSP SMR‘Overall Singular Plural Thing Stuff

(a) 1553  15.76 13.47 11.9 20.58
(b)| v 3024 30.65 26.58 26.88 34.92
v v 3354 34.05 28.93 29.79 38.74
(d|v v v |38.49 39.18 32.14 35.95 42.00

gating features through cross-attention achieves +0.27% improvement on overall
Average Recall over aggregating features after enhancing with self-attention.

SAM-based Mask Refinement. In Tab. 4, we verify the effectiveness of our
post-processing SMR module and perform hyper-parameter ablation. The first
and second row represent the results only using the cross-attention and incor-
porating our LSP module, respectively. In the third row, we add traditional
refinement method DenseCRF [30] (based on local relationships defined by color
and distance of pixels). DenseCRF’s lack of improvement possibly due to the
coarse nature of zero-shot masks, which will introduce noise. In the fourth row,
adding SMR module achieves the best performance. Ablation studies on the
threshold 7 reveal setting it to 0.6 yields optimal results. The overall Average
Recall reaches 38.49%, a +4.95% increase over DiffPNG and +8.25% over the
baseline, proving the mask refinement’s effectiveness.

Effect of different components. In Tab. 5, we summarize impact of differ-
ent module combinations on performance. Row(a) represents results generated
randomly. Row(b) indicates a significant improvement of +14.71% in overall Av-
erage Recall compared to random configuration after incorporating only cross-
attention component. This suggests diffusion model possesses a certain level of
image-text alignment capability in the discrimination task. Row(c) adds the LSP
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Fig. 3: Qualitative analysis compares our proposed DiffPNG* with ground truth.

component, resulting in a further +3.30% increase in Average Recall, validating
the effectiveness of our proposed paradigm of localization before segmentation.
Leveraging self-attention effectively boosts the method’s performance. Lastly, we
add SMR module in row(d), refining masks using SAM, resulting in the best per-
formance. The overall Average Recall reaches 38.49%, a significant improvement
of +22.96% compared to random configuration.

4.6 Qualitative Results

In Fig. 3, we visualize our proposed DiffPNG* compared with ground truth on
selected samples from the PNG benchmark dataset. Our solution, based on the
diffusion model, achieves excellent zero-shot inference capability, even without
having seen any PNG data. The results demonstrate that our proposed paradigm
can achieve phrase perception. We provide additional visualizations of each mod-
ule’s effectiveness in the supplementary materials.

5 Conclusion

In this paper, we reformulate the Panoptic Narrative Grounding task using sta-
ble diffusion as a zero-shot problem of initial localization, followed by segmenta-
tion, and finally refinement. By leveraging the reverse diffusion process, we de-
rive cross-attention and self-attention maps to construct our Locate-to-Segment
Processor module. Furthermore, by harnessing SAM’s multi-scale capability to
further refine our masks, we enhance mask quality, showcasing our framework’s
proficiency in understanding phrase-level text-image alignment. Experimental
results demonstrate that DiffPNG can significantly improve segmentation per-
formance, suggesting that employing generative models for discriminative tasks
such as noun phrase understanding holds promise.
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