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S.1 Experimental Details:

In this section, we provide additional experimental details omitted from the main
paper for brevity.

S.1.1 Diffusion Network

We used the Diffusers [18] library (version 0.24.0) to implement ControlNet [29]
training and sampling for both LUMEN and all other baselines.
Training: We used the same setting for training ControlNet in all experiments.
The AdamW [15] optimizer was used with β1 = 0.9, β2 = 0.999, λ2 = 1e−2,
ϵ = 1e−8 and a learning rate of 1e−5. Each network is trained for 100, 000
iterations using a batch size of 16. Following Zhang et al. [29], we randomly
replace the text prompt with an empty string with probability p to encourage
the network to use image conditioning as replacement for the prompt. For our
experiments, we used p = 0.1.
Inference: At inference, we use UniPC [31] to sample from the diffusion model.
All images are generated using 20 sampling steps, 7.5 guidance scale and 1.0
condition scale. Although LUMEN requires the use of a large Foundation model
to extract neural layouts, this does not significantly impact inference speed as the
same neural layout is reused for all sampling steps. On a single NVIDIA A100,
LUMEN with 20 PCA components takes 7.9 seconds on average to generate a
batch of images while ControlNet with Sem. Seg. conditioning takes 7.7 seconds.

In terms of GPU memory, LUMEN occupies comparable or less memory
than other baselines. This is because LUMEN uses the frozen Stable Diffusion
copy within ControlNet to extract the features, while other conditioning types
may require a separate dedicated network. Aside from this, the only difference
in architecture is the number of channels in the first conv. layer of ControlNet
(3 for Sem. Seg., up to 20 for LUMEN, and 1 for all others).
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S.1.2 Model Backbones

We clarify here which variant of backbones we chose for each foundation model.
We experimented with CLIP (ViT-L/14-336) [19], DINO (ViT-S/8) [2], DINOv2
(ViT-S/14) [17], and the denoising U-Net of Stable Diffusion v1.5 (SD) [20] as our
choice of backbone for descriptors extraction. Whenever possible, the smallest
variant of the backbone was chosen to speed up experiments. The exception was
CLIP since we observed that the default CLIP feature resolution is quite low.
Therefore, we used the larger 336� 336 variant to boost the feature resolution.

S.1.3 Evaluation Metrics

For mIoU, SI depth [6], and FID [9], we sampled 4 synthetic image per reference
image and computed the metrics over all samples. For LPIPS [30] diversity, we
sampled 20 synthetic images per reference image instead to reduce variance. Due
to the high cost of doing this for the entire validation set, we limited this evalua-
tion to the subset of the first 50 images. For TIFA [10] text editability, we consider
specifically the scenario of adverse weather and lighting conditions. For each ref-
erence image, we use text prompt to make the scene “night”, “snowy”, “foggy”, and
“rainy”. As recommended by Hu et al. [10], we then use the mPLUG-large [12] to
perform VQA. The model is asked “How does the day look like?”, “What is the
weather condition?”, “Is it {night/snowy/foggy/rainy}”, and is tasked to select
the correct condition from the four possible options. TIFA was computed for all
Cityscapes validation set and for filtered part of the ADE20k and COCO-Stuff
validation set that is taken outdoors.

S.1.4 Cross Domain Multi-Task Training

To train the multi-task network, we use the default setting of LibMTL for train-
ing on NYUv2. This uses the ‘EW’ weighting strategy and the ‘HPS’ architec-
ture. For optimization, the Adam optimizer using the step scheduler was used for
200 epochs. Although an epoch contains a different number of images depend-
ing on whether synthetic data was incorporated, we observed that the network
converges well before 200 epochs were reached. As we report the performance
of the best checkpoint at the point of convergence, this difference in epoch size
should be negligible.

For the sem. seg. conditioning baseline, we note that NYUv2 classes is al-
most a subset of COCO-Stuff classes. The only class not present in COCO-Stuff
is painting. We expect this mismatch in class definition to degrade the sem. seg.
performance of the downstream model. This highlights the advantage of LU-
MEN, since neural layout is not susceptible such definition mismatches and is
more generalizable in this cross domain setting.

S.1.5 Domain Generalization

For each of the 2975 training images from Cityscapes, we created one image
from the diffusion model with each of the target adverse weather and lighting
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conditions (Rain, Fog, Snow, and Night) and use the reference image’s anno-
tations. Note that although LUMEN, FreestyleNet [25], and ControlNet with
Sem. Seg. [29] could have created more data for training, we used only one sam-
ple for fairness to PnP-Diffusion [21] as it could not create additional variations
by default. The synthesized data and the original data are then combined into
a new dataset with 14875 annotated images for to train SegFormer [23].
PnP-Diffusion Efficiency: As PnP-Diffusion is an image editing method with
a very different inference procedure, we further compare the time and memory
costs of the method here. PnP requires an expensive additional DDIM inversion
process that takes over 1.5 minutes per image on a single NVIDIA A100. PnP
also needs to keep the self-attention features obtained from the inversion process
in memory, which costs 65 MB of additional memory per image in the public
implementation.

S.1.6 Neural Layout Visualization

To visualize the semantic content in the neural layout used for LUMEN, we
upsampled the input image to 2048 � 1024 (Cityscapes) or 2048 � 2048 (Oth-
ers) to increase feature resolution and used UMAP [16] to further reduce the
dimensionality of the neural layout from 10 to 3 channels.

S.1.7 Image Composition

To create the edited image in Fig. 9, the semantic segmentation label of the
COCO-Stuff dataset was used to identify the locations of the cat pixels for com-
positing. The target location of the cat in the bathroom and the new scale of
the cat is manually specified. The composite neural layout is then used in LU-
MEN pretrained on COCO-Stuff to generate the resulting image.

S.2 More Experimental Results

In this section, we show supporting experiments and visualization to further
illustrate the advantages and disadvantages of LUMEN.

S.2.1 Cross-Dataset Synthesis (Qualitative)

When LUMEN is trained with a large and diverse enough dataset, we observe
that it can generalize to other reference images (see Fig. S.1). This is demon-
strated using LUMEN trained on COCO-Stuff [1] and applied on Cityscapes [4],
ADE20k [32], and BDD100k [28]. Despite having not seen any images from the
target dataset, samples from LUMEN looks realistic and aligns well with the
reference images. We note especially that the COCO�!Cityscapes sample does
not have the characteristic green hue associated with Cityscapes. This suggests
that the method can be used to synthesize new annotated data without the bi-
ases of the original dataset. Finally, we show that LUMEN can still apply text
prompts to further edit the images from these unseen datasets by changing the
weather conditions and the material properties.
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sem. seg depth surface normal
Conditioning mIoU " pixAcc " AbsErr # RelErr # mean # median # <11 " <22 " <33 "
Edges (Canny) 32.5 58.7 1.26 0.58 31.5 25.5 21.8 45.0 56.8
Edges (HED) 42.0 67.8 1.30 0.59 27.2 20.2 28.8 54.1 65.5
Depth (MiDaS) 38.6 65.2 1.23 0.58 27.6 21.0 28.2 52.7 64.2
SemSeg (pred) 31.7 60.2 1.24 0.58 29.7 23.7 25.3 48.0 59.6
Neural Layout 43.2 68.7 1.25 0.58 26.1 19.1 30.9 56.5 67.8
Baseline 44.6 69.9 1.17 0.56 25.8 18.7 31.7 57.3 68.6

Table S.1: Without using any real data for training, the downstream network can
achieve the best performance on sem. seg. and normal estimation tasks by using syn-
thetic data from neural layout. This experiment uses 10 times the available images in
synthetic data and this increase in data diversity allows the network performance to
approach those obtained by training on real data.

Method CS Rain Fog Snow Night Avg.

Baseline(CS) 67.9 50.2 60.5 48.9 28.6 47.0

Hendrycks-Weather [8] 69.25 54.0 64.7 49.6 28.5 49.2
ISSA [14] 67.5 55.9 67.4 53.2 33.2 52.5
LUMEN (Ours) 68.5 53.4 67.4 55.6 35.1 52.9

Oracle 68.2 63.7 74.1 68.0 48.8 63.6
Table S.2: Additional comparison to methods not based on T2I diffusion for domain
generalization from Cityscapes (CS) to ACDC.

S.2.2 Cross-Dataset Synthesis (Quantitative)

Extending the experiment we described in Sec. 4.3, we show additional quantita-
tive evaluation of dataset generated from a network trained on COCO while using
NYUv2 images as references. We train the downstream multi-tasking network
on synthetic data only and show the results in Tab. S.1. For this experiment, we
created 10 variants of the reference image to increase the diversity of the syn-
thetic only training set. We observe that data generated using neural layout can
be used to train a network with performance close to a network trained on real
data for sem. seg. and for surface normal estimation. This suggest that with a
large and diverse enough unlabeled dataset for training LUMEN , the generator
generalize well to an unseen image domain. In contrast, other conditioning meth-
ods performs significantly worse on both tasks which highlights neural layout’s
unique ability to well preserve both semantic and geometric information.

S.2.3 Domain Generalization

We additionally compare against data synthesis methods that are not based on
T2I diffusion models for domain adaptation from Cityscapes to ACDC in Tab. S.2.
Hendrycks-Weather [8] simulates weather conditions in an ad hoc manner for
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SegFormer TaskPrompter (3D)
Method mIoU " RMSE # mDS "
Baseline 67.90 4.78 0.19
Edges (Canny) 67.08 5.26 0.16
Edges (HED) 67.40 4.96 0.19
Depth (MiDaS) 68.00 4.96 0.17
SemSeg (pred) 67.66 5.16 0.18
Neural Layout 68.54 4.89 0.20

Table S.3: Data generated from Neural Layout is suitable to train SegFormer [23] for
semantic segmentation (mIoU) and TaskPrompter [26] for depth estimation (RMSE)
and 3D object detection (mDS) on Cityscapes.

data augmentation and does not produce convincing images for the more chal-
lenging snow and night conditions. ISSA [14] applies style randomization using
styles from within Cityscapes to synthesize additional variations. This works well
for settings without drastic visual changes (Rain, Fog) but does not perform as
well as T2I diffusion models for larger domain shifts (Snow, Night). As a result,
our method performs better overall. However, we believe style randomization
techniques like ISSA could be a complementary method to introduce additional
beneficial variations in synthesized data.

We visualize the improvements to the segmenter prediction by using data
synthesized by LUMEN in Fig. S.2. We see that the baseline segmenter have
trouble with reflective surfaces and low visibility caused by the adverse weather
condition not present in the baseline Cityscapes dataset (Baseline). By using
our additional data (Ours), the segmenter can learn from synthetic images with
similar shifts in image domain to make better predictions.

S.2.4 Multiple Tasks learning on Cityscapes

We additionally experimented on the multi-task learning capabilities of data syn-
thesized by LUMEN on Cityscapes [4]. For this experiment, the 2975 training
images were used as reference to generate synethetic data. For each reference
image, 10 synthetic images were sampled. This synthetic dataset is then con-
catenated with the real images to create a combined dataset of 32725 label
images. The semantic segmentation labels, the depth disparity maps, and 3D
bounding boxes of vehicles [7] for training downstream networks.. Using this,
SegFormer [23] is trained for semantic segmentation and TaskPrompter [26] for
jointly predicting depth and 3D bounding boxes for vehicle detection.

The results are shown in Tab. S.3. We follow prior work [26] and report root-
mean-square error (RMSE) of the estimated disparity and the mean detection
score (mDS) [7] to evaluate the quality of the 3D tasks. Neural layout performs
better or equal to existing conditioning on all tasks simultaneously. It also im-
proves upon the mIoU and mDS compared to a baseline that uses only real data.
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This demonstrates that neural layout is a more universal conditioning and the
data generated using it can be applied across different tasks.

S.2.5 Additional Conditioning Comparisons

We show additional comparison to existing conditioning inputs in Fig. S.3. We
highlight that Sem. Seg. creates drastically different houses and waterfall, since
label maps can not capture geometry and orientation. On the other hand, edge
and depth descriptors have the problem of inferring the semantic meaning of the
input. This results in incorrect generation that confuses waterfall and forest, or
street and grass. Furthermore, we see that the fences are wrongly oriented despite
edge conditioning; this demonstrates that geometry can still be ambiguous in
degenerate cases. Our proposed neural layout is the only conditioning type that
correctly preserves all these different types of information simultaneously.

S.2.6 Comparison of Feature Backbones

Cityscapes ADE20k
Feat. mIoU " SI Depth # FID # LPIPS " TIFA " mIoU " SI Depth # FID # LPIPS " TIFA "
CLIP 33.8 21.8 40.9 0.41 0.86 31.8 23.6 23.1 0.58 0.86
DINO 51.2 13.0 35.0 0.21 0.62 41.9 22.2 18.5 0.39 0.80
DINOv2 53.5 13.1 38.0 0.20 0.72 43.8 22.8 19.3 0.41 0.77
SD 56.7 12.9 32.1 0.22 0.68 43.0 23.3 18.4 0.42 0.78

Table S.4: Comparison of different FMs for extracting neural layouts on more datasets.
Overall, SD features provides the most semantically and spatially relevant neural lay-
outs at 10 PCA components. DINOv2 also achieved good performance, especially on
ADE20k.

We show additional comparisons of features for neural layout in Tab. S.4.
Overall, SD features provides the best performance although DINOv2 is not far
behind.

In Fig. S.4, we visualized the first 10 PCA components of extracted features
following the procedures laid out in Sec. S.1.6. For CLIP, we follow [27] and
used the Transformer [22] (v4.33.1) implementation, which limits input sizes to
336� 336. This is reflected in the resolution of the neural layout visualized. An
implementation that does not limit the input size could improve competitiveness
of CLIP features. We also observe a vertical-striped pattern in the DINOv2
features. As noted by [5], this pattern is likely caused by the lack of anti-aliasing
in the position embedding interpolation during training of DINOv2. It would be
interesting to see if the improved DINOv2 without these artifacts [5] could lead
to further improvements in neural semantic image synthesis. However, due to the
very recent release of their model, this is outside the scope of this submission.
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S.2.7 Additional PCA Ablation

Cityscapes ADE20k
Comp. mIoU " SI Depth # FID # LPIPS " TIFA " mIoU " SI Depth # FID # LPIPS " TIFA "

1 45.2 15.6 36.4 0.33 0.79 35.4 26.1 20.1 0.50 0.82
3 53.4 13.6 33.9 0.27 0.71 41.5 23.3 19.4 0.44 0.81
5 53.1 13.3 33.6 0.25 0.68 42.9 23.2 18.6 0.41 0.81
10 56.7 12.9 32.1 0.22 0.68 43.0 23.3 18.4 0.42 0.78
20 58.2 11.8 30.8 0.18 0.48 45.7 21.1 16.1 0.33 0.67
100 64.0 10.4 23.6 0.10 0.36 49.5 20.6 12.7 0.20 0.43
Image 66.7 9.7 22.7 0.06 0.28 51.9 19.3 6.49 0.08 0.29

Table S.5: We include additional PCA ablation results on Cityscapes and ADE20k to
show how dataset complexity is also a factor in choosing the number of PCA compo-
nents. Better trade o� is possible for the more diverse ADE20k and COCO-Stu� than
for Cityscapes.

We performed PCA ablation on Cityscapes [4] using the additional unla-
beled data and ADE20k [32] in Tab. S.5. The number of PCA component
is also e�ective as a way to trade-o� faithful generation for sample diversity
and text controllability on other datasets. We note that on the less visually di-
verse Cityscapes [4] LPIPS and TIFA drops faster as more PCA component are
kept. This suggests that curating the dataset diversity when scaling up train-
ing for LUMEN could improve the aforementioned trade-o� and thus further
improve the overall generation quality.

S.2.8 Comparison to Inversion-based Image Editing

Here we compare our method to inversion-based image editing method. Although
such methods can also provide annotation-free variations.One disadvantage of
inversion-based editing is their reliance onprompt change to a�ect the image.
In Fig. S.6, we see that existing methods [11, 24] simply reconstruct the source
image without prompt change. It is not trivial to automatically craft text changes
in practice, since expert knowledge of the operational design domain is often
needed for downstream applications. In contrast, our proposedneural semantic
image synthesiscan generate diversity from just the source prompt, or even
without prompts at all. From our experiments, we also found that inversion-
based editing have problems with complex scenes as information about image
composition is entangled with the text and inverted noise. InfEdit can reliably
match the prompt, but in a way that causes unintended changes. DirectInv
lacks of editability when the target objects are not the focus of the image. Our
method works better in these cases, since neural layout disentangles the complex
composition from the desired text edit (see Fig. S.6).
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S.2.9 Segmentation Foundation Model

Although much progress has been made into creating a foundation model that
can be used to segment images out-of-the-box, exist methods are not suitable as
a general sem. seg. extractor for conditional image generation. We demonstrate
results of two variants of SAM in Fig. S.5. Semantic-SAM-1 cannot predict class
names but has merely the option to select segmentation granularity including
semantic class level. Semantic-Segment-Anything makes open-vocabulary pre-
diction, e.g., �that�, �a blurry photo�. Meanwhile, both methods can ignore some
regions, e.g., tra�c signs, tra�c lights. Therefore, their automatic labelling with-
out human intervention cannot ful�ll the requirement for training ControlNet.

S.2.10 Limitations

Attribute Binding LUMEN was not designed to explicitly address the �at-
tribute binding� problem pointed out in Chefer et al. [3]. As a result, text
prompts that attempts to change the attribute of one or more objects might
�bleed� into surrounding objects or the attribute modi�cation could be ignored
(see Fig. S.7). Finding ways to incorporate training-free optimization techniques
[3, 13] designed to address this problem intoLUMEN would be an interesting
extension to the method.

Faithfulness vs Editability Although neural layout responds to text prompt-
ing, we observe that the impact of the edit is more limited compared to semantic
segmentation (see Fig. S.8).This is likely due to the fact that an image described
by neural layout is more constrained as it need to be faithful to the more infor-
mative conditioning input. Adding the ability to balance between whether image
or text conditioning should take precedence would be an interesting future di-
rection.
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Fig. S.1: Applying LUMEN trained on COCO-Stuff to reference images from other
datasets. Despite the domain shift, images generated by LUMEN remains faithful to
the reference while providing diversity through sample variation and text prompting.
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