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A Summary

In the supplementary material, we first provide a thorough procedure for updating
the variational parameters in Section B, and then introduce some knowledge
related to the distributions used in our paper in Section C. The demonstration
of properties of the truncated Dirichlet Process (DP) is included in Section
D. Moreover, we show additional experimental results in Section E on the
effectiveness of our method and reveal more details about our experimental
implementation and time complexity in Section F. Lastly, a detailed description
of the baseline methods is given in Section G.

B Detailed Derivations of the Variational Posterior

We provide the detailed variational posterior update procedure for each parameter
of the DP [1, 5]. We first compute the variational posteriors of the weights using
the stick-breaking formulation. We have the following closed-form solutions of γ
that minimizes the KL divergence term DKL(qγt(βt)∥Beta(βt; γ1,t, γ2,t)),

γ1,t = 1 +

B∑
b=1

ϕb,t, γ2,t = η1 +

B∑
b=1

T∑
r=t+1

ϕb,r, (1)

for b ∈ {1, . . . , B}, where B is the sample size and T is the maximum number of
clusters. We then compute the log of posterior responsibility (i.e., the weighted
log ϕ) as follows,

log ϕb,t = const + Eβ∼q[log πt] + E[log p(xb)] +H[qψt(·|zb = t,xb)], (2)

such that
∑T
t=1 ϕb,t = 1.
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Finally, with µψt
(xb) and Σψt

(xb) encoded by the neural network ψt for
the t-th component, we can compute the closed-form update of the mean and
covariance matrix of a Normal-Inverse-Wishart distribution,

mt =
1∑B

b=1 ϕb,t

B∑
b=1

ϕb,tµψt
(xb),

Σt =
1∑B

b=1 ϕb,t

B∑
b=1

ϕb,t
(
Σψt(xb) + (µψt(xb)−mt)(µψt(xb)−mt)

⊤) .
C Details on Distributions

Multivariate Gaussian Distribution. We perform pooling on a mixture
of multivariate Gaussian distributions. The density function of a multivariate
Gaussian distribution is defined as

p(x;µ,Σ) =
1

(2π)n/2|Σ|1/2
exp

{
− 1

2
(x− µ)⊤Σ−1(x− µ)

}
,

where µ ∈ Rp is a p-dimensional mean vector and Σ ∈ Rp×p is the covariance ma-
trix. The KL divergence between two multivariate normal distributions N (µ1,Σ1)
and N (µ2,Σ2) is given by

DKL(N (µ1,Σ1)∥N (µ2,Σ2))

=
1

2

[
log

|Σ2|
|Σ1|

− p+ tr{Σ−1
2 Σ1}+ (µ2 − µ1)

⊤Σ−1
2 (µ2 − µ1)

]
.

Wishart Distribution. The density function of a Wishart distribution W(n,V)
on the precision matrix is given by

fΛ(Λ) =
1

2np/2|V|n/2Γp (n/2)
|Λ|(n−p−1)/2e−tr(V−1Λ)/2,

where Λ is a positive semi-definite matrix and V ∈ Rp×p is a fixed symmetric
positive definite matrix, and Γp is the multivariate gamma function defined as

Γp

(n
2

)
= πp(p−1)/4

p∏
j=1

Γ

(
n

2
− j − 1

2

)
.

The KL divergence between two Wishart distributions, W(n1,V1) and W(n2,V2),
is given by

DKL(W(n1,V1)∥W(n2,V2))

=− n2
2

log |V−1
2 V1|+

n1
2
(tr(V−1

2 V1)− p) + log
Γp

(n2
2

)
Γp

(n1
2

) +
n1 − n2

2
ψp

(n1
2

)
,
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where ψp is the multivariate digamma function.
Dirichlet Distribution. A Dirichlet distribution is a distribution over the
K-dimensional probability simplex,

∆K =

{
(x1, . . . , xK) : xi ≥ 0,

K∑
i=1

xi = 1

}
denoted as Dir(α) in this paper with α = (α1, . . . , αK) being K-dimensional
parameters. We say that (X1, . . . , XK) follows a Dirichlet distribution if its
density function is

p(x1, . . . , xK) =
Γ (

∑K
i=1 αi)∏K

i=1 Γ (αi)

K∏
i=1

xαi−1
i

where Γ refers to the gamma function. In short, a Dirichlet distribution can be
regarded as a multivariate generation of beta distribution as it is a distribution
over a K-dimensional probability simplex.

D The Infinite Limit of Finite Mixture Models

A DP can be truncated at T without losing its properties. Ishwaran and Zarepour
[8] propose to represent a DP model with a finite mixture of models, which is
formulated by Theorem 1.

Theorem 1. (Ishwaran and Zarepour [8]) Given the base distribution of a
Dirichlet process H, for every measurable function f integrable with respect to H,
as T → ∞ we have ∫

f(θ)dGT (θ)
D−→

∫
f(θ)dG(θ),

where G is approximated by an infinite mixture.

E Additional Experiment Results

We include additional results on cancer staging tasks on TCGA–COAD, TCGA–
BRCA, and BRACS datasets [2]. For TCGA datasets, we group cases into four
classes: “Stage I”, “Stage II”, “Stage III” and “Stage IV”, with more detailed
sub-labels merged (e.g., “Stage IIIA” and “Stage IIIB” are merged to “Stage III”).
Table 1 shows the numbers of cases of different classes and Table 2 presents the
experimental results. For the BRACS dataset, our task is to identify different
lesion types including malignant (193 WSIs), atypical (89 WSIs), and benign
(265 WSIs) lesions, for which the results are given in Table 3. We observe that
our method outperforms the baseline methods in general, which validates the
satisfactory performance of cDP-MIL.

We also visualize more qualitative examples of the localization results of WSIs,
as shown in Fig. 1.
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Table 1: Summary of datasets on cancer stages I–IV.

Datasets Stage I Stage II Stage III Stage IV
TCGA–COAD 159 386 268 144
TCGA–BRCA 327 1127 429 39

Table 2: Cancer staging (four stages) performance [%] of our method cDP-MIL
compared with SOTA methods on the TCGA–COAD and TCGA–BRCA datasets with
standard deviations in brackets.

TCGA–COAD TCGA–BRCA
Models AUROC Accuracy F1 AUROC Accuracy F1
ABMIL [7] 53.8 (3.7) 19.2 (7.8) 35.8 (4.4) 54.7 (4.6) 19.0 (10.0) 23.9 (3.2)
DSMIL [10] 59.3 (1.4) 35.7 (5.7) 37.9 (2.8) 51.4 (4.7) 18.3 (14.9) 23.2 (2.3)
PatchGCN [4] 60.1 (4.9) 38,2 (3.1) 38.5 (5.7) 50.3 (0.2) 41.6 (0.5) 25.1 (0.3)
GTNMIL [15] 54.2 (2.6) 29.3 (1.4) 24.3 (3.9) 50.3 (0.2) 41.6 (0.5) 25.1 (0.3)
H2MIL [6] 58.6 (2.7) 38.5 (5.4) 33.0 (5.0) 52.1 (7.2) 53.7 (2.6) 21.2 (2.5)
HEAT [3] 59.8 (2.5) 40.0 (2.1) 40.5 (2.7) 59.1 (3.8) 55.8 (6.4) 27.7 (16.3)
Remix [13] 58.3 (1.5) 33.9 (7.8) 24.8 (7.5) 58.8 (2.2) 35.6 (16.2) 27.6 (5.8)
BayesMIL [14] 54.0 (4.7) 34.6 (7.8) 24.0 (9.7) 56.8 (4.9) 43.9 (8.0) 41.4 (4.9)
cDP-MIL 60.3 (0.3) 45.7 (1.3) 41.2 (1.6) 59.2 (0.8) 62.7 (0.2) 51.9 (0.5)

Table 3: Classification [%] with 3-class lesion types on the BRACS dataset.

Models AUROC (SD) Accuracy (SD) F1 (SD)
ABMIL 77.8 (2.5) 65.8 (2.9) 64.3 (3.4)
DSMIL 76.6 (3.7) 65.4 (3.2) 63.7 (3.7)
cDP-MIL 84.4 (0.7) 72.9 (0.8) 72.0 (0.7)

F Additional Implementation Details and Time
Complexity

Implementation Details. The proposed framework is implemented in Python
with the Pytorch library on a server equipped with four NVIDIA TESLA V100
GPUs. We use 10-fold cross-validation to evaluate our model and the baselines.
All models are trained with 1000 epochs with early stopping. We adopt the
cross-entropy loss to train the network for classification tasks. We use the Adam
optimizer to optimize the model with a learning rate of 5× 10−5 and a weight
decay of 1 × 10−5. We reimplement the baselines using KimiaNet [15] as the
feature extractor for a fair comparison except for Table 1 in the main paper,
which is adopted from TransMIL [12]. Our implementation is based on the remix
[13] repository. We implement the Dirichlet process based on the implementations
in sklearn.mixture.
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Time Complexity. The average training time on each fold is 43 minutes on our
workstation (e.g., on TCGA–BRCA). In the test phase, the preprocessing time
(including feature extraction) is 22.51 s/slide, which is necessary for all SOTA
methods. The inference time is 0.81 s/slide, which is similar to other methods
(e.g., 0.56 s/slide for BayesMIL [14]).

G Additional Details on Baseline Methods

This section provides detailed descriptions of the baseline methods compared in
the experiments.

– ABMIL [7]: An MIL framework aggregating bag-level instance information
by the attention mechanism.

– DSMIL [10]: A dual-stream MIL framework utilizing max pooling and atten-
tion to aggregate signals from patches.

– DPMIL [9]: A generative Bayesian model employing DP and Gaussian mixture
to predict instance labels.

– BayesMIL [14]: A Bayesian framework that places distributional assumptions
on the patch feature distribution and enables uncertainty estimation in WSI
analysis.

– H2MIL [6]: An MIL framework based on heterogeneous graphs capturing
features from different magnification levels.

– GTNMIL [15]: A graph-based framework that learns instance-level interac-
tions with the graph transformer.

– PatchGCN [4]: A graph convolutional network that can capture context
information and aggregate instance-level histology features.

– TransMIL [12]: A transformer-based framework that integrates a vision
transformer for processing and aggregating patch images.

– CLAM [11]: An attention-based method that uses attention to identify sub-
regions and utilizes instance-level clustering to constrain and refine the feature
space.

– HEAT [3]: Model the interrelations of instances with a heterogeneous graph
and design a graph transformer-based architecture for prediction.
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(a) Ground Truth (b) cDPMIL 

Fig. 1: Tumor region localization. Left: Ground truth; right: cDP-MIL. Ground truth
regions are outlined with red boundaries. Lighter yellow indicates a higher importance
score.
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