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Abstract. In this paper, we aim to establish an automatic, scalable
pipeline for denoising the large-scale instructional dataset and construct a
high-quality video-text dataset with multiple descriptive steps supervision,
named HowToStep. We make the following contributions: (i) improving
the quality of sentences in dataset by upgrading ASR systems to reduce
errors from speech recognition and prompting a large language model
to transform noisy ASR transcripts into descriptive steps; (ii) proposing
a Transformer-based architecture with all texts as queries, iteratively
attending to the visual features, to temporally align the generated steps
to corresponding video segments. To measure the quality of our curated
datasets, we train models for the task of multi-sentence grounding on
it, i.e., given a long-form video, and associated multiple sentences, to
determine their corresponding timestamps in the video simultaneously,
as a result, the model shows superior performance on a series of multi-
sentence grounding tasks, surpassing existing state-of-the-art methods
by a significant margin on three public benchmarks, namely, 9.0% on
HT-Step, 5.1% on HTM-Align and 1.9% on CrossTask. All codes, models,
and the resulting dataset have been publicly released.

Keywords: Instructional Video Understanding - Video-Text Dataset -
Multi-Sentence Grounding

1 Introduction

The research on visual-language representation learning has recently made great
progress. It is primarily driven by contrastive learning on image-caption pairs
crawled from the Internet at scale [20121}/34], and has shown remarkable per-
formance on zero-shot image classification. However, in videos, the time di-
mension adds extra complexity that requires temporally corresponding cap-
tions/descriptions, posing challenges to learning fine-grained representation for
video understanding tasks, such as temporal action localization, visual-language
grounding, and grounded visual question answering.

* These authors contributed equally to this work.
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Fig.1: A comparison of the proposed HowToStep with annotations on HowTol100M.
Our dataset consists of multiple descriptive steps, with the corresponding temporal
windows. Compared to existing training data derived from ASR transcripts and task-
related articles of Wikihow , HowToStep data offers the following advantages:
1) Descriptive: clearly describes the procedural action steps in the instructional video;
2) Concise: all sentences can be grounded in the video, without redundancy or noises;
3) Temporally well-aligned: offers precise temporal boundaries for procedural steps.

Instructional videos, e.g., HowTo1l00M , have been widely used for learning
video representations , with the textual narrations acquired from
the Automatic Speech Recognition (ASR) system. However, unlike manually
annotated captions, training models with these ASR transcripts naturally incur
three issues: (i) off-the-shelf ASR systems may introduce recognition errors; (ii)
spoken narrations are generally not of descriptive style, thus contain redundancy
or ambiguity, e.g., talking about a specific ingredient or using ambiguous pronouns
(it, them, etc.); (iii) transcripts may not be well aligned with the visual signals,
e.g., greetings from the speaker, associating with inaccurate timestamps, or
describing the action before/after performing it. According to the statistics
from , only 30% of the narrations are visually alignable, and only 15% are
naturally well-aligned with correct start/end timestamp, as presented in Fig.

In this paper, we aim to establish an automatic, scalable pipeline for ‘denoising’
the large-scale instructional dataset, and contribute a ‘cleaned’ video-text dataset,
termed as HowToStep. Specifically, our curation procedure involves the following
aspects, first, to improve the quality of text descriptions, we replace the original
YouTube transcripts with the ones generated from WhisperX , and prompt
the large language models (LLMs) to transform noisy ASR transcripts into
coherent, descriptive steps that are closely related to the video content; second, to
temporally align the texts to the corresponding video timestamp, we adopt a two-
stage determination procedure, i.e., approximate estimation based on timestamps
from ASR transcripts, followed by training a lightweight Transformer-based
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model for further refinement, termed as Narrations / Steps to Video Aligner
(NaSVA), where we use multiple sentences as queries, to iteratively attend the
video features, and output the alignability or optimal temporal windows.

As a result, to demonstrate the effectiveness of our dataset curation pro-
cedure, we evaluate the model trained on such dataset, namely NaSVA, on
multi-sentence grounding tasks - narrations alignment [17] and procedural steps
grounding |28|, both aiming to localize the corresponding temporal segments for
multiple sentences in a video. Contrary to the existing text-to-video grounding
tasks that focus on only a single sentence at a time, for example, temporal
action localization 15|, moment retrieval [19] and natural language queries [22],
multi-sentence grounding necessitates the understanding of long instructional
videos, with finer-grained events or actions, while managing multiple interrelated
text queries simultaneously. Our model sets state-of-the-art performance on
both procedural steps grounding and narrations alignment across three public
benchmarks, surpassing existing models by a large margin, specifically, 9.0% on
HT-Step 28], 5.1% on HTM-Align [17] and 1.9% on CrossTask [50].

2 Related Work

Large-Scale Video-Text Datasets. Multi-modal video datasets are crucial
for video understanding tasks. Conventional video-text datasets [7,49|] are often
manually labelled, suffer from short video lengths, limited scale, and coarse
label granularity, and prevent the model from learning a generalized video
representation. In the recent literature, scalability becomes an essential factor for
constructing datasets, Youtube-8M [1] collects YouTube videos with metadata
provided by the users, Instagram65M [16] uses the associated hashtags as labels
to supply weak supervision for training. In order to get descriptive sentences with
richer semantics, instructional videos are collected at scale, as they naturally
come with dense narrations, obtained from ASR systems, by far, the largest
video-text dataset is HowTol00M [30]. As an alternative, [4] comprises over two
million videos with weak captions scraped from the internet, while the captions
are manually generated, they are not temporally aligned, and thus are insufficient
for learning fine-grained temporal representation. In this work, we transform
the noisy ASR transcripts into descriptive procedural steps and propose to
train a model to improve the video-text correspondence for instructional videos,
mitigating the flaws of the HowTol00M dataset for visual representation learning.

Language Grounding in Videos. Early efforts in language grounding pre-
dominantly concentrate on single sentence grounding tasks such as temporal
action localization [15], moment retrieval |19,/24,[47], and natural language
queries [22,|37], which lead to unprecedented progress in recent years. Given
a temporally untrimmed video and a natural language query, the goal of single-
sentence grounding is to determine the start and end times for the described
content in the video. However, due to the limitation of query lengths to single
sentences, the trained models lack an understanding of textual context. Un-
like single-sentence grounding, multi-sentence grounding involves simultaneously
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grounding multiple sentences from different semantic scales within the video. The
model needs to determine the intervals corresponding to each sentence based
on the correlation between multiple sentences, significantly increasing the task’s
complexity. This also enables the model to learn enhanced video-text representa-
tions. Initially, [5L[14L50] tries to delineate the video segments corresponding to
an action list. Instead of an action list, scripts describing a series of events in the
video are given for transcript alignment [11,33]. The availability of large-scale
video-text datasets such as HowTol00M has prompted many works on joint video-
text embedding training. Specifically, TAN [17] investigated directly aligning
contextualized narration representations generated from ASR transcripts to video
segments. Given that the ASR can be rather noisy, DistantSup [23] proposes
using distant supervision from a textual knowledge base, namely Wikihow [1§]
to denoise narrations from ASR. More recently, instead of aligning narrations,
VINA 28] proposes to ground procedural steps sourced from instructional articles,
however, as the order of instructions from Wikihow does not necessarily follow
those in the video, grounding procedural steps is thus more challenging. In this
paper, our improved HowToStep dataset enables to train models that tackle the
two problems simultaneously, namely, narration alignment [17] and procedural
step grounding |28|, while previous studies have only focused on one aspect.

Dataset Curation with Large Language Models. In the recent literature,
large language models (LLMs) such as GPT [6}31}/36] and Alpaca [40] have
achieved great success in natural language processing. Constructing multi-modal
datasets while generating pseudo-labels using LLMs becomes an efficient way
to exploit the common sense knowledge in LLMs, and save human efforts for
annotations |25,39]. For instance, VQA-T [45] generates question-answer pairs
for instructional video ASR transcripts by LLMs, which are then coupled with
the related video. The VQA model pre-trained on the generated dataset exhibits
enhanced generalization capabilities in various downstream tasks. Similarly, LLMs
are adopted to automatically derive question-answer pairs at scale for images
or videos, by leveraging the existing image/video captions [8,/12]. In addition to
generating a dataset directly, some works use the LLMs to create pseudo-labels
for large-scale video data that are later used for multi-modal vision tasks. For
example, LAVILA |4§] first trains a video captioning model on egocentric videos,
and proposes to rephrase the densely generated captions from the model. After
finetuning, the model demonstrates improved performance. As a concurrent
work, [38] adopts LLMs to transform the ASR transcripts of instructional videos,
however, there exists one crucial difference, we transform the transcripts into
concise steps, rather than dense captions as in their work.

3 Method

In this section, our goal is to establish an automatic, scalable pipeline for ‘denois-
ing’ the large-scale instructional dataset, and contribute a textually descriptive,
and temporally-aligned video-text dataset, which is termed as HowToStep. As
presented in Fig. [2| the entire pipeline can be divided into three parts: (i) we
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leverage LLM to transform narrations from the ASR transcript into descriptive
procedural steps; (ii) we use the similarity between the original transcript and
generated steps to approximate the start/end timestamp for each step; (iii) we
train a lightweight multi-sentence grounding model on the generated steps with
the approximated timestamp, and then use the trained model to refine the time
range for each generated step (i.e., self-training).

In the following sections, we start with improving the quality of texts by
LLMs in Sec. 3] Then, we introduce the multi-sentence grounding network
that enables to align texts to their corresponding video segments in Sec. [3:2}
Afterward, we describe the self-training procedure to refine the temporal ranges
for the generated steps in Sec. Lastly, we discuss two tasks that involve
multi-sentence grounding, that can be addressed by our model, and reflect the
quality of our curated dataset, namely, narration alignment and procedural step
localization in Sec. [3.4

3.1 Noisy ASR Transcripts — Descriptive Procedural Steps

To improve the quality of texts of the ASR transcripts in HowTol00M, we first
replace the original Youtube ASR transcripts with a recent WhisperX [3] as the
speech recognition tool, which can potentially resolve errors in recognition or
punctuation. However, some complex cases such as ambiguous pronouns and
grammatical mistakes can not simply addressed by upgrading the ASR system.
Therefore, we further propose to exploit the strong reasoning ability in large
language models (LLMs), to summarize the procedural action steps from the
noisy ASR transcripts, converting them to descriptive textual explanations for
instructional videos. The details are as follows:

Prompting LLM to Summarize Procedural Steps. We start by splitting
the complete transcript for each video into M segments, each segment G; consists
of around 10 sentences. Next, we prompt a Llama2-7B [41] to summarize the
transcript into concise steps that describe the main actions presented in the video,
as well as filtering the colloquial sentences in the speech. We refer the readers to
the complete prompt in Appendix.

Formally, let ©,k refer to LLM and the prompt texts, and the steps are
generated separately due to the limits of context length of LLM:

S= {él,...,GM}, éi = Q(Gi;li)7 Vi € [1,M]

where M is the number of separated ASR transcript segments. G, refers to the
summarized procedure steps for each segment GG;. S denotes the complete sequence
of generated steps for one instructional video. As a result, we have transformed
the ASR transcripts of around 370K videos (a subset of HowTol00M selected
by [|17]) into approximately 7M descriptive procedural steps. For comparison,
the Wikihow knowledge base only contains 100k procedural steps from 14K
instructional articles, according to the statistics in [28].

Estimating Timestamp For Procedural Steps. Till this point, we propose to
equip the summarised procedural steps with corresponding video timestamps, by
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Fig. 2: Schematic illustration of the proposed pipeline to summarizing noisy ASR
transcripts into descriptive steps (left), while determining the start-end timestamp
in the video (right). We utilize the Large Language Model (LLM) to summarize the
narrations from ASR transcripts into descriptive steps. Afterwards, we roughly get the
pseudo-label by chaining the ‘steps—ASR’ similarity and ‘ASR—video’ timestamp to
train our multi-sentence grounding network NaSVA in Stage 1. Lastly, we use the
trained model to refine the timestamp of the generated steps in Stage 2, resulting in
an extra training source for multi-sentence grounding, named HowToStep.

mapping them back to the original narrations with sentence similarity. Specifically,
we compute the similarity score between S generated steps and N narrations of
the transcript from each video, getting ‘steps—transcript’ matrix:

Tsn = softmax(g(S) - g(N)T /v, dim = 1)

where g(-) is a pre-trained text encoder, v is temperature, and Tsy € RS*V is
the textual similarity matrix. The generated steps grounding score matrix can be
computed by chaining the ‘steps—transcript’ matrix Tgsa and ‘transcript—video’
matrix Yary (i.e., ASR timestamps).

Ysy = Tsn - Yoy, Ysp € R¥XT

We set the timestamp with maximal score as the centre time ¢ for each step k,

kt
Cr = argmax Y‘[S{)]
t

and then find start-end timestamp (sg,ex) from c¢g until the alignment score

(Y([Sk{,s"'] , Yg’f’“]) are lower than the percentage ¢ of the score of the center time (i.e.,

ch{f’“] x () following . The step whose maximal alignment score Y‘[g{f’“] is

lower than a threshold e; will be regarded as unalignable and discarded.
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Fig. 3: Schematic visualization of the proposed multi-sentence grounding network
termed NaSVA. The visual features are treated as key-value pairs while textual
features as queries, to predict the alignment score matrix A between video and texts.

3.2 Multi-Sentence Grounding Model

At this point, the start-end timestamps of the generated steps are obtained directly
from weakly-aligned transcripts, which are naturally inaccurate, here, we propose
a multi-sentence grounding model, termed as Narrations / Steps to Video Aligner
(NaSVA), and a self-training strategy to refine these timestamps. Specifically,
given an untrimmed long-form instructional video (6.7 minutes on average),
X ={V, T}, where V = {V1,Vs,..., Vr} refers to the frames of the video, and
J ={J1,J2,...,Jik} denotes the K textual sentences associated with the video.
Our goal is to train a temporal multi-sentence grounding network that takes
one video and multiple texts as inputs, and outputs a textual-visual alignment
score matrix (A € RE*T) with the binary visual alignability (§ € RE*2) for each
sentence. Formally, it can be denoted as:

{@7 A} - Walign(év—enc (V); ét—enc(j)) (1)
In training, the ground truth label Y 7y, € {0, 1}5*7T takes value Y?’ﬁ =1 only
if k-th text depicts the scene of timestamp t in the video, and zero otherwise.
Overall Architecture. As shown in Fig. [3] we adopt a simple Transformer-based
architecture, where visual features of each 1s clip are individually encoded and
treated as key-value pairs, the textual features of narrations or steps are treated
as queries. The queries iteratively attend visual features with cross attention, and
the alignment scores can be computed by textual-visual similarity, which emits
high scores for any alignable sentences at their corresponding video timestamp.
The following sections describe the full details.

Visual-Textual Features. Given an instructional video with K associated texts,
we extract the visual and textual features with pre-trained backbones,

zy = f(V) €RTXC, a;=g(J) e REXC
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where x,, refers to features of a video sequence, and z; denotes the textual features
associated with the video. C is the dimension of the feature vector. Note that,
the resulting feature dimensions depend on the pre-trained backbone.

We consider three popular pre-trained visual-language models, namely, the
S3D-G backbone trained with MIL-NCE [29}|44], CLIP-ViT/L-14 trained with
InfoNCE [13,/32,/34], and InternVideo-MM-L14 trained with masked video recon-
struction and multi-modal contrastive loss [42}/43]. The ablation studies about
these pre-trained backbones are presented in Sec. [£.4]

Multi-Sentence Grounding Module. As shown in Fig. [3] after extracting the
visual and textual features independently, we project both features into the same
dimension, fuse multimodal information with Transformer, and then predict the
alignment score matrix between video and texts.

(1) Feature Projection. After computing visual-textual features with pre-
trained frozen models, we adopt one linear layer to project the features into the
embedding with the same dimension D. In terms of positional encoding, we add
sin/cos positional encoding to the visual features:

hy = ¢u(T0) + Do, hj = 0j(x;) +L7=n-p;

where h, € RT*DP h; € REXP ¢, ¢; refer to different projection heads for the
features of video and sentences. I 7—r is the indicator function which takes value
1 only when input texts J are ordered narrations A, otherwise zero. p,, p; denote
positional encoding for visual and textual features respectively.

(2) Visual-Textual Feature Fusion. The visual features are processed with a
temporal aggregator, followed by a grounding module, expressed as:

Oy = qjtemp—agg(hv)v 05 = q)temp—ground (01)7 h])

where 0, € RT*P 0; € REXP Py 000 (+) refers to a temporal aggregator with
three Transformer Encoder layers. @iemp-ground () denotes a temporal grounding
module, consisting of three Transformer Decoder layers, where visual features
act as key-value pairs and textual features act as queries.

(3) Alignment Prediction. To get the alignment score matrix between video
and texts, we project the encoder and decoder outputs into the same dimension,

zy = @u(0y) € RTde zj = SDJ'(O]') € RFxd

and then compute the alignment score matrix:

. 2kttt
ARt = S e [0,1]
1zl - [lzo]l

where A € REXT is the predicted alignment matrix. The higher value of Alk:t]
means the k-th sentence is more likely to align with the scene of timestamp ¢.
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3.3 Self-training to Refine Generated Steps Grounding

In this section, we describe the procedure to refine the start-end timestamp
of generated procedural steps, by first training the proposed multi-sentence
grounding model, and use it to update the labels.

Training with Estimated Timestamps of Procedural Steps. Given the
approximately estimated timestamps for the generated steps in Sec. 3.1} denoted
as Yy € {0,1}5*T we train the multi-sentence grounding network with a
variant of the InfoNCE loss, following [17},28|:

Lo L3 o Db (M)
=—= 0g =
K= Siewphi/m

where A € RE*T is the model’s output alignment matrix, as explained in
Sec. [3.2] 7 is a temperature hyper-parameter, and k, ¢ refer to k-th sentence and
t-th timestamp in the video respectively.

Updating the Timestamps of Procedural Steps. We use the trained model
to do inference on the whole set of procedural steps generated by LLM. Specifically,
when feeding video and a set of descriptive steps as model input, the proposed
NaSVA model outputs the alignment matrix (A). We take the timestamp of the
maximal alignment score as the start time for each step, and the duration is a
constant Agec, following [9}38]. Similarly, the generated step with the maximal
alignment score lower than a threshold e; will be discarded. Finally, we obtain a
dataset consisting of aligned descriptive steps, named HowToStep. In practice,
we observe that although our NaSVA model is trained on noisy pseudo-labels (i.e.,
relying on weakly-aligned transcripts, and getting steps-transcript similarity from
imperfect pre-trained text encoder), the model tends to learn the alignment
patterns from procedural step to videos before overfitting to the noises, as also
being observed in [46]. Note this refined process (i.e., self-training) can be repeated
multiple rounds. To balance computation cost and performance improvement,
we choose only one round as default. More details for generating the dataset are
presented in ablation studies in Sec. [{.:4] and Appendix as well.

Relation to Existing Work. We note that recent works |2}/10,28] aim to ground
steps collected from the only task-related articles in the external knowledge
base (i.e., Wikihow) within videos from HowTol00M as shown in Fig. [1| (middle),
while we try to ground the procedural steps summarized from the ASR transcript
of the same video. This motivation has two natural advantages: (i) the procedural
steps generated per task are more diverse than those from Wikihow (e.g., 74
different videos are showing how to make pumpkin puree in HowTol00M, while
only one article of the same task is collected in Wikihow); (ii) the generated steps
within the video are more likely to be alignable to the video itself than those
externally sourced Wikihow steps intrinsically.

3.4 Downstream Applications

To demonstrate the effectiveness of the automatic pipeline for curating high-
quality video-text datasets at scale, we consider using HowToStep for training
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Fig. 4: Qualitative examples of manually annotated visually-aligned text-to-video
alignment matrix Y € {0,1}**7 and the learned text-to-video alignment score matrix
A € REXT of the model output for samples from HTM-Align (left) and HT-Step (right).
The ground truth timestamps of the example on HT-Step are labelled manually. Note
that the temporal density and order of texts are quite different between the two tasks.
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and evaluation on multi-sentence grounding tasks. As shown in Fig.[d we consider
two variants, depending on the type of given texts J € {N,S} (narrations or
procedural steps), and differentiate the two targeted tasks as follows:

Narration Alignment [17]. Marrations (N) are textual sentences transcribed
from the instructor’s speech via the ASR system (around 100 sentences per
video in HTM-Align |17]), which means these sentences maintain a time order
that can be utilized for visual grounding. Note that, some narrations are not
visually alignable or not well-aligned with visual signals temporally as shown
in Fig. [1] (left). However, the ASR transcripts with timestamps can be used
as weakly-aligned labels Y ary for training multi-sentence grounding network as
previous work does [17].

Procedural Step Grounding |28,,50]. Procedural Steps (S) are collected from
Wikihow [18], an external knowledge base with instructional articles explaining the
procedures for completing certain tasks (around 10 steps per task in HT-Step [28|)
or pre-defined action taxonomy (around 5 steps per video in CrossTask [50]).
Compared with narrations, the procedural steps do not necessarily have consistent
temporal order as that happens in the video, and some steps may not even be
present in the video at all.

4 Experiments

Here, we start by describing the datasets for training and evaluation, then present
the implementation details and results for the multi-sentence grounding tasks.
4.1 Datasets and Metrics

Following the previous work [17,[28], we perform dataset curation on a subset
of the HowTol00M dataset, and train our NaSVA model with narrations from
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transcripts and steps from HowToStep. As for evaluation, we conduct procedural
step grounding on HT-Step [28], narration alignment on HTM-Align [17], and
zero-shot action step localization on CrossTask [50].

HTM-370K (Training). The HowTol00M dataset [30] is a large-scale instruc-
tional dataset crawled from YouTube, consisting of approximately 1.2M videos
with ASR transcripts. Following previous work [17},28], we use HTM-370K for
training, it contains videos from the Food & Entertaining categories, consisting
of 32% of the videos of the entire HowTol00M dataset.

HowToStep (Training). As introduced in Sec. |3] we construct this dataset
for training, by transforming the original transcripts of HTM-370K into around
4M ordered instructional steps with post-determined start/end timestamps for
almost 340K videos after filtering.

HTM-Align (Evaluation). This benchmark is proposed by [17] for evaluating
narration alignment. It contains 80 videos from the HTM-370K as a holdout
testing set. The authors have manually labelled the alignability for each narration
and further aligned them to the visual signal with start/end timestamps if
alignable. The metric on this dataset is Recall@l (R@1), which means if the
maximally matched timestamp for each alignable sentence model predicted
falls into the ground truth temporal window, it is regarded as being successfully
recalled. The recall score is computed as the ratio of successfully recalled sentences
to all the alignable sentences.

HT-Step (Evaluation). This benchmark [28] aims to evaluate the procedural
step grounding. It contains manual annotations for 600 videos, specifically, for
each video, the authors first collect activity steps from the related Wikihow
article using the task name, e.g., Make Pumpkin Puree, and then annotate the
temporal segment for steps alignable with the video. The metric on this dataset
is the same as HTM-Align, namely, RQ1.

CrossTask (Evaluation). In addition to benchmarks based on HowTol00M,
we also adopt this established instructional video benchmark for zero-shot step
localization. The CrossTask Dataset [50] contains 4800 videos, which can be
divided into 18 primary tasks and 65 related tasks. The videos in the primary
tasks are annotated as steps with temporal segments from a predefined taxonomy.
The metric is Average Recall@1 (Avg. R@1), which measures the recall over steps
in videos for each task and averages the results. Following previous work [28|, we
evaluate on a random set of 1850 videos from the primary tasks.

4.2 Implementation Details

Overall, we investigate the effectiveness of three popular pre-trained visual-
language models for constructing the whole pipeline, namely, the S3D-G, CLIP-
ViT/L-14, and InternVideo-MM-L14, as described in Sec. While exploring
other factors, for example, the effect of ASR transcripts, and the effect of
incorporating descriptive steps during training, we use InternVideo-MM-L/14
by default, unless specified otherwise. At training time, the temperature 7 in
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Table 1: Comparison with the state-of-the-art for narration alignment on HTM-
Align, step grounding on HT-Step, and zero-shot action step localization on CrossTask.
The results of TAN* are reproduced by [28|. ‘ZS’ refers to zero-shot.

HT-Step HTM-Align CrossTask (ZS)

Method + R@1 + R@1 + Avg. R@1
Zhukov [50] - - 40.5
UniVL [27] _ - 42.0
TAN* [17] 31.2 471 -
VINA |28| 37.4 66.5 44.8
Ours 46.4 71.6 46.7

our loss is 0.07. We use the AdamW [26] optimizer and train the model with
an initial learning rate 10~ and cosine decay for 12 epochs. When determining
the start/end time for generated steps, the hyper-parameters for the 2-stage
are ( = 0.7,¢; = 0.20, e = 0.8, which are also discussed in the ablation study.
We train one unified model for both narration alignment and procedural step
grounding tasks, by setting the texts of one training batch to be either ordered,
dense narrations or shuffled, sparse procedural steps. Complete implementation
details are included in the Appendix.

4.3 Main Results

Comparison with State-of-the-art. We compare our best model with exist-
ing state-of-the-art approaches on three public benchmarks for multi-sentence
grounding tasks. As shown in Tab. [I} on the challenging HT-Step task, that aims
to ground unordered procedural steps in videos, our model achieves 46.4% R@1,
leading to an absolute improvement of 9.0%, over the existing state-of-the-art
(37.4%) achieved by VINA [28]. On HTM-Align [17], which aligns narrations in
the video, our method exceeds the SOTA model by 5.1%. On CrossTask [50],
where we need to align video frames and task-specific steps without finetun-
ing, our method outperforms existing the state-of-the-art approach by 1.9%,
demonstrating the effectiveness of the proposed pipeline for downstream tasks.

4.4 Ablation Study

We explore the effects of multiple design choices in the proposed pipeline and
evaluate them on both narration alignment and procedural step grounding tasks.

Effect of Upgrading ASR System. To start with, we compare the original
transcripts scrawled from YouTube, with that from the recent WhisperX |[3}35],
as the weakly-aligned labels for training. Qualitatively, we do observe that Whis-
perX generates fewer punctuation errors, and gives higher accuracy of temporal
boundaries in the ASR transcripts. As shown in Tab. [d upgrading the ASR sys-
tem indeed leads to noticeable performance improvement in narration alignment.
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Table 2: Ablation of transforming ASR transcripts into descriptive steps
with post-determined timestamps as the extra training source. ‘W’ denotes
transcripts from WhisperX, and ‘S’ denotes our proposed HowToStep dataset.

Backbone Training Text HT-Step HTM-Align

1T Ral 1T Ra@1l
CLIP-ViT/L-14 [34] w 32.2 58.7
CLIP-ViT/L-14 W+ S 42.4 64.9
MIL-NCE S3D-G |29] w 29.1 59.5
MIL-NCE S3D-G W+ S 40.9 63.0
InternVideo-ViT /L-14 [43] W 34.7 70.0
InternVideo-ViT /L-14 W+ S 46.4 71.6

Table 3: Ablation of choices in constructing the pipeline. ‘Step-Video’ means to
determine the start/end time directly by computing visual-textual similarity, while ‘Step-
ASR’ means indirectly by chaining ‘steps—transcript’ similarity and ‘transcript—video’
timestamp. The texts used for training here are only the generated steps (‘S’).

Method HT-Step
Pesudo-label €1 Self-training €2 1+ RQ1
Step-Video 0.20 X - 36.5
Step-Video 0.20 v 0.8 36.9
Step-ASR 0.15 X - 35.3
Step-ASR  0.20 X - 36.0
Step-ASR 0.15 v 0.7 41.4
Step-ASR 0.15 4 0.8 41.7
Step-ASR 0.20 v 0.7 42.3
Step-ASR 0.20 v 0.8 43.7

However, in procedural step grounding, showing a marginal performance decrease,
we conjecture this is because the gap of text style between the train set (dense
speeches) and test set (sparse procedural steps) dominates the performance. In
later sections, we use the WhisperX transcripts by default.

Effect of Upgrading Visual-Textual Backbone. Here, we explore different
visual backbones with the corresponding text encoder. As shown in Tab.[d] S3D-G
exceeds CLIP ViT/L-14 in narration alignment but is inferior to the latter in step
grounding. In general, InternVideo ViT/L-14 shows significant advantages on
both tasks, attributed to the large pre-trained dataset and effective supervision
in video representation learning, which is our default choice in the pipeline.

Effect of the Proposed Dataset. We validate the effectiveness of using this
pipeline to transform noisy ASR transcripts into descriptive steps, with the
post-determined temporal segments as an extra training source for multi-sentence
grounding. As shown in Tab. [2] on all three backbones, the generated dataset is
effective for both narration alignment and step grounding. Notably, the average
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Table 4: Ablation study for visual- Table 5: Manual check of the
textual backbones and ASR systems. dataset quality. HTM-370k and
Here we only use the weakly-aligned ASR HowToStep are the datasets before
transcripts to train our model. and after the processing in our pro-

HT-Step HTM-Align posed pipeline, respectively.

Backbone ASR System

+ R@1 + R@1 , ,

- Dataset Alignable Well-aligned
CLIP WhisperX 32.2 58.7 % 1 % 1t
S3D WhisperX 29.1 59.5
InternVideo ~ WhisperX  34.7 70.0 HTM-370K 30.1 21.9
InternVideo Youtube 35.7 61.3 HowToStep 60.6 52.5

improvement exceeds 10% in HT-Step implies that the generated dataset are
indeed more descriptive and well-aligned. For narration alignment, our generated
steps add more diversity for training, thus leading to better performance.

Ablation of Options in Constructing the Pipeline. We investigate the
choices and hyper-parameters to generate the extra training dataset (HowToStep)
described in Sec. [3] As shown in Tab.[3] the difference in determining the times-
tamp of the generated steps by directly computing the video-step similarity matrix,
and indirectly by chaining ‘steps—transcript’ similarity and ‘transcript—video’
labels is not obvious for the first stage, while becomes significant when using
the pseudo-label of the first stage for the self-training in the second stage, there
is a large gap between the two methods. We find that using the video-step
similarity matrix directly will make the model learn a trivial solution (i.e., iden-
tity mapping), while indirectly obtained pseudo-label can let the model learn
the alignment patterns as analyzed in Sec. [3:3] In addition, we choose the best
thresholds to generate the final dataset according to Tab. [3]

4.5 Manual Check

To evaluate the quality of our proposed dataset, we have randomly sampled 10
videos with a total of 853 sentences for a manual check, focusing on the proportion
of steps in the dataset that are (i) visually alignable, (ii) and well-aligned with
correct temporal boundaries. We compare the results before and after using our
pipeline, as shown in Tab. 5| demonstrating the significant quality improvement.

5 Conclusion

To conclude, we have established an automatic pipeline for constructing a high-
quality video-text dataset for multi-sentence grounding in large-scale instructional
videos. We have investigated the factors potentially affecting performance, in-
cluding upgrading the ASR system, transforming the noisy ASR transcripts
into descriptive steps by LLMs as an extra training source, and proposing a
simple Transformer-based model to refine the temporal windows for each step.
When evaluating three public benchmarks of multi-sentence grounding tasks, our
method surpasses the existing state-of-the-art methods by a significant margin.
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