Head360: Learning a Parametric 3D Full-Head
for Free-View Synthesis in 360°
— Supplementary Material —

The supplementary material contains a video and a PDF file. The video
shows the dynamic results of our methods and the comparison with other state-
of-the-art works. In the PDF file, we first present the implementation details
in Sec. A, encompassing an overview of the utilized dataset and a description
of the dual hex-planes architecture. Then, more experimental results and visual
results are shown in Sec. B and Sec. B.3, respectively. Finally, failure cases and
limitations are discussed in Sec. B.6.

A Implementation Details

A.1 Details of the Dataset

We create a high-fidelity 3D head dataset for research use, containing 100 sub-
jects, and each of them is rigged into 52 blendshapes bases. The 3D heads are
rendered by 72 head-centric virtual cameras that cover 3 pitch angles and 24
horizontal rotation angles. Fig. 1 shows a subset of views of a single subject
with one expression from our dataset. Fig. 9 showcases the 52 standard expres-
sions generated in our dataset, consistent with the blendshapes bases defined by
ARKit [1]. Fig. 2 presents more identities in our dataset.

e
JTX
LK,

Fig. 1: Multi-view images are rendered at 72 views with 3 pitch angles and 24 yaw
angles. Here are some of the rendering views.
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Implementation Details. Our model is trained on 4 NVIDIA 3090 GPUs for
roughly 10 days. To achieve a balance between training speed and rendering
quality, the images in our dataset are downscaled to a resolution of 512 x 512
before being fed into the network, and the rendering structure of the model also
outputs images at a resolution of 512 x512. The model proposed accepts an input
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Fig. 2: We create a high-quality artist-designed 3D head dataset, containing 100 dif-
ferent subjects with various hairstyles

in the form of a 52-dimensional one-hot encoding, representing 52 distinct facial
expressions basis defined within the dataset. Additionally, the model receives a
50-dimensional shape/identity encoding to further refine the generative process.
The input data is first fed into a neural texture generator, which transforms
the input encodings into a 256-dimensional texture encoding. Subsequently, this
texture encoding is processed through a Multilayer Perceptron (MLP), through
which the model generates corresponding density and color information. Follow-
ing this step, the model can produce a raw image with a resolution of 64 x 64.
Ultimately, by incorporating a super-resolution module, the model enhances the
resolution of the raw image to 512 x 512. The inference runs at 15fps, and the
fitting takes 6 min on an NVIDIA 3090 GPU.

Training for Hair Detachment. As introduced in Sec. 3.2, dual hex-planes
are generated for head and hair separately. The full network with two hex-planes
trainable is firstly trained with the images with hairs in 3000k iterations. Then
the model is fine-tuned for hair detachment for additional 40k iterations, where
only hex-planes for hair are trainable. The hyperparameters of the optimizer are
unchanged in this two-phase training.

A.2 Details of Network

We implement our framework on top of the official Pytorch implementation of
Next3D [5]. To enhance the network’s representation capability and representa-
tion capability, we project a volume onto six planes, corresponding to the positive
and negative directions of the X, Y, and Z axes (4X; +y; +-z). This method pro-
vides a more comprehensive representation of the scene compared to using only
three planes. We then combine each pair of opposite-facing planes using an addi-
tion operation. Furthermore, we increase the feature dimension of each plane to
64 dimensions. The specific hyper-parameters about our network are illustrated
in Fig. 3.

RefineNet. A conditional GAN is introduced to improve the synthesized details
further. Following MoFaNeRF [8], we adopt pix2pixHD [6] as the backbone of
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Fig. 3: The detailed parameters of the network of our generator in our model.

our RefineNet. The input of the RefineNet is the generated images, which are
rendered from the composited hex-planes. In the training phase, the overall
network except for RefineNet is first trained, then RefineNet is trained with the
other parts of the network detached. The loss function for training RefineNet is
formulated as follows:

Erefine = L:gan + 1£ssim + 2£Ipips (1)

where Lgan, Lssim, and Lipips are GAN loss, SSIM loss, and perceptual loss,
respectively. 1 and » are corresponding loss weights, which are set according
to the settings of pix2pixHD |[6].

A.3 Details of Image-based Fitting

The methodology of image-based fitting, elaborated upon in Section 3.4 of the
main paper, is further detailed here. Fig. 5 presents a comprehensive overview
of the image-based fitting process, offering a more intuitive understanding and
aligning with the explanations provided in the main paper. The pipeline consists
of the following three phases:

— (1) The fitted mesh is optimized by minimizing the 2D landmark projections
error, following Yang et al.’s method [7].

— (2) The target image undergoes affine transformation to normalize it into
a standard space, and the hairstyle classifier predicts the hairstyle label
from the normalized image. Then, pre-trained hex-planes for hair with the
corresponding hairstyle are used to merge with random facial hex-planes,
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yielding a synthetic face with a matched hairstyle and a random facial tex-
ture. EHANet [3] is then employed to segment the facial and hair regions
accurately from the target image. The segmented face from the target image
is then merged into this synthetic face, generating the reference images. To
fill in any missing neck and shoulder areas, Poisson Blending [4] is utilized.
To address any color inconsistencies along the seam edges, a gradient-based
technique is applied to achieve a smooth and uniform blend of skin tones.
(3) The neural texture is optimized via GAN-inversion by minimizing the
difference between the reference images and the predicted images, obtaining
the final result. Specifically, the pre-trained network weights are frozen, and
only dual hex-planes are optimized through the network by minimizing the
loss function below:

ACfit = Emse + 1£dfgan (2)
where the value of 1 is set to 0:01.

The animation and multi-view renderings of the fitted head are shown at the

bottom of Fig. 5.

B More Experimental Results

B.1 Full-Head Mesh Derivation

Our method can derive a high-quality mesh from the parametric 3D head using
the marching cubes algorithm. As demonstrated in Fig. 4, our method accurately
captures the full head geometry, including the hair. Building upon this high-
fidelity mesh, our method can render the parametric head in 360° views while
maintaining excellent view consistency.
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Fig. 4: As can be seen, we can extract accurate geometry of the full head.
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Fig. 5: The pipeline for fitting our model to an input image.

B.2 Interpolation in the Parametric Space

Our parametric model decomposes the full head into three distinct parameters:
the texture code t, shape code s, and blendshape parameter b. This decom-
position allows for the generation of reasonable results when interpolation is
applied to these defined parameters. More importantly, the results demonstrate
that each parameter makes a specific impact on the results, indicating a success-
ful decomposition process. For a dynamic representation of these interpolation
results, please refer to the supplemental video.

B.3 More Visual Results

In this section, we provide more results in addition to the main paper. Fig. 12
provides more examples of hairstyle-swapped results. We also provide the results
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Fig. 6: Failure cases about the wide opening mouth and specific hairstyles.
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Fig. 7: Bad cases in image-based fitting.

of the animation and 360-degree rendering in the supplementary video. This
demonstrates that our parametric full-head model is capable of detaching the
hair without impacting the primary functionality of our method.

B.4 More Fitting Results

We also show more fitting results tested on SYNHEAD10O0 testing set and in-the-
wild images, as shown in Fig. 10 and Fig. 11, respectively.

B.5 Comparison with a few face models

FLAME [2] and JNR [?] are both parametric mesh models for 3D head represen-
tation, which struggle to represent the inner mouth, eye-balls, and hair for the
complex material of these regions. By contrast, our artist-designed models are
delicately rigged with high-fidelity hair, eyeballs and mouth cavity. A comparison
with FLAME fitted results is shown in Fig. 8.

B.6 Limitations and Bad Cases

There are still some limitations to our approach. Firstly, the stability of single-
image fitting still needs to be improved, and the fitting method only works when
the target face is frontal. If the target has a very unusual hairstyle, the fitting
method may fail to produce a plausible appearance. Secondly, we found that
details in the oral cavity, such as teeth and tongue, are lost when the mouth is
wide open, as shown on the left side of Fig. 6. When changing the hair color from
black hair to specific light colors, a degraded texture and artifacts may exist, as
shown on the right of Fig. 6. In the task of image-based fitting, the performance
may be degraded when the target face is turned aside, as shown in Fig. 7. We
will explore to address these issues in the future work.
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Fig. 8: Comparison with FLAME model.
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