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Overview

This supplementary document provides additional details to support our main
paper, organized as follows:

– Appendix A shows more details about the standard experimental protocols,
which include the details of all datasets, the previous intricate experiment
settings, and our meticulous calibration.

– Appendix B summarizes the calculation approaches of all the metrics used
in the main paper.

– Appendix C provides a comprehensive presentation of the reproduction
results within our codebase for previous methods, alongside statistical mea-
sures such as standard deviation and significance tests.

– Appendix D provides details of model size and configurations for training,
including learning rate, batch size, optimizer, and so on.

– Appendix E demonstrates more qualitative results of model performance on
each dataset.

– Appendix F showcases the human assessment results on prediction quality
to determine the indicator that best reflects model performance.

– Appendix G discusses the broader impacts and limitations of our Pred-
Bench.

A Standard Experimental Protocol Details

We meticulously calibrate the dataset setting and demonstrate the dataset statis-
tics in section 3.3 of the main paper. We provide more detailed information for
each dataset.
Motion Trajectory Prediction:
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– Moving-MNIST [44] is one of the seminal datasets that has been widely
utilized. This dataset contains handwritten digits sampled from the MNIST
dataset, moving at a constant speed and bounded within a 64�64 frame. By
selecting random digits, placing each digit at random locations, and assigning
random speed and direction, it is possible to generate infinite sequences.
Following conventions on this dataset, we generate the training data on the
fly and utilize 10K videos as the testing set.

– KTH [41] contains 6 types of human actions, namely, walking, jogging, run-
ning, boxing, hand-waving, and hand-clapping, performed by 25 persons in
4 different scenes. Conventionally, validation is ignored in this dataset, i.e.,
persons 1-16 for training and persons 17-25 for testing. We utilize persons
1-14 as the training set and persons 15-16 as the validation set to fill the
gap. Besides, there are some differences in the training settings between Pre-
dRNN [52,54, 55] and SimVP [16, 45]. PredRNN predicts the subsequent 10
frames during the training stage, while SimVP predicts the subsequent 20 or
40 frames. We follow the input-output setting of PredRNN for training in
our experiments.

– Human3.6M [27] represents general human actions with complex 3D artic-
ulated motions, including 3.6 million poses and corresponding images. This
dataset contains diverse human actions across 15 types, i.e., discussion, eat-
ing, greeting, walking, and so on. SimVPv1 [16] utilizes 73,404 and 8,582
videos from Human3.6M as the training set and test set without the valida-
tion set. We randomly select 66,063 videos from the past training set as our
training set. The remaining 7,341 videos are our validation set.

Robot Action Prediction:

– RoboNet [8] is a large-scale dataset for robot action planning, including
roughly 15 million video frames from 7 different robot platforms. We resize
each image to 120 � 160 due to the computational constraints. According
to GHVAE [58], we utilize the same 256 videos as the testing set and use 2
frames as input, and predict the subsequent 10 frames during the training
stage. However, the validation set was not adopted during their experiments.
For experimental completeness, we split the remaining data into the training
and validation set according to 9:1 splits. The input and output settings of
the models trained on RoboNet are consistent.

– BAIR [12] contains the action-conditioned videos collected by a Sawyer
robotic arm pushing various objects. we follow the dataset setting of MCVD [50]
and use the same 256 videos as the testing set. We split the remaining data
into the training and validation set to solve the same problem of missing
validation set like RoboNet. However, there are significant differences in the
training settings between PredRNNv2 [55] and MCVD. Specifically, MCVD
uses 1 or 2 frames as input and predicts the subsequent 5 frames during
the training stage, while PredRNN v2 uses 2 frames as input and predicts
the subsequent 10 frames. To maintain consistency in training settings, we
follow the input-output setting in RoboNet with 2 frames as input and 10
frames as output.
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– BridgeData [51] is a large multi-domain and multi-task dataset, with more
than 7 thousand demonstrations containing 71 tasks (e.g., close fridge) across
10 scenes (e.g., kitchen and tabletop). It is noteworthy that we first introduce
this dataset into spatio-temporal prediction tasks. We divide this dataset into
the training, validation, and testing sets according to 8:1:1 splits, where each
image is resized to 120 � 160. We utilize the same input-output setting in
RoboNet with 2 frames as input and 10 frames as output. Exactly, in Table
7 of the paper, (new scene, new task) is (sink, flip cup), (new scene, original
task) is (sink, turn lever), and (original scene, new task) is (kitchen, lift
bowl).

Driving Scene Prediction:

– CityScapes [7] is a large, diverse dataset containing stereo video sequences
recorded in streets from 50 different cities. We adopt the same training,
validation, and test sets as MCVD. However, MCVD directly evaluates the
models in the test set without using the validation set. We choose the models
for evaluation according to the performance obtained from the validation set.

– KITTI [19] is a challenging real-world car-mounted camera video dataset
with 5 diverse scenarios, i.e., city, residential, road, campus, and person.
We discard the data of the person scenario, as it is characterized by human
movement rather than driving scenes. For the data of the other four scenar-
ios, we exclude the static videos (where frames have negligible change) and
divide the remaining data into training, validation, and test sets in a 9:2:2
ratio, which differs from SimVP [16,45] and MAU [4] which did not perform
validation and test on KITTI. We crop and resize each image to 128 � 160
to fit the image size of Caltech. We set the input and output of the model
to 10 frames for training instead of only predicting 1 frame [4, 16, 45] which
can not present the full-scale performance of the model.

– Caltech [9], initially proposed for pedestrian detection, has become a widely
used benchmark dataset in spatio-temporal prediction. It is conventionally
utilized as a testing dataset for models trained on KITTI due to the scene
similarity between these two datasets.

– nuScenes [2] is a newly proposed driving scene dataset collected by 6 cam-
eras, 5 radars, and 1 lidar mounted on the driving platform. We utilize the
driving scene videos collected by the front camera, divide the data into train-
ing, validation, and test sets in an 8:1:1 ratio, and set the input and output
of the model to 10 frames for training. Each image is cropped and resized to
128� 160 to fit the image size of Caltech.

Traffic Flow Prediction:

– TaxiBJ [63] includes GPS data in Beijing containing inflow and outflow infor-
mation in a 30-minute interval. We randomly select 500 sequences from the
training set in PhyDnet as a validation set. The remaining 19,961 sequences
are our training set. Following PhyDNet [21], we utilize 500 sequences as a
test set and follow the input-output setting for training.
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– Traffic4Cast2021 [13] is an industrial-scale dataset capturing the traffic dy-
namics across 10 diverse cities in a period of 2 years. Each data contains 8
dynamic channels, encoding traffic volume and average speed per heading
direction: NE, SE, SW, and NW. We center-crop the original 495�436 image
to 128 � 112 due to the computational constraints. We set aside the data
of Moscow city in Traffic4Cast2021 for generalization evaluation. We divide
the remaining data into training, validation, and test sets in an 8:1:1 ratio.
We follow the input-output setting of PredRNNv2 [55] for training in our
experiments, where the model predicts 3 frames based on the 9 historical
frames.

Weather Forecasting:

– ICAR-ENSO [48] consists of historical climate observation and stimulation
sea surface temperature (SST) data provided by the Institute for Climate and
Application Research (ICAR). Each SST data covers the geographical region
(90◦E�330◦W; 55◦S�60◦N) of the Pacific Rim, with the spatial resolution
of 5◦ (24�48) and the time interval of 1 month. It is worth noting that only
the SST data across a certain area (170◦W � 120◦W; 5◦S � 5◦N) is used
to calculate CNino3.4. Following Earthformer [17], we use the same training,
validation, and test sets for evaluation. We forecast the SST anomalies up
to 14 steps given a context of 12 steps of SST anomalies observations.

– SEVIR [49] a spatio-temporally aligned dataset containing over 10,000 weather
events, spanning 4 hours in 5-minute steps. Images in SEVIR are sampled
and aligned to 384� 384 across 5 different types: three channels (C02, C09,
C13) from the GOES-16 advanced baseline imager, NEXRAD Vertically In-
tegrated Liquid (VIL) mosaics, and GOES-16 Geostationary Lightning Map-
per (GLM) flashes. Following Earthformer [17], we use the same training,
validation, and test sets and predict the future VIL up to 60 minutes (12
frames) given 65 minutes of context VIL (13 frames).

– WeatherBench [18] is a large-scale dataset derived from ERA5 archive, which
is down-sampled to 1:40625◦ (128� 256 grid points). This dataset provides
a wide range of variables, including 6 surface variables and 8 atmospheric
variables with 13 levels, a total of 110 (6 + 8� 13 = 110) variables. Follow-
ing the setup of previous works [1, 5, 18, 29, 32, 39] in meteorology, we use
4 surface variables, (t2m, u10, v10, tp) and 5 atmospheric variables (z, t,
r, u, v), a total of 69 variables. Specifically, the atmospheric variables are
geopotential (z), temperature (t), relative humidity(r), wind in longitude di-
rection (u), and wind in latitude direction (v) at 13 levels (50, 100, 150, 200,
250, 300, 400, 500, 600, 700, 850, 925, 1000 hPa). The surface variables are
2-meter temperature (t2m), 10-meter u wind component (u10), 10-meter v
wind component (v10), and total precipitation (tp). The model is trained on
data from 1979-2015, validated on data from 2016, and tested on data from
2017-2018, with 2 frames as input and 1 frame as output. We present metrics
on variables t2m, t850, and z500, following the conventions in meteorology.
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B Detailed Evaluation Metrics

The evaluation metrics used in our experiments are presented in main paper, we
provide detailed calculations of each metric in this section.
Error Metrics. We adopt Mean Absolute Error (MAE), Root Mean Squared
Error (RMSE), and Weighted Mean Absolute Percentage Error to assess the
pixel-level disparity between predicted and actual sequences.

Given the L-length prediction results from the T timestamp, X̂ T+1,T+L =
fxT+1; � � � ;xT+Lg 2 RL×C×H×W and the target X T+1,T+L, MAE, RMSE and
WMAPE are defined as follows:

MAE =
1

L � C �H �W

T+LX
t=T+1

X
c,h,w

��xtc,h,w � x̂tc,h,w�� ;
RMSE =

1

L

T+LX
t=T+1

s
1

C �H �W
X
c,h,w

(xtc,h,w � x̂tc,h,w)2;

WMAPE =
1

L

T+LX
t=T+1

P
c,h,w

���xtc,h,w � x̂tc,h,w���P
c,h,w

���xtc,h,w��� ;

(1)

where C, H, and W represent the channel, height, and width of a single frame,
as well as t, c, h, and w denote the index for time, channel, height, and width.
Similarity Metrics. We use Structural Similarity Index Measure (SSIM) [56]
and Peak Signal-to-Noise Ratio (PSNR) to assess the image quality. Using the
same notations, SSIM and PSNR are computed as follows:

SSIM =
1

L

T+LX
t=T+1

� (2�xt�x̂t)(2�xtx̂t + c2)

(�2
xt + �2

x̂t + c1)(�2
xt + �2

x̂t + c2)
;

PSNR =
1

L

T+LX
t=T+1

20 � log10

0@ max
c,h,w

xtc,h,w

RMSE(xt)

1A ;

(2)

where �x and �x denote the pixel sample mean and variance of a single frame
x, �xy is the covariance of two frames x and y, c1 and c2 are two variables to
stabilize the division with weaker denominator, and RMSE(x) means the root
mean squared error of a single frame x.
Perception Metrics. Learned Perceptual Image Patch Similarity (LPIPS) [64]
and Fréchet Video Distance (FVD) [47] are employed to assess perceptual simi-
larity in line with the human visual system. We follow the official implementa-
tion 6 and use the extracted features to compute LPIPS. For FVD, we follow
the official implementation 7 and convert the official I3D [28] model trained on
Kinetics-400 [57] to PyTorch to extract video features.
6 https://github.com/richzhang/PerceptualSimilarity/tree/master/lpips
7 https://github.com/google-research/google-research/blob/master/frechet_
video_distance

https://github.com/richzhang/PerceptualSimilarity/tree/master/lpips
https://github.com/google-research/google-research/blob/master/frechet_video_distance
https://github.com/google-research/google-research/blob/master/frechet_video_distance
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Weather Metrics. Weighted Root Mean Squared Error (WRMSE) and Anomaly
Correlation Coe�cient (ACC) are used for WeatherBench [18], Critical Suc-
cess Index (CSI) is applied toSEVIR, while the three-month-moving-averaged
Nino3.4 index (CNino 3:4) is selected forICAR-ENSO [48].
WRMSE and ACC: WRMSE and ACC are computed for everysingle variable
(i.e., single channel). Letc denote the index of the channel for a speci�c variable,
the WRMSE is de�ned as follows:

WRMSE =
1
L

T + LX

t = T +1

s
1

H � W

X

h;w

� w � (x t
c;h;w � x̂ t

c;h;w )2; (3)

wherew and h represent the indices for each grid along the latitude and longitude
indices, � w is the weight coe�cient for each latitude index w. Denote � w;h as
the latitude of point (w; h), the weight coe�cient � w is de�ned as:

� w = W �
cos(� w;h )

P

w 0=1
cos(� w 0;h )

: (4)

Given C t
c;h;w as the climatological mean over the day-of-year containing the

validity time t for a given weather variablec at point (w; h). The ACC is de�ned
as:

yt
c;h;w = x t

c;h;w � C t
c;h;w ;

ŷt
c;h;w = x̂ t

c;h;w � C t
c;h;w ;

ACC =
1
L

T + LX

t = T +1

P

w;h
� w � yt

c;h;w � ŷt
c;h;w

P

w;h
� w (yt

c;h;w )2 �
P

w;h
� w (ŷt

c;h;w )2 :

(5)

CSI: Following SEVIR [49], the predicted and target sequences are scaled to the
range 0 � 255 and binarized at thresholds [16; 74; 133; 160; 181; 219] to calculate
CSI. As shown in Tab. 1, the Hit , Mis, Fas and Cr at threshold � are de�ned
by:

Hit � =
X

t;c;h;w

(x t
c;h;w > � ) ^ (x̂ t

c;h;w > � );

Mis� =
X

t;c;h;w

(x t
c;h;w > � ) ^ (x̂ t

c;h;w < � );

Fas� =
X

t;c;h;w

(x t
c;h;w < � ) ^ (x̂ t

c;h;w > � );

Cr� =
X

t;c;h;w

(x t
c;h;w < � ) ^ (x̂ t

c;h;w < � );

(6)

where ^ represents the logical AND operation, as well ast, c, h, and w denote
the index for time, channel, height, and width.

We report CSI as the mean of CSI at the aforementioned six thresholds
T = f 16; 74; 133; 160; 181; 219g, the formulation is as follows:
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Table 1: Schematic contingency table for the CSI metric. The prediction and ground-
truth are binarized for calculation.

Observed Not Observed
Predicted Hit (Hits) Fas (False Alarms)

Not Predicted Mis (Misses) Cr (Correct Rejections)

CSI =
1
6

X

� 2T

Hit �

Hit � + Fas� + Mis�
: (7)

CNino 3:4: The Nino3.4 index is computed by averaging the sea surface tempera-
ture anomalies over the area bounded by(170� W � 120� W; 5� S � 5� N ), serving
as an indicator of the ENSO (El Niño�Southern Oscillation) conditions. Specif-
ically, the Nino3.4 index is calculated through the three-month average:

yt =
1
3

X

i 2f 0;1;2g

1
C � H � W

X

c;h;w

x t + i
c;h;w ; (8)

whereC = 1 ; H = 3 ; W = 11 in ICAR-ENSO dataset, as the data is represented
as a grid with a spatial resolution of 5� and a temporal interval of one month.

CNino 3:4 is the correlation coe�cient of Nino3.4 index. Given the L-length
prediction results from the T timestamp, X̂ T +1 ;T + L 2 RL � C � H � W and the
target X T +1 ;T + L , they are �rstly cropped to the aforementioned region, yielding
X̂ T +1 ;T + L ; X T +1 ;T + L 2 RL � 1� 3� 11. Through the three-month average, we get
the Nino3.4 index for the prediction and the target, denoted respectively as
ŶT +1 ;T + L � 2; YT +1 ;T + L � 2 2 RL � 2. The CNino 3:4 is de�ned as:

ut = yt �
1

L � 2

T + L � 2X

i = T +1

yt ;

ût = ŷt �
1

L � 2

T + L � 2X

i = T +1

ŷt + i ;

CNino 3:4 =

T + L � 2P

i = T +1
ut � ût

s
T + L � 2P

i = T +1
(ut )2 � (ût )2

(9)

C Codebase Analysis

C.1 Uni�ed Codebase

We build a uniform codebase using MMEngine [6]. To ensure reproducibility
and coherence, we utilize the codes of each model available on GitHub and make
minimal modi�cations to �t our codebase. As shown in Fig. 1, our codebase



8 Z. Wang et al.

Fig. 1: Overview of our uni�ed codebase .

Table 2: Reproduction results on Moving-MNIST [44]. The training data is gener-
ated dynamically. The MSE and MAE metrics are calculated in the normalized space
(within the range of [0; 1]).

Method
MSE # MAE # SSIM " PSNR "

original ours original ours original ours original ours

ConvLSTM 29.80 29.63 90.64 90.90 0.9288 0.9290 22.10 22.12

E3D-LSTM 35.97 28.46 78.28 68.54 0.9320 0.9458 21.11 22.60

MAU 26.86 26.80 78.22 78.20 0.9398 0.9397 22.57 22.76

PhyDNet 28.19 28.17 78.64 69.17 0.9374 0.9444 22.62 23.18

PredRNNv1 23.97 24.39 72.82 73.61 0.9462 0.9452 23.28 23.18

PredRNN++ 22.06 22.21 69.58 69.93 0.9509 0.9504 23.65 23.62

PredRNNv2 24.13 24.77 73.73 75.48 0.9453 0.9425 23.21 23.19

SimVPv1 32.15 32.23 89.05 89.37 0.9268 0.9268 21.84 21.83

SimVPv2 26.69 26.65 77.19 76.97 0.9402 0.9404 22.78 22.78

TAU 24.60 25.00 71.93 73.73 0.9454 0.9443 23.19 23.11

Earthformer 82.87 73.92 23.99 23.93 0.9445 0.9429 23.09 23.24

MCVD 164.89 164.60 64.12 64.21 0.6290 0.6312 19.12 19.12

supports modular datasets and models, �exible con�guration systems (Con�g
and Hook), and rich analysis tools, resulting in a user-friendly system. It allows
easy incoroporation of user-de�ned modules into any system component.

C.2 Reproduction results

To ensure reproducibility, we conducted a comparative analysis between the
performance of our model executed within our codebase and the model executed
using the o�cial code released by the authors. Both sets of experiments are
executed under identical settings to ensure a fair and consistent evaluation.

The reproduction results are shown in Tabs. 2, 3, 4, and 5. Comparing the
results of the two implementations veri�es the �delity of our codebase and its
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Table 3: Reproduction results on Human3.6M [27]. It is worth noting that the
validation dataset is not adopted in the reproduction experiments. The MSE and MAE
metrics are calculated in the normalized space (within the range of [0; 1]).

Method
MSE # MAE # SSIM " PSNR " LPIPS #

original ours original ours original ours original ours original ours

ConvLSTM 125.5 125.2 1566.7 1541.7 0.9813 0.9814 33.40 33.43 0.0356 0.0404

E3D-LSTM 143.3 137.0 1442.5 1589.7 0.9803 0.9791 32.52 32.65 0.0413 0.0310

MAU 127.3 123.7 1577.0 1548.4 0.9812 0.9819 33.33 33.49 0.0356 0.0385

PhyDNet 125.7 142.8 1614.7 1616.0 0.9804 0.9807 33.05 33.09 0.0371 0.03065

PredRNNv1 113.2 113.9 1458.3 1497.0 0.9831 0.9825 33.94 33.84 0.0325 0.0405

PredRNN++ 110.0 109.15 1452.2 1428.7 0.9832 0.9835 34.02 34.06 0.0320 0.0354

PredRNNv2 114.9 117.7 1484.7 1524.5 0.9827 0.9818 33.84 33.68 0.0333 0.0268

SimVPv1 115.8 122.9 1511.5 1469.0 0.9822 0.9826 33.73 33.64 0.0347 0.0224

SimVPv2 108.4 109.4 1441.0 1430.9 0.9834 0.9835 34.08 34.08 0.0322 0.0223

TAU 113.3 113.3 1390.7 1400.0 0.9839 0.9839 34.03 34.02 0.0278 0.0198

Table 4: Reproduction results of Earthformer [17] on ICAR-ENSO [48]. CNino 3:4 �
W is the weighted CNino 3:4 that evaluate the correlation skill of the Nino3.4 index.

Method
MSE # MAE # CNino 3:4 " CNino 3:4 � W " RMSE(Nino) #

original ours original ours original ours original ours original ours

Earthformer 0.2984 0.3140 12.77 13.48 0.6930 0.7020 2.0750 2.1370 0.6013 0.5384

ability to replicate the intended model faithfully. This meticulous comparison
process helps guarantee the trustworthiness of our further �ndings.

C.3 Codebase Reliability

We found that PredRNN++ [52] can serve as a good baseline (Finding 1 in
section 4.1 of the main paper), so we use it to run 10 rounds of experiments
on the TaxiBJ [63] and Moving-MNIST [44] dataset and calculate the metrics
separately. We calculate the standard deviations of the then metric values and
divide them equally into two groups for calculating the p-values of the T-test.
The metrics, standard deviations, and the p-values of the T-test are shown in
Tabs. 6 and 7.

It is obvious that the standard deviations are close to0 and the p-values are
close to1, underscoring the reliability of our codebase.

D Implementation Details

We provide the detailed computational analysis for each model in Tab. 8, where
FLOPs is calculated with H = W = 64, C = 1 , and Tin = Tout = 10. CNN mod-
els (e.g., SimVP, TAU) have higher FPS, making them suitable for real-time
applications. Despite low FLOPs, RNN models (e.g., PredRNN) are slower due
to auto-regressive generation. Transformer models (e.g., Earthformer) are com-
putationally intensive with O(n2) complexity. Di�usion models (e.g., MCVD)
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Table 5: Reproduction results of Earthformer [17] on SEVIR [49]. We demonstrate
the results of the CSI metric at each threshold and their average.

Method
MSE # MAE # CSI-16 " CSI-74 " CSI-133 " CSI-160 " CSI-181 " CSI-219 " CSI-M "

original ours original ours original ours original ours original ours original ours original ours original ours original ours

Earthformer 234.09 229.57 1671.2 1711.6 0.7634 0.7528 0.6836 0.6891 0.4177 0.4287 0.3098 0.3209 0.2697 0.2791 0.1638 0.1640 0.4346 0.4391

Table 6: Ten rounds of experiments of PredRNN++ on TaxiBJ .

1 2 3 4 5 6 7 8 9 10 std# p_value "

MAE 10.0 9.99 9.93 10.07 9.74 9.93 9.99 9.95 9.95 9.940.0807 0.9188

RMSE 15.29 15.26 15.32 15.46 15.01 15.23 15.27 15.23 15.23 15.310.1059 0.8561

WMAPE 0.1247 0.1244 0.1236 0.1256 0.1211 0.1236 0.1243 0.1239 0.1239 0.12410.0011 0.9202

SSIM 0.979 0.979 0.98 0.98 0.981 0.98 0.979 0.979 0.979 0.980.0007 1.0

PSNR 39.08 39.11 39.08 38.97 39.18 39.11 39.09 39.11 39.12 38.990.059 1.0

Table 7: Ten rounds of experiments of PredRNN++ on Moving-MNIST . The MSE
and MAE metrics are calculated in the normalized space (within the range of [0; 1]).

1 2 3 4 5 6 7 8 9 10 std# p_value "

MAE 69.93 69.78 69.8 69.77 69.77 69.91 69.78 69.76 69.84 69.950.0699 0.8444

MSE 22.21 22.2 22.16 22.11 22.18 22.22 22.2 22.15 22.17 22.280.0435 0.8007

SSIM 0.95 0.951 0.951 0.951 0.951 0.95 0.951 0.951 0.95 0.950.0005 1.0

PSNR 23.62 23.63 23.62 23.63 23.63 23.62 23.63 23.63 23.63 23.610.0067 0.6811

LPIPS 0.0472 0.047 0.0472 0.0471 0.047 0.047 0.047 0.0471 0.0472 0.04718.3e-5 0.7404

FVD 27.6 27.2 27.6 27.5 27.2 27.2 27.2 27.4 27.6 27.40.1700 0.6258

achieve high FPS but require iterative sampling (we use 250 steps), which must
be considered for real-time applications.

Detailed information about the hyperparameters of the experiments for each
method in PredBench is shown in Tabs. 9, 10, 11, 12, 14, 13, 15, 16, 17, 18, 19,
and 20.

E Qualitative Results

We provide the qualitative results of each model on these datasets, which are
presented in Figs. 2, 3, 4, 5, 6, 7, 8, 9, 10, 11, 12, 13, 14, 15, 16, and 17.

F Crowd Sourcing Human Assessment

As described in �nding 2 in section 4.1 of the main paper, we �nd that LPIPS
and FVD metrics are more aptly suited for tasks involving visual prediction, as
they exhibit a stronger correlation with the human visual system. Furthermore,
we have conducted a crowd-sourced human study to determine the most suitable
metric for evaluating visual prediction models.

Notably, we �nd that the sequences predicted by MCVD [50] have the highest
FVD and LPIPS, indicating a closer resemblance to human perception. However,
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these sequences performed poorly in terms of SSIM and PSNR. Conversely, meth-
ods such as Earthformer [17], PredRNN++ [52] and TAU [46] excel on SSIM
and PSNR, while demonstrating inferior performance on FVD and LPIPS. To
further validate our observations, we randomly sample the predicted results from
Earthformer, MCVD, PredRNN++, and TAU on three representative datasets:
BAIR (15 sequences),RoboNet (15 sequences), andHuman3.6M (5 sequences).
We have designed a questionnaire, as illustrated in Fig. 18, for the human as-
sessment of these sampled results.

We have collected 100 crowd-sourced human evaluation questionnaires, and
the feedback from these questionnaires solidi�ed our observations. MCVD re-
ceives the highest rating as the best-predicted result in72:83% of the questions,
followed by Earthformer with 4:35%, PredRNN++ with 19:57%, and TAU with
3:26%. These results further validate that LPIPS and FVD metrics are more
e�ective in capturing the genuine visual e�ects of the predicted sequences.

G Discussion

G.1 Broader Impact

Academic Impact
In this work, we introduce PredBench, a comprehensive benchmark support-

ing diverse tasks and methods. PredBench integrates 12 established STP meth-
ods, covering CNN [30, 37], RNN [25], transformer [10, 59], and di�usion [22,
35, 36, 38, 43]. Through standard experiments and multi-dimension evaluations
on 15 diverse datasets, we thoroughly assess the performance of each model. We
open-source our extensive codebase, serving as a valuable resource for researchers
seeking to advance the state-of-the-art in spatio-temporal prediction.
Social Impact

Spatio-temporal prediction is a rapidly evolving �eld with signi�cant impli-
cations across a wide range of domains and disciplines. The ability to accurately
predict future states based on spatial and temporal data can drive advance-
ments in numerous areas, including meteorology [1,5,20,23,24,29,33,40,60,61],
robotics [3,11,14,62], generation [31,34], and autonomous vehicles [15,26]. Our
PredBench conducts experiments and evaluations on diverse applications, aimed
at providing meaningful results for social and industrial communities.

G.2 Limitation

While this work has provided prevalent methods, representative datasets, and
several powerful benchmarks, this section explores the limitations expected to
be addressed in future studies.
Training Limination. In pursuit of a fair comparison, we maintain the model
architecture and model size with the original paper. However, speci�c architec-
ture improvements or larger model size may yield enhanced results.
Benchmark Limination. Although we have implemented 12 methods in our
benchmark, we will provide more methods in the future to provide a wider
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Table 8: computational e�ciency analysis for each model.

Model ConvLSTM E3D-LSTM MAU PhyDNet PredRNNv1 PredRNN++ PredRNNv2 SimVPv1 SimVPv2 TAU Earthformer MCVD

params 12.09M 51.35M 4.475M 3.092M 23.84M 36.028M 23.86M 57.95M 46.77M 44.66M 6.702M 54.29M

FLOPs 58.80G 299.0M 17.79G 15.33G 116.0M 175.0M 117.0M 19.43G 16.53G 15.95G 33.65G 29.15G

FPS 247.9 36.1 156.8 340.4 119.4 84.6 115.1 428.3 435.3 442.1 54.4 261.7

Table 9: Hyper-parameters of ConvLSTM [42]. In the �rst column, BS, LR, Optim,
and Schd represent the batch size, learning rate, optimizer, and learning rate scheduler,
respectively. In the header row, M-MNIST means Moving-MNIST [44], Tra�c4Cast
denotes Tra�c4Cast2021 [13], and ENSO represents ICAR-ENSO [48]. The OneCy
means the OneCycleLR scheduler, while the Cosine denotes theCosineLR scheduler.
Unless otherwise speci�ed, we directly utilize the default parameters of the optimizer
and scheduler. In TaxiBJ [63], we adopt pct_ start = 0 :1 in the OneCycleLR scheduler
rather than the default pct_ start = 0 :3.

Con�g M-MNIST KTH Human3.6M BAIR RoboNet BridgeData CityScapes KITTI nuScenes TaxiBJ Tra�c4Cast ENSO SEVIR WeatherBench

BS 16 16 16 64 64 64 64 16 64 16 64 64 32 64

LR 5e-4 4e-5 1e-4 1e-4 1e-4 1e-4 1e-4 1e-3 1e-4 5e-4 1e-4 1e-4 1e-3 1e-4

Optim Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam

Schd OneCy None Cosine OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy

Epoch 200 100 50 100 100 100 100 100 100 50 50 100 100 50

Loss L2 L2 L2 L2 L2 L2 L2 L2 L2 L2 L2 L2 L2 L2

dtype BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16

method spectrum. Besides, we have meticulously calibrated the dataset protocol,
but there is still a lot of work to be done, such as the impact of the number of
input frames.
Evaluation Limination. Due to resource limitations, our human evaluation
only recruits 100 participants. Our human evaluation also lacks diversity in
terms of participant background, as it only includes a few attributes such as
age and gender. We hope that future work can improve the diversity and size of
the participants. Furthermore, we hope explore more evaluation approaches and
metrics to present a holistic assessment of models.
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Table 10: Hyper-parameters of E3D-LSTM [53]. In TaxiBJ [63], we adopt
pct_ start = 0 :1 in the OneCycleLR scheduler rather than the default pct_ start = 0 :3.

Con�g M-MNIST KTH Human3.6M BAIR RoboNet BridgeData CityScapes KITTI nuScenes TaxiBJ Tra�c4Cast ENSO SEVIR WeatherBench

BS 16 8 16 64 64 64 64 16 64 16 64 32 64 64

LR 1e-4 5e-4 1e-4 1e-4 1e-4 1e-4 1e-4 1e-3 1e-4 2e-4 1e-4 1e-3 1e-3 1e-4

Optim Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam

Sch OneCy OneCy Cosine OneCy OneCy OneCy OneCy OneCy OneCy None OneCy OneCy OneCy OneCy

Epoch 200 100 50 100 200 100 100 100 200 50 50 100 100 50

Loss L2+L1 L2+L1 L2+L1 L2+L1 L2+L1 L2+L1 L2+L1 L2+L1 L2+L1 L2+L1 L2 L2+L1 L2+L1 L2+L1

dtype BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16

Table 11: Hyper-parameters of MAU [4]. In TaxiBJ [63], we adopt pct_ start = 0 :1
in the OneCycleLR scheduler rather than the default pct_ start = 0 :3.

Con�g M-MNIST KTH Human3.6M BAIR RoboNet BridgeData CityScapes KITTI nuScenes TaxiBJ Tra�c4Cast ENSO SEVIR WeatherBench

BS 16 16 16 64 64 64 64 16 64 16 64 64 32 64

LR 1e-3 5e-4 1e-4 1e-4 1e-4 1e-4 1e-4 1e-3 1e-4 5e-4 1e-4 1e-4 1e-3 1e-4

Optim Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam

Sch OneCy OneCy Cosine OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy

Epoch 200 100 50 100 200 100 100 100 200 50 50 100 100 50

Loss L2 L2 L2 L2 L2 L2 L2 L2 L2 L2 L2 L2 L2 L2

dtype BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16

Table 12: Hyper-parameters of PhyDNet [21]. In TaxiBJ [63], we adopt
pct_ start = 0 :1 in the OneCycleLR scheduler rather than the default pct_ start = 0 :3.
CM represents its proposed kernel moment loss, and� CM is its scaling factor.

Con�g M-MNIST KTH Human3.6M BAIR RoboNet BridgeData CityScapes KITTI nuScenes TaxiBJ Tra�c4Cast ENSO SEVIR WeatherBench

BS 16 16 16 64 64 64 64 16 64 16 64 64 32 64

LR 1e-3 1e-3 1e-4 1e-4 1e-4 1e-4 1e-4 1e-3 1e-4 5e-4 1e-4 1e-4 1e-3 1e-4

Optim Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam

Sch OneCy OneCy Cosine OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy

Epoch 200 100 50 100 200 100 100 100 200 50 50 100 100 50

Loss L2+CM L2+CM L2+CM L2+CM L2+CM L2+CM L2+CM L2+CM L2+CM L2+CM L2+CM L2+CM L2+CM L2+CM

� CM 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0

dtype BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16

Table 13: Hyper-parameters of PredRNNv1 [54]. In TaxiBJ [63], we adopt
pct_ start = 0 :1 in the OneCycleLR scheduler rather than the default pct_ start = 0 :3.

Con�g M-MNIST KTH Human3.6M BAIR RoboNet BridgeData CityScapes KITTI nuScenes TaxiBJ Tra�c4Cast ENSO SEVIR WeatherBench

BS 16 16 16 64 64 64 64 16 64 16 64 64 32 64

LR 5e-4 4e-5 1e-4 1e-4 1e-4 1e-4 1e-4 1e-3 1e-4 1e-4 1e-4 1e-4 1e-3 1e-4

Optim Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam

Sch OneCy OneCy Cosine OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy

Epoch 200 100 50 100 200 100 100 100 200 50 50 100 100 50

Loss L2 L2 L2 L2 L2 L2 L2 L2 L2 L2 L2 L2 L2 L2

dtype BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16

Table 14: Hyper-parameters of PredRNN++ [52]. In TaxiBJ [63], we adopt
pct_ start = 0 :1 in the OneCycleLR scheduler rather than the default pct_ start = 0 :3.

Con�g M-MNIST KTH Human3.6M BAIR RoboNet BridgeData CityScapes KITTI nuScenes TaxiBJ Tra�c4Cast ENSO SEVIR WeatherBench

BS 16 16 16 64 64 64 64 16 64 16 64 64 32 64

LR 1e-4 4e-5 1e-4 1e-4 1e-4 1e-4 1e-4 5e-4 1e-4 1e-4 1e-4 1e-4 1e-3 1e-4

Optim Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam

Sch OneCy OneCy Cosine OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy

Epoch 200 100 50 100 200 100 100 100 200 50 50 100 100 50

Loss L2 L2 L2 L2 L2 L2 L2 L2 L2 L2 L2 L2 L2 L2

dtype BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16
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Table 15: Hyper-parameters of PredRNNv2 [55]. In TaxiBJ [63], we adopt
pct_ start = 0 :1 in the OneCycleLR scheduler rather than the default pct_ start = 0 :3.
DC means decouple loss proposed in PredRNNv2, and� DC is its scaling factor.

Con�g M-MNIST KTH Human3.6M BAIR RoboNet BridgeData CityScapes KITTI nuScenes TaxiBJ Tra�c4Cast ENSO SEVIR WeatherBench

BS 8 16 16 64 64 64 64 16 64 16 64 64 32 64

LR 1e-4 1e-4 1e-4 1e-4 1e-4 1e-4 1e-4 1e-3 1e-4 5e-4 1e-4 1e-4 1e-3 1e-4

Optim Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam

Sch OneCy OneCy Cosine OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy

Epoch 200 100 50 100 200 100 100 100 200 50 50 100 100 50

Loss L2+DC L2+DC L2+DC L2+DC L2+DC L2+DC L2+DC L2+DC L2+DC L2+DC L2+DC L2+DC L2+DC L2+DC

� DC 0.1 0.01 0.1 0.01 0.01 0.01 0.01 0.01 0.01 0.1 0.01 0.01 0.01 0.01

dtype BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16

Table 16: Hyper-parameters of SimVPv1 [16]. In TaxiBJ [63], we adopt
pct_ start = 0 :1 in the OneCycleLR scheduler rather than the default pct_ start = 0 :3.

Con�g M-MNIST KTH Human3.6M BAIR RoboNet BridgeData CityScapes KITTI nuScenes TaxiBJ Tra�c4Cast ENSO SEVIR WeatherBench

BS 16 16 16 64 64 64 64 16 64 16 64 64 32 64

LR 1e-3 1e-3 1e-4 1e-4 1e-3 1e-3 1e-4 5e-3 1e-3 1e-3 1e-4 1e-4 1e-3 1e-4

Optim Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam

Sch OneCy OneCy Cosine OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy

Epoch 200 100 50 100 200 100 100 100 200 50 50 100 100 50

Loss L2 L2 L2 L2 L2 L2 L2 L2 L2 L2 L2 L2 L2 L2

dtype BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16

Table 17: Hyper-parameters of SimVPv2 [45]. In TaxiBJ [63], we adopt
pct_ start = 0 :1 in the OneCycleLR scheduler rather than the default pct_ start = 0 :3.

Con�g M-MNIST KTH Human3.6M BAIR RoboNet BridgeData CityScapes KITTI nuScenes TaxiBJ Tra�c4Cast ENSO SEVIR WeatherBench

BS 16 16 16 64 64 64 64 16 64 16 64 64 32 64

LR 1e-3 1e-3 1e-4 1e-4 1e-3 1e-3 1e-4 5e-3 1e-3 1e-3 1e-4 1e-4 1e-3 1e-4

Optim Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam

Sch OneCy OneCy Cosine OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy

Epoch 200 100 50 100 200 100 100 100 200 50 50 100 100 50

Loss L2 L2 L2 L2 L2 L2 L2 L2 L2 L2 L2 L2 L2 L2

dtype BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16

Table 18: Hyper-parameters of TAU [46]. In TaxiBJ [63], we adopt pct_ start = 0 :1
in the OneCycleLR scheduler rather than the default pct_ start = 0 :3. DDR denotes
the di�erential divergence regularization proposed in TAU, and � DDR is its scaling
factor.

Con�g M-MNIST KTH Human3.6M BAIR RoboNet BridgeData CityScapes KITTI nuScenes TaxiBJ Tra�c4Cast ENSO SEVIR WeatherBench

BS 64 64 64 64 16 16 16 16 64 64 32 16 64 64

LR 1e-4 1e-3 1e-4 1e-4 1e-4 5e-3 1e-3 1e-3 1e-3 1e-3 1e-3 1e-3 1e-4 1e-4

Optim Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam

Sch OneCy OneCy OneCy OneCy Cosine OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy

Epoch 100 100 100 100 50 100 100 200 200 200 100 50 50 50

Loss L2+DDR L2+DDR L2+DDR L2+DDR L2+DDR L2+DDR L2+DDR L2+DDR L2+DDR L2+DDR L2+DDR L2+DDR L2+DDR L2+DDR

� DDR 0.1 0.1 0.1 0.1 0.1 0.1 0.1 0.1 0.1 0.1 0.1 0.1 0.1 0.1

dtype BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16
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Table 19: Hyper-parameters of Earthformer [17]. In the �rst column, WD means
weight decay of the optimizer, and Clip represents that clip_ grad is adopted with
max _ norm = 1 :0.

Con�g M-MNIST KTH Human3.6M BAIR RoboNet BridgeData CityScapes KITTI nuScenes TaxiBJ Tra�c4Cast ENSO SEVIR WeatherBench

BS 32 32 32 64 64 64 64 32 64 32 64 64 32 64

Optim AdamW AdamW AdamW AdamW AdamW AdamW AdamW AdamW AdamW AdamW AdamW AdamW AdamW AdamW

Sch OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy OneCy

WD 1e-5 1e-5 1e-5 1e-5 1e-5 1e-5 1e-5 1e-5 1e-5 1e-5 1e-5 1e-5 1e-5 1e-5

Clip 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0

LR 1e-3 1e-3 1e-3 1e-4 1e-3 1e-4 1e-4 1e-3 1e-3 1e-3 1e-4 1e-4 1e-3 1e-4

Epoch 200 100 100 100 200 100 100 100 200 50 50 100 100 50

Loss L2 L2 L2 L2 L2 L2 L2 L2 L2 L2 L2 L2 L2 L2

dtype BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16

Table 20: Hyper-parameters of MCVD [50]. Linear means the LinearLR scheduler
with 5000 iterations for warm-up. WD means weight decay of the optimizer, and Clip
represents that clip_ grad is adopted with max _ norm = 1 :0.

Con�g M-MNIST KTH Human3.6M BAIR RoboNet BridgeData CityScapes KITTI nuScenes TaxiBJ Tra�c4Cast ENSO SEVIR WeatherBench

BS 64 64 64 64 128 128 64 64 128 64 128 64 128 64

Optim Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam Adam

Sch Linear Linear Linear Linear Linear Linear Linear Linear Linear Linear Linear Linear Linear Linear

WD 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0

Clip 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0 1.0

LR 2e-4 2e-4 1e-4 1e-4 4e-4 1e-4 1e-4 2e-4 1e-4 1e-4 4e-4 1e-4 4e-4 1e-4

Iter 5e5 5e5 1e6 5e5 1e6 1e6 5e5 5e5 1e6 5e5 2e6 5e5 1e6 1e6

Loss L2 L2 L2 L2 L2 L2 L2 L2 L2 L2 L2 L2 L2 L2

dtype BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16 BF16
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Fig. 2: Qualitative results on BAIR [12] (2 frames �! 10 frames).
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Fig. 3: Qualitative results on BridgeData [51] (2 frames �! 10 frames).
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Fig. 4: Qualitative results on CityScapes [7] (2 frames �! 5 frames).
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Fig. 5: Qualitative results on ICAR-ENSO [48] (12 frames �! 14 frames). The
sequences are visualized at the interval of 3 frames.
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Fig. 6: Qualitative results on Human3.6M [27] (4 frames �! 4 frames).
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Fig. 7: Qualitative results on KITTI [19] (10 frames �! 10 frames).
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Fig. 8: Qualitative results on KTH [41] (10 frames �! 10 frames).
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Fig. 9: Qualitative results on Moving-MNIST [44] (10 frames �! 10 frames).
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Fig. 10: Qualitative results on nuScenes[2] (10 framse �! 10 frames).
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