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Abstract. In this paper, we introduce PredBench, a benchmark tailored
for the holistic evaluation of spatio-temporal prediction networks. De-
spite significant progress in this field, there remains a lack of a standard-
ized framework for a detailed and comparative analysis of various predic-
tion network architectures. PredBench addresses this gap by conducting
large-scale experiments, upholding standardized and appropri-
ate experimental settings, and implementing multi-dimensional
evaluations. This benchmark integrates 12 widely adopted methods
with 15 diverse datasets across multiple application domains, offering ex-
tensive evaluation of contemporary spatio-temporal prediction networks.
Through meticulous calibration of prediction settings across various ap-
plications, PredBench ensures evaluations relevant to their intended use
and enables fair comparisons. Moreover, its multi-dimensional evalua-
tion framework broadens the analysis with a comprehensive set of met-
rics, providing deep insights into the capabilities of models. The findings
from our research offer strategic directions for future developments in the
field. Our codebase is available at https://github.com/OpenEarthLab/
PredBench.
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1 Introduction

Spatio-Temporal Prediction (STP) represents a cornerstone of research in com-
puter vision and artificial intelligence. It leverages historical data to forecast
future events, with far-reaching implications for diverse fields such as meteo-
rology [316,23,27], robotics [10,/13], and autonomous vehicles [21]. Despite the
proliferation of methods in STP, a comprehensive understanding of network per-
formance across different disciplines and applications remains elusive.
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Fig. 1: Overview of our spatio-temporal Prediction Benchmark (PredBench).
It conducts a thorough 4-dimensional evaluation of 12 prevalent spatio-temporal pre-
diction methods, spanning 5 distinct domains and covering 15 diverse datasets.

The pursuit of STP introduces several challenges that complicate the creation
of a holistic benchmark. Firstly, the universality of STP across numerous appli-
cations and disciplines necessitates a comprehensive evaluation encompassing a
wide array of datasets. As shown in Fig. [2| traditional STP
studies often assess models on limited datasets, thus failing to present the per-
formance of the model in varied scenarios. Secondly, fair and meaningful com-
parison requires the prediction settings to maintain consistency across different
networks. Historically, there has been a setting disparity of different networks
within the same dataset, leading to results that are not directly comparable.
For example, the MCVD model might input 1 or 2 frames and forecast the
following 5 frames during training, while PredRNNv2 might use 2 frames to
predict the next 10 frames on BAIR dataset. Thirdly, a thorough comparison
across various STP models must encompass multiple dimensions and metrics to
assess the full spectrum of network performance, while previous methods often
evaluate networks with limited aspects and metrics.

This paper presents PredBench, a comprehensive framework devised for the
holistic evaluation of STP networks. As shown in Fig. [T PredBench stands as
the most exhaustive benchmark to date, integrating 12 established STP meth-

ods and 15 diverse datasets
from a range of applications and disciplines. It presents a

standardized experimental protocol to facilitate fair and meaningful comparisons
across diverse STP methods and datasets. Additionally, PredBench introduces
four evaluation dimensions, thoroughly assessing the short-term prediction abili-
ties, long-term prediction abilities, generalization abilities, and temporal robust-
ness of the model across domains, thus addressing gaps in current evaluation
practices. Through large-scale experimentation, we have derived several signifi-
cant findings. In conclusion, our contributions can be summarized as follows:
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Fig. 2: We support 12 methods and 15 datasets in our PredBench. The
represent the settings in which previous methods have been conducted. We fill the re-
maining blank cells by conducting large-scale experiments and thorough evaluation.
The green ticks indicate that short-term prediction experiments are conducted, while

signify the implementation of long-term prediction experiments. The blue
ticks represent the execution of generalization experiments, and purple ticks denote
experiments in temporal resolution robustness.

— The proposal and development of PredBench, the most comprehensive eval-
uation framework for STP networks to date, which includes 12 methods and
15 datasets spanning multiple applications and disciplines.

— Implementation of standardized prediction settings and novel evaluation di-
mensions, enhancing fairness and depth in model comparisons.

— Unearthing key insights that offer strategic direction for future STP research.

— Development of an open and unified codebase that will significantly promote
STP research and development.

2 Related Work

The spatio-temporal prediction has been extensively studied previously, where
prevalent models can be categorized into recurrent and non-recurrent methods.
Recurrent Methods. ConvLSTM [30] is the seminal work for recurrent meth-
ods, which uses convolutions to replace the matrix multiplication of the original
LSTM |20]. Since the introduction of ConvLSTM, a series of recurrent meth-
ods have emerged, focusing on further advancements and refinements. E3D-
LSTM |[43] integrates 3D convolutions into RNNs 28] to capture better short-
term and long-term features. MAU [5] proposes a motion-aware unit that com-
bines an attention module and a fusion module to capture reliable inter-frame
motion information. PhyDNet [18] proposes a two-branch architecture to explic-
itly disentangle physical dynamics from residual information. PredRNNv1 [44]
designs a spatio-temporal LSTM unit that extracts and memorizes spatial and
temporal representations simultaneously, as well as proposes a new zigzag archi-
tecture that conveys memory both vertically across layers and horizontally over



4 Z. Wang et al.

states. PredRNN++ [42] proposes a gradient highway unit and a causal LSTM
unit to capture the short-term and the long-term video dependencies adaptively.
PredRNNv2 [45] extends PredRNNvL1 [44] by introducing a decoupling loss and
a reverse scheduled sampling training strategy to boost prediction performance.
Non-recurrent Methods. In recent years, Non-recurrent methods have gained
widespread attention and demonstrated impressive performance in various do-
mains. SimVPv1 [14] introduces a simple encoder-translator-decoder framework
for video prediction that is built purely on CNN [24], where the translator em-
ploys several Inception modules [33] to learn temporal evolution. SImVPv2 [34]
extends SimVPv1 by introducing a gated spatio-temporal attention module as
the translator, while TAU [35] proposes a temporal attention unit as the transla-
tor and a di erential divergence regularization to capture inter-frame dynamical
information. Earthformer [15] is a space-time transformer proposed especially for
earth system forecasting, which proposes a cuboid-attention module for generic
and e cient prediction. MCVD [40] is a general framework for video prediction,
generation, and interpolation, which uses a probabilistic conditional score-based
denoising di usion model [31] to generate future video.

While OpenSTL [36] presents an STP benchmark, its scope is limited to small
datasets and lacks comprehensive analysis. PredBench signi cantly extends this
e ort by conducting exhaustive experiments and providing in-depth evaluations
across expansive real-world datasets, leading to several insightful discoveries.

3 PredBench

3.1 Supported Methods and Datasets

Methods. PredBench accommodates diverse STP approaches, which can be
categorized into recurrent-based and non-recurrent methodologies. For recurrent
paradigm, we include ConvLSTM [30], E3D-LSTM [43], MAU [5], PhyDNet [18],
PredRNNv1 [44], PredRNN++ [42], and PredRNNv2 [45]. The non-recurrent
methods include SimVP1 [14], SimVP2 [34], TAU [35], Earthformer [15], and
MCVD [40], showing a spectrum of current methods.

Datasets. PredBench spans 15 datasets to evaluate various STP scenarios. For
motion trajectory prediction, Moving-MNIST [32],KTH [29], andHuman3.6M [22]
are incorporated. Robot action prediction is assessed througiBridgeData [41],
RoboNet[8] and BAIR [11], while driving scene prediction leverage€ityScapes[7],
KITTI [17], nuScenes[4], and Caltech [9]. In the area of trac ow predic-
tion, TaxiBJ [48] and Tra c4Cast2021 [12] are utilized. Weather forecasting
is evaluated usingICAR-ENSO [38], SEVIR [39], and Weatherbench[16], each
contributing to a holistic assessment across the STP spectrum.

3.2 Evaluation Metrics

The benchmark employs tailored metrics for distinct tasks:
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Error Metrics:  We adopt Mean Absolute Error (MAE) and Root Mean Squared
Error (RMSE) as fundamental metrics to assess the discrepancy between pre-
dicted and target sequences. Additionally, Weighted Mean Absolute Percentage
Error (WMAPE) is utilized speci cally in tra ¢ ow prediction, considering its
relevance and e ectiveness in this domain.

Similarity Metrics: To gauge the resemblance between prediction and ground-
truth, we use Structural Similarity Index Measure (SSIM) [46] and Peak Signal-
to-Noise Ratio (PSNR), which provide image quality assessment.

Perception Metrics:  Learned Perceptual Image Patch Similarity (LPIPS) [49]
and Fréchet Video Distance (FVD) [37] are employed to assess perceptual simi-
larity in line with the human visual system. LPIPS o ers a perceptually aligned
comparison for individual image frames, while FVD evaluates the temporal co-
herence, overall quality and diversity of videos.

Weather Metrics:  To align with GrpahCast [23], Weighted Root Mean Squared
Error (WRMSE) and Anomaly Correlation Coe cient (ACC) are used for Weath-
erBench [16]. Following Earthformer [15], Critical Success Index (CSI) is applied
to SEVIR [39], and three-month-moving-averaged Nino3.4 index ¢N"° 34) is
selected forlCAR-ENSO [38].

3.3 Standardized Experimental Protocol

In our PredBench, the experimental protocol has been meticulously standardized
across various prediction tasks to ensure comparability and replicability. The
detailed dataset statics and experiment settings are presented in Tab. 1.

Motion Trajectory Prediction: For Moving-MNIST [32], we adhere to con-
ventional methods to generate training data dynamically and designate10K
sequences for testing. To bridge the validation set gap, we pre-generateOK
additional sequences. In the case oKTH [29], where PredRNN [44] lacks a
validation set and uses persons 17-25 for testing, we allocate persons 1-14 for
training and 15-16 for validation. Additionally, we standardize the input-output
setting to match PredRNN, using 10 frames for the next 10 frames of prediction
to ensure experimental consistencyHuman3.6M [22] evaluation, previously de-
void of a validation set, now sees a division where 66,063 videos form the training
set, and 7,341 serve as validation from the original 73,404 training videos.
Robot Action Prediction: RoboNet [8] follows the precedent setting of [47],
selecting 256 videos for testing and using 2 frames to predict the next 10 frames.
We split the remaining data in a 9:1 ratio for training and validation to complete
the experimental cycle. This experimental consistency extends t@AIR [11] and
BridgeData [41], with the latter partitioned into training, validation, and testing
sets in an 8:1:1 ratio, all maintaining the 2-input to 10-output frame protocol.
Driving Scene Prediction: For CityScapes|[7], we adopt the dataset splits of
MCVD [40] but use an additional validation set for model selection, which was
previously neglected.KITTI [17] and nuScenes[4] are segmented into training,
validation, and test sets in a 9:2:2 and 8:1:1 ratio, respectively. We adjust the
training protocol to predict 10 frames, departing from the coarse practices of
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Table 1: The detailed dataset statics of the supported tasks in PredBench. Nyain
Nval , Nest are the number of sequences for training, validation and testing data respec-
tively. The model predicts Ls frames conditioned on Li, frames. In certain datasets,
the output of the model is extrapolated to L, frames. ,: Caltech [9] is only used to
assess the generalization ability of models. *: on the y" refers to dynamically gen-
erating training data by randomly selecting digits, their locations and directions (See
details in Appendix A).

Dataset N rain Nvar  Nwest Channel Height Weight Lin Ls L
Motion Trajectory Prediction

Moving-MNIST* on the y 10,000 10,000 1 64 64 10 10 -
KTH 7,482 1,628 4,047 1 128 128 10 10 -
Human3.6M 66,063 7,341 8,582 3 256 256 4 4
Robot Action Planning

BAIR 38,937 4,327 256 3 64 64 2 10 -
RoboNet 145,944 16,218 256 3 120 160 2 10
BridgeData 31,767 3,970 3,971 3 120 160 2 10 30
Driving Scene Prediction

CityScapes 8,925 1,500 1,525 3 128 128 2 5 -
KITTI 9,209 2,224 2,198 3 128 160 10 10
nuScenes 31,269 4,658 4,518 3 128 160 10 10 30
Caltech’ N.A. N.A. 1,980 3 128 160 10 10

Tra ¢ Flow Prediction

TaxiBJ 19,961 500 500 2 32 32 4 4 -
Tra c4Cast2021 35,840 4,480 4,508 8 128 112 9 3
Weather Forecasting

ICAR-ENSO 5,205 334 1,667 1 24 48 12 14
SEVIR 35,718 9,060 12,159 1 384 384 13 12

WeatherBench 53,944 2,922 5,828 69 128 256 2 1 20

SimVP [14,34] and MAU [5]. Following previous settings [5,14,34,35]Caltech [9]
is used solely for testing to evaluate the generalization ability of models.

Tra ¢ Flow Prediction: Following PhyDNet [18], we utilize the same testing
set and randomly select 500 sequences from the training set as the validation set
on TaxiBJ [48]. For Tra c4Cast2021 [12], we reserve the Moscow city data for
generalization evaluation and adhere to the 8:1:1 training-validation-test split.

Weather Forecasting:  We harmonize our evaluation with Earthformer [15]
for ICAR-ENSO [38] and SEVIR [39], forecasting SST anomalies and VIL, re-
spectively, with de ned context frames. For WeatherBench [16], we follow the
previous setup [3,6,16,23,25,26] predicting 1 frame conditioned on 2 frames with
the frame interval of 6 hour and use totally 69 variables for evaluation, instead
of using only 1 or 4 variables and the frame interval of 1 hour in SimVPv2 [34],
training on data from 2010-2015, validating on 2016, and testing on 2017-2018.
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3.4 Multi-dimensional Evaluations

PredBench utilizes a multi-dimensional evaluation framework that ensures thor-
ough and detailed assessments of various spatio-temporal prediction models,
providing an in-depth and exhaustive analysis of their capabilities.

Short-Term Prediction: The short-term prediction task in PredBench focuses
on forecasting imminent future states given historical data. A spatial state at
any given time is represented ax 2 R " W with C, H, and W denoting the
channel, height, and width, respectively. The historical sequence up to time.j,
is denoted asX Bt = fx;; ;x_,g2R'» © H W From this sequence, the
model is tasked with predicting the subsequentL ¢ states, forming the predicted
sequenceX i *Lilin*Ls = fx| ,1:  ;x_,+..92 R © H W The learn-
ing objective is to minimize the disparity between the predicted future states
XLin +1iLn +Ls and the actual future states X -» *1:Ln *Ls During training, the
model optimizes directly over L¢ frames, which is typically less than 15 frames
in practice to ensure computational e ciency and maintain predictive accuracy.
The e cacy of the model in short-term prediction is assessed on itsL s-frame
output. We benchmark across multiple scenarios, using 14 datasets (excefal-
tech [9]) to evaluate short-term prediction performance comprehensively.
Long-Term Prediction via Extrapolation: Long-term prediction ability is
essential for the utility of spatio-temporal models, yet directly generating long
sequences during training is hindered by prohibitive computation. Our Pred-
Bench addresses this through an extrapolation approach, where a model itera-
tively uses its predictions as inputs to generate further into the future. Speci -
cally, models trained on L s-length output sequences are tasked with predicting
up to L, frames. This work evaluates long-term prediction onBridgeData [41]
and nuScenes[4] by extrapolating predictions to three times L frames, and on
WeatherBench [16], we extend this to a full 5-day forecast [16, 23].
Generalization Across Datasets and Scenes: Generalization remains a piv-
otal yet underexplored facet of STP research. Contrary to previous studies fo-
cusing solely onCaltech [9], we investigate generalization across diverse datasets
and scenarios. For robot action prediction, three subsets oBridgeData [41] are
segmented to evaluate model performance across new tasks and scenes. In driv-
ing scene prediction, we assess the adaptability of models trained alITTI [17]
and nuScenes[4] by testing on Caltech, and reciprocally test nuScenestrained
models onKITTI . Trac ow prediction challenges models to apply learned
patterns from nine cities to an unseen city, Moscow, inTra c4Cast2021 [12].
Robustness of Temporal Resolution: The ability of spatio-temporal predic-
tive models to preserve accuracy amidst changes in temporal resolution is vital.
For instance, a weather forecasting model trained on six-hour data is also ex-
pected to perform well on data sampled every twelve hours. This type of robust-
ness, however, is rarely assessed within the spatio-temporal prediction domain.
We address this by incorporating evaluations under varying temporal resolu-
tions, thus probing the ability of models to adapt to changes in frame rates. We
formalize this by denoting the frame interval as t and composing the historical
sequence aX Lt DU+ = fx :x1. ¢ 5 X, 1)t +1 9 The model then
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Table 2: The short-term prediction evaluation of models on motion trajectory
prediction. For each metric, the method with the best performance is highlighted in
bold font, while the the second-best performance method is indicated by underlining.

Moving MNIST KTH Human3.6M

SSIM " PSNR " LPIPS #FVD #SSIM " PSNR " LPIPS #FVD #SSIM " PSNR " LPIPS #FVD #
ConvLSTM |0.9290 22.12 0.0734 67 |0.9256 29.14 0.1813 384|0.9808 33.28 0.0416 187
E3D-LSTM |0.9458 22.60 0.0396 10 |0.8423 24.19 0.3877 15250.9822 3298 0.0350 109
MAU 0.9397 2276 0.0597 34|0.9270 29.21 0.1769 288/0.9810 33.34 0.0410 246
PhyDNet 0.9444 23.18 0.0406 15 |0.8939 26.47 0.1926 402|0.9806 33.05 0.0365 97

PredRNNv1 |0.9452 23.18 0.0537 30|0.9320 29.85 0.1765 330/0.9824 33.84 0.0380 178
PredRNN++ |0.9504 23.62  0.0477 27 |0.9375 30.22 0.1379 221 |0.9837 34.11 0.0341 110
PredRNNv2 |0.9425 23.19 0.0520 28|0.9353 29.90 0.1469 249|0.9831 33.98 0.0389 167
SimVPvl 0.9268 21.83 0.0805 47 |0.9277 28.80 0.1826 404|0.9823 33.74 0.0390 164
SimVPv2 0.9404 22,78 0.0610 33|0.9352 29.13 0.1432 246|/0.9831 34.01 0.0374 129
TAU 0.9443 23.11 0.0558 30|0.9342 28.07 0.1477 261|0.9833 33.99 0.0356 98
Earthformer |0.9429 23.24 0.0467 26 |0.9331 28.99 0.1581 261|0.9831 33.91 0.0394 167
MCVD 0.6312 19.12 0.0433 3 |0.9304 28.26 0.0804 97 |0.9410 26.33 0.0280 45

Method

Table 3: The short-term prediction evaluation results on the robot action task.

BAIR RoboNet BridgeData
SSIM " PSNR " LPIPS #FVD #SSIM " PSNR " LPIPS #FVD #SSIM " PSNR " LPIPS #FVD #
ConvLSTM | 0.8723 20.86 0.0874 723/0.8362 22.15 0.1682 781/0.8323 21.36 0.1471 538
E3D-LSTM |0.8724 20.63 0.0769 722 |0.8265 21.82 0.1613 835/0.7848 20.36 0.2338 799
MAU 0.8728 20.87 0.0853 746|0.8436 22.40 0.1630 756|0.8213 21.14 0.1436 548
PhyDNet 0.8509 20.08 0.0803 738|0.7967 20.92 0.1898 931|0.7623 19.61 0.2055 963
PredRNNv1l |0.8767 21.04 0.0849 701|0.8497 2263 0.1587 727 |0.8528 22.19 0.1404 434
PredRNN++ |0.8782 21.10 0.0838 691 |0.8490 22.66 0.1622 728|0.8559 22.34 0.1402 415
PredRNNv2 |0.8748 20.97 0.0849 719|0.8472 2252 0.1624 747/0.8500 22.01 0.1428 436
SimvPv1 0.8733 20.81 0.0880 720|0.8540 22.73 0.1626 724|0.8626 22.60 0.1430 399
SimVPv2 0.8710 20.69 0.0898 762|0.8558 22.78 0.1606 718|0.8652 22.62 0.1397 379

Method

TAU 0.8735 20.77 0.0885 732|0.8567 22.82 0.1591 720 |0.8671 22.79  0.1402 370
Earthformer |0.8736 20.84 0.0854 761|0.8504 22.46 0.1640 728|0.8618 22.49 0.1388 372
MCVD 0.8414 18.76 0.0640 113 |0.7767 18.28 0.1462 288 |0.7866 17.02 0.1393 527

predicts a future sequence with the same interval Xtn t *1i(Lin +Ls Dt +1 -
FRL, ¢ +1 Ry, +1) t 413 PR, +Ls 1)t +1 0. We assess this temporal robust-
ness onBridgeData [41], nuScenes[4], and WeatherBench [16], evaluating frame
intervals of 1, 2, and 3 times of the training frame interval to examine the adapt-
ability of models to temporal resolution variations.

4 Experiments

In pursuit of a fair comparison, we maintain the dataset setting in Tab. 1 and
carefully tune the hyper-parameters for each model. See the details of the model
size and experiment con guration in the appendix D (supplementary material).

4.1 Short-Term Prediction Analysis

The results of 5 short-term prediction tasks are shown in Tabs. 2, 3, 4, 5, and 6.
Observation 1 : Across all datasets within the motion trajectory prediction
domain and the BAIR dataset [11], PredRNN++ [42] achieves optimal out-
comes in the SSIM and PSNR metrics. It also excels in the SSIM, RMSE, and
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Fig. 3: The visualization results ~ of MCVD, PredRNN++, TAU and groudtruth on
BAIR (left) and RoboNet (right). The numbers represent frame indices. Areas
where TAU and PredRNN++ exhibit ghosting are highlighted with red boxes. It can
be observed that the output of MCVD is notably clear.

Table 4: The short-term prediction evaluation results on the driving scenes.

CityScapes KITTI nuScenes

SSIM " PSNR " LPIPS #FVD #SSIM " PSNR " LPIPS #FVD #SSIM " PSNR " LPIPS #FVD #
ConvLSTM |0.8466 25.68 0.3108 1669 0.5595 16.69 0.5622 13690.7884 24.64 0.4131 1354
E3D-LSTM |0.8911 27.29 0.1507 641|0.5337 15.88 0.5609 1504 0.7550 23.58 0.5621 2273
MAU 0.8535 25.85 0.2495 14690.5794 16.76 0.4518 951|0.7896 24.48 0.3782 1181
PhyDNet 0.8478 2540 0.2214 12530.5554 16.18 0.3281 592 |0.7747 23.84 0.3149 893
PredRNNv1 |0.8825 27.09 0.1690 809|0.5816 17.05 0.5419 118¢0.8081 25.27 0.3277 846

PredRNN++ |0.8837 27.11 0.1545 758|0.5184 16.14 0.6984 21510.8038 25.10 0.3661 1015
PredRNNv2 |0.8572 25.99 0.2846 1462 0.5781 16.94 0.5559 12720.7998 25.01 0.3615 1026
SimVPv1 0.8988 27.91 0.1240 41105969 17.33 0.5274 1195 0.7896 24.42 0.4510 1394
SimVPv2 0.8572 25.99 0.2846 14620.5801 17.09 0.5546 13000.8120 24.87 0.3073 712

Method

TAU 0.9027 28.10 0.1086 367 |0.6127 17.59 0.4679 954 |0.8111 24.98 0.3156 727
Earthformer |0.8708 26.49 0.2168 11490.5859 17.11 0.5800 12450.8095 25.12 0.3605 861
MCVD 0.8165 19.05 0.0822 259 |0.4566 13.62 0.2658 379 |0.7197 20.49 0.1551 107

WMAPE metrics on Tra c4Cast2021 [12], and shows comparable results on
other datasets.

Finding 1 : Although many years have passed since the introduction of Pre-
dRNN++, it still demonstrates remarkable performance across multiple datasets,
making it suitable for a good baseline on spatio-temporal prediction.
Observation 2 : Despite poor performance on SSIM and PSNR metrics, MCVD [40]
has the best results of LPIPS and FVD on mation trajectory prediction, robot
action prediction, and driving scenes prediction domains, except onBridge-
Data [41]. Fig. 3 shows that MCVD exhibits the highest visual quality, notwith-
standing its lower SSIM and PSNR scores.

Finding 2 : Visualization in Fig. 3, coupled with additional human-based anal-
yses (in appendix F), underscores that the LPIPS and FVD metrics are more
aptly suited for tasks involving visual prediction.

Observation 3 : For weather forecasting tasks, MAU [5] performs the best on
ICAR-ENSO, while Earthformer [15] excels onSEVIR and WeatherBench
Finding 3 : Given the high-resolution nature of data in SEVIR [39] and the
intricate meteorological information in WeatherBench [16], spatio-temporal pre-
diction models face considerable challenges in accurately capturing such dynamic
complexity. However, Earthformer [15] emerges as a standout performer on these
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Table 5: The short-term prediction evaluation results on the trac ow task.

TaxiBJ Tra c4Cast2021

SSIM " PSNR " MAE # RMSE # WMAPE #|SSIM " PSNR " MAE # RMSE # WMAPE #
ConvLSTM | 0.9828 39.22 9.68 14.92 0.1305 [ 0.9265 30.10 1.367 8.263 1.211
E3D-LSTM |0.9803 39.29 9.65 15.01 0.1375 |0.9222 30.52 1.694 8.439 1.883
MAU 0.9808 39.11  9.90 15.23 0.1328 | 0.9258 30.82 1.471 8272 1.234
PhyDNet 0.9801 39.08 9.95 15.35 0.1399 | 0.9247 30.84 1.369 8.318 1.247
PredRNNv1 |0.9837 39.44 9.40 14.40 0.1160 0.9277 30.17 1.328 8.199 1.204
PredRNN++ | 0.9791 39.08 10.00 15.29 0.1247 |0.9279 30.19 1.349 8.183 1.187
PredRNNv2 |0.9756 38.38 10.59 16.49 0.1323 | 0.9264 30.30 1.370 8.281 1.255
SimVPv1 0.9820 39.18 9.67 14.81 0.1305 | 0.9224 30.67 1.563 8.304 1.192
SimvPv2 0.9812 39.21 9.85 15.00 0.1345 1 0.9270 30.81 1.402 8.279 1.285

Method

TAU 0.9813 39.30 9.70 1477 0.1348 | 0.9253 30.72 1.450 8.303 1.244

Earthformer |0.9790 38.85 10.33 15.70 0.1300 | 0.9247 30.83 1.363 8.337 1.331

MCVD 0.9676 36.41 16.22 19.85 0.1750 | 0.8764 28.19 2.074 10.89 2.539
Table 6: The short-term prediction evaluation results on weather forecasting,
with 3 representative variables out of 69 variables presented on WeatherBench, as [23].

WeatherBench
ICAR-ENSO SEVIR
Method t2m 2500 850

CNino 34+ RMSE #| CSI" RMSE #WRMSE #ACC " WRMSE #ACC " WRMSE #ACC "

ConvLSTM 0.7475  0.4158|0.4082 13.01 2.0896  0.9827 91.20 0.9985 1.2276 0.9880

E3D-LSTM 0.7187  0.4235|0.3984 13.92 1.9809  0.9846 79.17 0.9988 1.3508 0.9854
MAU 0.7578 0.4105 |0.4122 12.89 22038  0.9807 120.2 0.9974 14316 0.9837
PhyDNet 0.7334  0.4252|0.4281 13.60 9.6417  0.6433 1698 0.5782  7.2720  0.6406
PredRNNv1 0.7391  0.4156|0.4288 12.82 2.0570  0.9832 81.54 0.9988 1.2327 0.9879
PredRNN++ | 0.7386  0.4215|0.4312 12.64 2.0540 09833 79.08 0.9988 1.2309 0.9880
PredRNNv2 0.7369 0.4137 | 0.4347 12.24 2.0760  0.9830 85.27 0.9987 1.2435 0.9878

SimvPvl 0.7273  0.4291|0.3959 12.66 19151  0.9855 93.04 0.9984 12855 0.9870
SimvPv2 0.7450  0.4309|0.3841 12.83 2.0309 0.9838 89.95 0.9985 1.2804 0.9870
TAU 0.7053  0.4300|0.3941 12.73 1.8240 0.9869 81.78 0.9988 12116 0.9884
Earthformer 0.7020  0.4225|0.4391 12.85 15875 0.9901 78.68 0.9989 1.0435 0.9914
MCVD 0.6113 0.4105 |0.0831 130.9 6.4596  0.8391 1555 0.6448 52465 0.8071

datasets compared to CNN-based methods like SimVP [14, 34] or RNN-based
methods like PredRNN [42, 44, 45]. This highlights the superior capability of
transformer architectures in e ectively modeling the dynamic patterns inherent
in meteorological data, surpassing the performance of both convolutional neural
networks and recurrent neural networks.

Observation 4 : In conclusion, for short-term prediction tasks, PredRNN++ [42]
demonstrates superior performance in the motion trajectory domain. MCVD [40]
emerges as the leading choice involving thBAIR [11], RoboNet [8], and driving
scene domains. TAU [35] showcases its dominance BridgeData. In the trac
ow domain, PredRNNv1 [44] and PredRNN++ [42] stand out as the premier
models. For weather forecasting, MAU is the most e ective forlCAR-ENSO [38],
while Earthformer [15] takes the lead in SEVIR [39] and WeatherBench [16]. In
addition, some methods may excel on speci ¢ metrics for certain datasets, e.g.,
PhyDNet [18] achieves the highest PSNR orilra c4Cast2021 [12].

Finding 4 : Previously, most studies utilize motion trajectory prediction datasets
for experimentation, but we nd that performance on these datasets does not
reliably indicate true performance on some larger real-world STP datasets, e.g.,
BridgeData, nuScenes SEVIR and WeatherBench Adopting a more holistic per-
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Fig. 4: Extrapolation results on (a) BridgeData, (b) nuScenes and (c) Weather-
bench Prediction results beyond the tenth frame on BridgeData and nuScenes as well
as weather forecasting results after the rst frame, are generated by extrapolation.

spective, the variation in patterns observed across di erent datasets, in conjunc-
tion with the varied focal points of distinct evaluative metrics, there is no single
method that excels in all tasks and metrics. Consequently, various methodologies
demonstrate their unique strengths and advantages.

4.2 Long-Term Prediction Analysis

The quantitative results for long-term prediction results are shown in Fig. 4.
Observation 5 : While TAU [35] excels in short-term prediction, PredRNN++
[42] outperforms in long-term performance on BridgeData [41]. MCVD [40]
shows remarkable results for both short and long-term prediction validation on
nuScenes [4].

Finding 5 : Models performing the best in the short-term prediction may not
necessarily yield the best results in the long-term prediction evaluation.
Observation 6 : On WeatherBench [16], Earthformer [15] demonstrates su-
perior performance. Surprisingly, non-recurrent methods such as Earthformer,
SimVP [14, 34], and TAU [35] exhibit better extrapolation performance com-
pared to recurrent-based methods such as ConvLSTM [30], E3D-LSTM [43],
and MAU [5].

Finding 6 : The auto-regressive paradigm employed for extrapolation doesn't
guarantee superior performance for recurrent methods over non-recurrent meth-
ods. we postulate that training on WeatherBench with optimization for only one
output frame might limit the extrapolation capability of RNN methods.

4.3 Generalization Ability Analysis

The generalization evaluation results are demonstrated in Tabs. 7, 8, and 9.
Observation 7 : For robot action prediction in Tab. 7, we observe a signi -
cant decline in the performance of models when encountering previously unseen
scenes, while this phenomenon does not occur in new tasks within seen scenes.
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