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A.1 Input normalization

Table A.1: E ect of normalization and training with multiple resolutions.

Median L2 Chamfer Distance 10 ° with 200k sample points (CD) and Image Consis-
tency (IC) are reported at varying grid resolutions. Triangulation is performed using
Marching Cubes. Method in bold is the one presented in the main paper.

ABC [71]|32  ABC 64 ABC 128 ABC 256
Method CD # IC"|CD# IC"|CD# IC"|CD# IC"

Not normalized 281 90.1 | 462 954 | 254 973 | 233 98.2
Multiresolution 240 90.6 | 461 954 | 254 974 | 233 982
Normalized 19.0 918 | 446 954 | 252 974 | 233 98.2

As mentioned in the main paper - Sec. 3.2 - we normalized the input UDF
values by the size of the grid cells to make the input invariant to the shape
resolution from which we sample UDFs. This is important because the UDF
value decides if there is a surface nearby, this depends on the size of the grid
cell. For example, a UDF value of0:1 would mean that there probably is a surface
in a cell with a grid size of 0:2, but would not mean the same with a grid size
of 0:05. Our normalization step ensures a consistent relation between the input
normalized UDF values and the presence of the surface, regardless of the eld
resolution.

To validate the approach, we train a network without this normalization step,
denoted asNot normalized. This network is trained only with UDFs sampled from
128-resolution shapes, just like the main approach presented in the main paper.
We also train a network without normalization and with multiple resolutions
(32, 64, 128, 256, as opposed to only 128), denoted &dultiresolution. The
results are shown in Tableg[A], where the model presented in the main paper is
in bold. The results show that training with multiple resolutions increases the
accuracy of the network in localizing surfaces at resolutions di erent from 128.
Our normalization step, however, can achieve even better results, and only needs
to be trained on a single resolution (128).
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Table A.2: E ects of di erent noise types on the model. Median L2 Chamfer
Distance 10 ° with 200k sample points (CD) and Image Consistency (IC) are re-
ported at varying grid resolutions. Triangulation is performed using Marching Cubes.
Method in bold refers to what presented in the main paper.

ABC [7]|128 MGN [2]/ eutodec. 256

Method CD # IC " |CD # IC "

No noise 255 974 | 2.04 94.5

Add 523 928 | 3.86 81.0
Add-Exp 254 973 | 2.01 94.9
Scale 252 974 | 2.02 94.8
Scale (re-trained) 254 974 | 2.02 94.9
Scale-Exp 255 974 | 2.01 94.9
Scale+GradSwap 3.89 96.7 | 2.30 93.2

A.2 Noise types

When training our proposed model to predict sign con gurations, we add noise to
the input UDF and gradient values in order to make it more robust to imperfect
UDFs, such as those output from a neural network. In Table[A:2, we perform
an ablation study on the noise and noise type. Given an input vectorc 2 R® 4
consisting of the UDF values and gradient vectors on its 8 corners extracted at
a grid cell, we augmentc with di erent types of noise to generate an augmented
input vector € for training the network. We experiment with the following types
of noise:

No noise: Noiseless baseline witte = ¢, also reported in the ablation study
in the main paper.
Add: We add i.i.d. Gaussian noise to both the UDF and the gradient values.

e=c+ ; with N (0; 28 4

We report results with = 1:0, which we empirically found to be best.
Add-Exp: We add i.i.d. Gaussian noise, rescaled by the input value. For each
elementc of ¢, we add a scaled Gaussian noise based on its value:

s=c+ ; exp (D with | N (0 ?)

and is the stop-gradient operation. The rationale is that smaller values ofc;
corresponds to points closer to the surface, which should be augmented more
aggresively with higher noise in the case of neural UDFs. We use = 0:1,
which we empirically found to be best.

Scale We rescale the grid cell by i.i.d. Gaussian noise:

e=c (1+ );with N (0; 28 %

We use = 1:0, which we empirically found to be best. This is the method
used in the main paper.
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Scale-Exp We rescale the grid cell by i.i.d. Gaussian noise, which is itself
rescaled by the cell value, with a similar motivation as Add-Exp:

&=6G 1+ i exp ()" with ; N ©; ?);

and =0:1.
GradSwap We randomly swap the gradient direction, with higher probability
where the UDF is small:

(

g = gi ifpi< Zexp ()
' ol else

where u; is the UDF value at corneri and g; its gradient, and p; U (0;1).

As above, we reason that close to the surface, neural UDFs have a greater

risk to have a wrong gradient. We empirically found = 0:02to be best.

We also trained a second model with theScale strategy, denoted asScale (re-
trained) to show that there is a small amount of variance, but the results are
stable. As can be seen in Tabl¢ A]2, many noise con gurations lead to the same
performances. In particular, having a noise model that scales di erently based on
the distance from the surface seems to be bene cial. This happens iAdd-Exp,
Scale Scale-Exp and they all share a very similar performance. Therefore, we
decided to use the simple formulation of theScale noise to train our proposed
model. We also include theNo noise model as a baseline, which performs slightly
worse on the MGN autodecoder and is on par on the ABC ground-truth. As
shown in the main paper, this baseline can lead to misreconstructions in case of
thin surfaces at lower resolutions, which is solved by theScale noise.

A.3 Autodecoder training details

To train the autodecoder models used in the main paper, we follow a similar
approach as DeepSDF|[9]. The input meshes are rescaled and centered to a
[ 1 1] volume and, through a data preparation step, we sample the points used
for training. For each mesh, we sample 20k points uniformly in the volume, and
400k points near the surface. The latter points are determined by rst uniformly
sampling 200k points on the surface, and then adding a small amount of ﬁaussian
noise. We apply a Gaussian noise with mean 0 and standard deviation 0:005
to determine 200k poimﬁ near the surface, and a Gaussian noise with mean 0
and standard deviation 0:0005to determine the remaining 200k points. The
autodecoder network consists in 12 layers, each with 1024 hidden nodes and
RelLU activations, and latent codes of size 512. It is trained with L1 loss without
regularization and without Fourier encoding for 10k epochs with a batch size
of 16. The concentrate the network capacity around the surface, the UDF is
clamped to 0.1. The Adam optimizer is used with learning rates of 0.0005 for
the model and 0.001 for the latent codes. The learning rates are decayed at epoch
1600 and 3500 by a factor of 0.35.
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Table A.3: Post-processing on UNDC. Median L2 Chamfer Distance 10 ° with
2M sample points (CD) and Image Consistency (IC) are reported at varying grid reso-
lutions. The post-processed algorithm is denoted as UNDC pp. *Resolution is doubled
for experiments with ShapeNet-Cars due to the higher complexity of the shapes.

ABC [7] MGN [2] Cars [3] MGN autodec. Cars autodec.

Res. Method |CD # IC " | CD # "|CD# IC"|CD# IC" |CD# IC"
30 UNDC [4] 118 924 | 6.81 89.7 | 760 88.2 | 10.8 86.2 149 86.4

UNDC pp 13.3 935 | 7.80 915 | 941 888 | 14.7 88.9 20.8 874
64+ UNDC [4]| | 0.783 95.8 | 0.926 0.958 | 1.35 91.0 | 1.83 90.7 16.8 859

UNDC pp | 0.806 96.4 | 929 947 | 1.55 919 | 1.81 93.4 247  86.8
128* UNDC [4]| |0.0877 97.2 | 0.140 94.7 |0.195 94.0 | 1.06 88.7 57.7 748

UNDC pp |0.0781 97.6 | 0.126 96.4 |0.214 94.7 | 1.25 92.6 776 745
256+ UNDC [4]| | 0.0146 98.0 |0.0251 96.5 1.68 82.3

UNDC pp |0.0126 98.3 |0.0206 97.5 3.86 84.4

A.4  Post-processing on UNDC

As mentioned in the main paper, Sec. 4.2, Unsigned Neural Dual Contour-
ing (UNDC) [4] also proposes a post-processing step to reduce holes in the
meshes. For fairness to the other algorithms, UNDC has been evaluated without
such post-processing, but we report here the results of the post-processed algo-
rithm as well. In Table A.3]we show that the post-processed algorithm improves
consistently the Image Consistency scores, while often worsening the Chamfer
Distance, especially at lower resolutions or in the complex ShapeNet-Cars |[3]
dataset. Nevertheless, comparing these results to the ones in Table 2 of the
main paper, the post-processed UNDC is still outperformed by both DualMesh-
UDF [11] and our method.

A.5 Mean value tables

We report in Tab A.4Jand Tab A.5]the mean values of the Chamfer Distance and
Image Consistency metrics for the experiments presented in the main paper. The
results are consistent with the median values, and the same conclusions can be
drawn. Notice, however, that the mean values are more sensitive to outliers, espe-
cially the Chamfer Distance, which is unbounded. This is why we chose to report
the median values in the main paper, as they re ect the general performance of
the models better. Notice also that some methods completely fail to reconstruct
some shapes, they are indicated with a in Tab A.4] When this happens the
mean values cannot be computed, hence we exclude the unreconstructed shapes
from the computation. As a result, the mean values cannot be directly compared
to the others, and should be interpreted with caution. Nevertheless, our method

- as well as the methods in Talf A% - never fails to reconstruct a shape and the
metrics are consistent with the median values reported in the main paper. One
notable exception is represented by the Chamfer Distance on ABC [7] at resolu-
tion 256, where CAP-UDF |12] inverts the trend and scores the best mean value.
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Table A.4: Marching Cubes-based triangulation. Mean L2 Chamfer Distance

10 ® with 200k sample points (CD) and Image Consistency (IC) are reported at
varying grid resolutions. Results meshed with Marching Cubes on the ground-truth
SDF are reported for reference on ABC, where extracting an SDF is possible. *Reso-
lution is doubled for experiments with ShapeNet-Cars due to the higher complexity of
the shapes. yMethod failed to reconstruct some shapes, leading to unbound metrics:
the shown mean values do not include these cases, hence they should not be directly
compared to the others. Comparing them nonetheless: the best results are in bold, the
second-best in italics.

ABC [7] MGN [2] Cars [3] MGN autodec. Cars autodec.

Res. Method |[cD# IC" |cCD# IC"|CD# IC"|CD# IC" |CD# IC"
CAP-UDF [12] 3440 504 vy | 149 645 | 986 78.6 | 248 56.4 225 69.6
30+ MeshUDF [5] 134 85.0 y|20.1 893 |224 854 | 204 89.3 274  86.3
DCUDF [6] 1640 751y | 667 74.6 | 887 70.4 | 558 75.7 427 78.1
Ours + MC [§] 35.3 879 8.94 909 |10.6 87.9 |9.10 9038 158 87.3

GT + MC | 331 868y | - - | - - | - - |
CAP-UDF [12] 2380 65.2y| 126 852 | 28.1 88.1 | 22.7 78.6 78.7 818
64+ MeshUDF [5] 495 915 3.79 939 | 7.17 89.7 | 4.25 93.3 15.2 88.7
DCUDF [6] 845 826y | 172 844 | 228 805 | 117 86.6 712  86.8
Ours + MC (8] 9.62 93.2 225 949 |459 914 | 295 941 13.1 88.5

GT + MC | 555 937y | - - | - - | - - |
CAP-UDF [12] 898 86.2y| 214 954 | 457 928 | 499 91.2 545  86.2
128 MeshUDF [5] 476 954 171 96.3 | 391 928 | 255 94.5 21.4 88.2
DCUDF [6] 263 895y | 398 918 | 135 857 | 11.8 94.8 1100 76.0
Ours + MC |§] 386 959 148 96.9 |3.44 941 |236 948 19.4 87.6

GT + MC | 53.6 96.0y| - - | - -] - - |
CAP-UDF [12] 3.11 96.7 | 139 976 | 379 950 | 3.71 94.1 55.2 86.4
256+ MeshUDF [5] 522 96.9 142 974 | 335 951 | 261 94.4 144 78.8
DCUDF [6] 251 928y | 150 945 | 152 875 | 39.1 889y |4640 348
Ours + MC (8] 515 971 | 138 978 |325 958 | 251 944 89.0 82.0

GT + MC | 522 971y | - - |- - | - - |

We notice that this is due to three shapes, namely #9622, #9626 and #9766,
that miss one large surface each in the reconstruction with our method and with
MeshUDF [5]. Both methods share the same Marching Cubes implementation,
namely the scikit-image one |[10], so we suspect that the missing surface is due
to a miss in the MC look-up table. CAP-UDF uses a di erent MC implementa-
tion, PyMCubes [1], and does not su er from this problem. To corroborate this
hypothesis, we notice that when our method is paired with DualMesh-UDF [[11]
this problem does not arise. We will investigate this issue further, and test our
method with di erent MC implementations.

A.6 Execution times

Execution time has not been a core objective of this work. However, we report
that our method is slightly faster than MeshUDF - the currently most popular

UDF meshing algorithm. For 20 cars from the Cars autodecoder at resolution
128 with an NVIDIA A100 GPU, our method requires 8.14 seconds per instance
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Table A.5: Dual Contouring-based triangulation. Mean L2 Chamfer Distance
10 ° with 2M sample points (CD) and Image Consistency (IC) are reported at varying
grid resolutions. *Resolution is doubled for experiments with ShapeNet-Cars due to the
higher complexity of the shapes. The best results are in bold, the second-best in italics.

ABC [7] MGN [2] Cars [3] MGN autodec. Cars autodec.

Res. Method | cO# IC"| CD# IC"|CcD# IC"|CD# IC" |[CD# IC"
UNDC [4] 61.8 86.6 7.41 89.0 756 881 | 11.7 85.2 20.7 86.3
30+ DMUDF [11] 156 954 3.15 939 425 923 | 1640 61.4 1110 433
DMUDF-T - - - - - - 324 935 7.63 89.9
Ours+DMUDF 154 954 3.35 939 | 4.02 924 | 342 93.5 7.38 89.9
UNDC [4] 221 93.8 1.03 92.5 1.33 913 | 1.98 90.2 278 846
64 DMUDF [11] 278 975 | 0.262 96.5 0.824 942 | 1120 60.9 1600 428
DMUDF-T - - - - - - 10937 949 745 894
Ours+DMUDF 280 975 | 0.265 96.5 | 0.771 94.2 |0.943 94.9 7.24 897
UNDC [4] 18.6 958 0.162 945 | 0.200 94.0 | 1.46 88.3 95.1 734
128 DMUDF [11] 0.293 98.2 0.0311 97.8 | 0.200 95.7 | 993 59.0 1440 426
DMUDF-T - - - - - - 0.900 94.7 143 86.7
Ours+DMUDF 0.295 98.2 | 0.0302 97.8 0.174 957 |0.886 94.8 13.7 88.1
UNDC [4] 0.0191 97.1 | 0.0284 96.5 - - 3.84 81.2 - -
256+ DMUDF [11] 0.0541 98.3 | 0.00360 98.3 | 0.430 96.3 948 57.1 1560 41.1
DMUDF-T - - - - - - 1.25 92.5 51.8 78.1
Ours+DMUDF 0.0546 98.3 | 0.00345 98.3 |0.0386 96.6 1.18 932 515 811

while MeshUDF requires 8.64 seconds. The grid value querying time is the same
but our inference and triangulation is faster: 0.45 for our method, compared to
0.94 for MeshUDF. Most of the time is spent querying the autodecoder, which
is GPU-bound.

A.7 Additional qualitative results

We show in Figures[A.JFA.1) some additional reconstructions of the models
presented in the main paper, across all tested resolutions.

We also show in Figurd A.11 a comparison between our method and DualMesh-
UDF [11] on the ShapeNet-Cars|[3] dataset. We can see that our method is able
to Il many of the holes across all resolutions, for example on the roof of the car
in the rst two rows or in the front of the car in the second two rows. The front
tire reconstructed by DualMesh-UDF at resolution 512 is also hollow, while our
method is able to close it.
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ABC []] ABC [7]] ABC [1]]

ABC [1]]

CAP-UDF [12] |  DCUDF [6] [| MeshUDF [5] []

Fig. A.1: Reconstruction methods based on Marching Cubes on ABC [7] at |:|
varying resolutions.
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Fig. A.2: Reconstruction methods based on Marching Cubes on MGN [2] |:|

at varying resolutions.
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Fig. A.3: Reconstruction methods based on Marching Cubes on ShapeNet-
Cars [:ﬂ| at varying resolutions.
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Fig. A.4: Reconstruction methods based on Marching Cubes on an autode-
coder trained on MGN [2] &t jvarying resolutions.
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256 128 64

Cars auté)dec. Cars autodec. Cars autodec. Cars autodec.
51

CAP-UDF [12] DCUDF [6] MeshUDF [5] ours GT

Fig. A.5: Reconstruction methods based on Marching Cubes on an autode-
coder trained on ShapNet-Cars [3] at varying resolutions.
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ABC [7] ABC [7]
128 64 32

ABC [7]

ABC [7]
256

UNDC [4] DMUDF [11]  Ours+DMUDF GT

Fig. A.6: Reconstruction methods based on Dual Contouring on ABC [7] at
varying resolutions.
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MGN [2]
32

MGN [2]
64

MGN [2]
128

MGN [2]
256

UNDC [4] DMUDF [11]  Ours+DMUDF GT

Fig. A.7: Reconstruction methods based on Dual Contouring on MGN [2]
at varying resolutions.
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Cars [3] Cars [3] Cars [3]
256 128 64

Cars [3]
512

UNDC [4] DMUDF [11] Ours+DMUDF GT

Fig. A.8: Reconstruction methods based on Dual Contouring on ShapeNet-
Cars [3] at varying resolutions.

MGN autodec.
32

MGN autodec.
64

128

MGN autodec.

MGN autodec.
256

UNDC [4] DMUDF [11] DMUDF-T Ours+DMUDF GT

Fig. A.9: Reconstruction methods based on Dual Contouring on an autode-
coder trained on MGN [2] at varying resolutions.
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256 128 64

Cars auté)dec. Cars autodec. Cars autodec. Cars autodec.
51

UNDC [4] DMUDF [11] DMUDF-T Ours+DMUDF GT

Fig. A.10: Reconstruction methods based on Dual Contouring on an au-
todecoder trained on ShapNet-Cars [3] at varying resolutions.
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DMUDF [11]

Ours+DMUDF

DMUDF [11]

Ours+DMUDF

64 128 256 512 GT

Fig. A.11: Improving on DualMesh-UDF [11]. Details of how our method can be
used to improve the results of DualMesh-UDF by closing many of the holes.
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