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Abstract. Extracting surfaces from Signed Distance Fields (SDFs) can
be accomplished using traditional algorithms, such as Marching Cubes.
However, since they rely on sign �ips across the surface, these algo-
rithms cannot be used directly on Unsigned Distance Fields (UDFs).
In this work, we introduce a deep-learning approach to taking a UDF
and turning it locally into an SDF, so that it can be e�ectively triangu-
lated using existing algorithms. We show that it achieves better accuracy
in surface detection than existing methods. Furthermore it generalizes
well to unseen shapes and datasets, while being parallelizable. We also
demonstrate the �exibily of the method by using it in conjunction with
DualMeshUDF, a state of the art dual meshing method that can oper-
ate on UDFs, improving its results and removing the need to tune its
parameters.

1 Introduction

By providing a continuous and di�erentiable representation of three-dimensional
shapes whose topology can change, Signed Distance Fields (SDFs) have proved
their worth. However, they are best suited to modeling watertight surfaces. Non-
watertight ones, such as those garments are made of, can be handled by meshing
a non-zero level set, which amounts to wrapping an SDF around them, but at
the cost of an accuracy loss.

Thus, Unsigned Distance Fields (UDFs) have emerged as an e�ective alterna-
tive for representing open surfaces. Unfortunately, when it becomes necessary to
convert an implicit surface into an explicit one, for example - rendering purposes,
UDFs are at a disadvantage. While there are well-established approaches such
as Marching Cubes [8] and Dual Contouring [12] for triangulating SDF-based
implicit surfaces, existing triangulation methods that can operate on UDFs are
less reliable. Some rely on hand-crafted rules [10,19,20] while others use a neural
network [6] trained to predict the vertex locations. As it is di�cult to hand-craft
an exhaustive set of rules, rule-based methods often produce artifacts, unwanted
holes, and spurious surfaces. Furthermore, they can introduce biases. The neural-
based one [6] ignores important information, such as the gradient of the �eld.
Furthermore, its accuracy is inherently bounded by that of the training data
used to train the network, in this case the accuracy of the Dual Contouring [12]
algorithm used to produce it.
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Fig. 1: Neural Surface Detection. We mesh a UDF by turning it into a pseudo-SDF
using a neural network, and then meshing it using a triangulation algorithm. When
coupled with Marching Cubes [15], our method yields better results than other MC-
based methods. When coupled with DualMeshUDF [19], a dual method, it removes the
requirement for parameter-tuning and closes most holes in the reconstructions.

In this work, we introduce a deep-learning based approach to surface de-
tection in unsigned distance �elds that avoids these pitfalls. We formulate the
surface detection problem as a local cell-wise classi�cation one. More speci�cally,
we start with an UDF whose values and gradients are given on a 3D grid and
train a network to turn them into an SDF-like �eld in which signs �ip across
boundaries and that can be triangulated using the standard Marching Cubes al-
gorithm [16]. To train the network, we use watertight surfaces for which an SDF
ground-truth can be computed precisely. However, once trained, the network can
be used on non-watertight surfaces as well, because it makes local decisions.

Our approach is entirely data-driven, without any hand-crafted rules that
can result in harmful biases. This is unlike a method such as MeshUDF [10] that
incorporates heuristics favoring thin, continuous surfaces. These are suitable
for meshing garments but not for more complicated objects such as cars with
double surfaces or inner structures. This is also unlike DualMesh-UDF [19], which
requires manually setting thresholds to asses whether the vertices in a given
cell should be discarded or not, along with a simplistic heuristic to connect
neighboring cells and form surfaces. Consequently, DualMesh-UDF is prone to
creating holes, especially in �at or noisy regions, and to connecting nearby but
di�erent surfaces.

In short, our contribution is a novel data-driven approach for neural open
surface detection. It comes without any annotation cost. The network is easy to
train, adapt, and scalable to various scenarios. We demonstrate on the ABC [14],
ShapeNet-Cars [4], and MGN garments [2] datasets that our approach outper-
forms the state-of-the-art MeshUDF and DualMesh-UDF [19] algorithms, when
used in conjunction with either Marching Cubes or Dual Contouring, respec-
tively.
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2 Related Work

Our work focuses on converting an UDF into an explicit mesh, which is closely
related to methods for triangulating signed and unsigned 3D �elds. Apart from
UDFs, learning di�erent representations for open surfaces is also an active re-
search topic [5,18]. However, it is beyond the scope of our paper.

Triangulating Signed Fields. Marching Cubes (MC) [16] and Dual Contouring
(DC) [12] are two of the most popular meshing algorithms for signed �elds.
They both start with a 3D grid of positive and negative values and look for grid
cells for which the vertex values are of di�erent signs. While MC creates mesh
vertices on the edges of such cells using an interpolation mechanism, DC creates
them inside the cells and solves quadratic optimization problems to determine
their exact position. More recently, deep-learning based methods, such as Neural
Marching Cubes [7] and Neural Dual Contouring (NDC) [6] have been proposed.
They are designed to emulate the behavior of the original methods while being
di�erentiable. Unfortunately, due to their reliance on sign �ips, these approaches
cannot be directly applied to UDFs, with the exception of NDC discussed below.

Triangulating Unsigned Fields. Due to increased interest in modeling open non-
watertight surfaces that are best represented by UDFs, several approaches have
been proposed recently. We group them into approaches that rely on primal
methods such as MC and approaches that use dual methods such as DC.

Primal Methods. In NDF [9], a dense point cloud is extracted from an un-
signed �eld and then triangulated using the Ball Pivoting algorithm [1], which
is computationally demanding. As Marching Cubes, MeshUDF [10] relies on a
grid-based method. It assigns pseudo-signs to the corners of grid cells based on
the relative orientations of the UDF gradients and relies on a surface follow-
ing heuristic to enforce consistency among neighboring cells. This works well on
garments but the consistency heuristic can fail on more complex shapes such as
those of raw ShapeNet cars [4]. It also makes the algorithm strictly sequential
and thus non-parallelizable. Similarly, CAP-UDF [20] uses hand-crafted rules to
determine pseudo-signs to be meshed using the MC approach. Unfortunately, this
often results in unwanted artifacts and tends to underperform MeshUDF [19].
DoubleCoverUDF (DCUDF) [11] is a recent 3-step approach that starts by re-
constructing an in�ated shape using Marching Cubes on a user-de�nedr -level
set. It then re�nes the vertex locations using a speci�c loss function and, �nally,
cuts the mesh to only keep one surface using a minimum s-t cut strategy on a
graph [3]. Thanks to its loss function, it yields very smooth results but tends
to produce displaced and inaccurate surfaces, unless used at very high resolu-
tions. It is also noticeably slower than the other methods and requires manually
tuning the r parameter. Compared to these methods, we propose a data-driven
approach that does not use hand-crafted heuristics, and can be applied to both
primal and dual methods.

Dual Methods. Unsigned Neural Dual Contouring (UNDC) [6] and Dual-
Mesh-UDF [19] rely on Dual Contouring. UNDC is a variation of NDC that
accepts an unsigned input �eld and uses a 3D convolutional network to predict
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Fig. 2: Neural Surface Detection. We formulate the surface detection problem as a
per-cell classi�cation task. In each cell, we map point distances and gradients to a sign
con�guration of the cell vertices, which can be used to mesh the surface via Marching
Cubes [15] or Dual Contouring [12].

dual vertex locations and connectivities. It uses a learning-based way to predict
which edges contain a sign �ip, as we do. However, it also predicts where to place
a dual vertex, using the original Dual Contouring as training data. It requires
speci�c data augmentations�rotations, symmetries and global sign inversions�
to work correctly and ignores gradient information even though it is readily
available, limiting its accuracy especially on neural UDFs, as shown in [19]. Our
approach, instead, uses gradient information as well as UDF values, predicts
vertex-level pseudo-signs instead of edge sign �ips, allowing the use of existing
SDF-based triangulation approaches, uses a simpler network architecture and
we show that it outperforms UNDC by being more robust to unseen shapes and
noisy settings. Our method also takes signi�cantly less time and data to train,
about 1 minute and 80 shapes, compared to UNDC which takes 12 hours and
4280 shapes.

DualMesh-UDF [19] is a variation of the original DC algorithm. It uses a dis-
tance threshold to prune cells unlikely to contain a surface, then runs quadratic
optimizations on the remaining cells for vertex localization. Resulting vertices
are �ltered using SVD shape analysis, and connectivity is enforced through a
vicinity rule instead of the original sign-�ip rule. While DualMesh-UDF approx-
imates surfaces well, especially at corners, its vertex �ltering can create holes,
and the connectivity heuristic may generate spurious faces. We show that our
approach can be used in conjunction with DualMesh-UDF to improve its re-
sults in noisy settings and complex shapes, and eliminating the need for manual
thresholds.

3 Method

Given a surfaceS in R3, let the Unsigned Distance Field ofS be

UDFS : R3 ! R+ ; (1)

x ! d ;

where d is Euclidean distance fromx to the closest point on S. UDFS is zero
on the surface and di�erentiable almost everywhere, with a gradient r UDFS
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pointing away from the closest point onS and of norm one. Non-di�erentiability
only occurs on the surface and at points that are equidistant from two or more
surface points. We now introduce our approach to locally turningUDFS into a
signed distance �eld, so that we can use a traditional meshing algorithm, such
as Marching Cubes (MC) or Dual Contouring (DC), for triangulation purposes.

3.1 From UDF to Pseudo-SDF

As in standard meshing algorithms such as MC and DC, we start with a voxel
grid. However, instead of having SDF values and gradients, we have values of
UDFS and their gradients. In this setup, we cannot apply MC or DC because
the UDF values all are positive and, thus, there are no sign-�ips. To remedy this,
for each individual grid cell, we use a neural network to estimate pseudo-signs
at its 8 corners, thus locally turning the UDF into an SDF that can be used to
run a standard meshing algorithm.

The network we use is a simple multi-layer perceptron (MLP) that takes as
input the 8 UDF values at the corners of a cellc 2 S and their 8 respective 3D
gradients, which we denote asUDFS (c) and r UDFS (c), respectively. Our MLP
has 2 hidden layers, each with 1024 dimensions and leaky ReLU activations,
and a �nal layer with 128 dimensions,. The output layer is interpreted as a
one-hot selection between27 = 128 choices, each corresponding to a di�erent
combination of pseudo-signs at the 8 corners, up to a complete sign symmetry
inside the cell.

We chose this approach because estimating which corners are on one side
or the other of the surface is an ill-posed problem when that surface is not wa-
tertight. Thus, we do not attempt to orient the surface globally. Instead, we
detect surface crossingslocally and translate them into sign �ips. Furthermore,
we do not employ any mechanism to enforce the network to produce consistent
pseudo-signs across neighboring cells, thus avoiding to tailor the method to spe-
ci�c assumptions, as in MeshUDF [10]. The experiments show that the network
learns to produce consistent results. However, if an inconsistency arises, this
simply leads to holes in the mesh.

The use of one-hot 128 outputs instead of a 7-output multi-label classi�cation
comes from the intuition that one-hot encoding usually improves classi�cation
accuracy. We validate the approach in Sec. 4.3.

3.2 Network Training

To train our MLP, we use the ABC dataset [14] of watertight meshes for which
ground-truth SDF values are available. We provide the unsigned values and their
gradients to the network, which is then trained to recover their sign.

More formally, the network implements a function � � : R8� 4 ! R27
, where

� represents the network parameters. We train on watertight surfaces for which
an SDF is available but, as we do not need to know which point is �outside�
or �inside� the surface, we leave out one vertex at a �xed position across all
cells and create a ground-truth pseudo-sign con�guration indicating the signs of
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the remaining seven vertices, hence the dimensionality of the ouput of� � . It is
necessary to �rst ensure that the sign of the chosen anchor vertex is consistent
across all cells. To do so without loss of generality, we simply �ip signs of all
vertices in the cell if the sign of the anchor vertex is negative.

We train � � to perform classi�cation by minimizing the cross entropy loss

L � =
X

S2D

X

c2S

CE(MLP S (c); GTS (c)) � wGT S (c) ;

MLP S (c) = � � (UDFS (c); r UDFS (c)) ; (2)

where D is the dataset of shapesS, c is a grid cell, GTS (c) is the ground-truth
sign con�guration for cell c in mesh S, MLP S (c) is the corresponding network
prediction, and CE is the cross-entropy loss. The weight vectorw 2 R27

can be
used to balance the classes, i.e. the sign con�gurations, since they can be heavily
unbalanced. In our case, these weights are set to1 as we show in Sec. 4.3. We
use the Adam optimizer [13] with a learning rate of5 � 10� 3 for 10 epochs, and
we train the network on the �rst 80 shapes of the ABC dataset. The voxel grids
used for training are sampled at resolution1283, and only cells that are close
to the surface are used for training, yielding approximately 5.5 million training
examples. The training process takes around 1 minute on an NVIDIA A100
GPU, whereas the data preparation takes around 20 minutes on a laptop CPU.

Augmentation. The input data is augmented with Gaussian noise according
to the following equation:

UDFS (c)  UDFS (c) � (1 + N (0; � )) ;

r UDFS (c)  r UDFS (c) � (1 + N (0; � )) ;

where � has been empirically set to1. In Sec. 4.3, we show the importance of
training with noise augmentation.

The input UDF values are further normalized by the size of the grid cells
used for sampling, so that the network becomes resolution-invariant. In the sup-
plementary, we validate the approach by showing that training on multiple res-
olutions does not improve the results.

3.3 Surface Triangulation

Our algorithm turns a UDF into pseudo-SDF locally. The simplest way to take
advantage of this is to use the popular Marching Cube algorithm [16], that needs
no additional information. However, the more sophisticated Dual Contouring
algorithm [12] is known to give more accurate results in some settings, especially
in the presence of sharp edges. Unfortunately, it requires accurately sampling
normals near the surface, which have been shown to be very noisy in a UDF
setting [10,19]. To use DC nevertheless, we extend DualMeshUDF [19], a UDF-
based implementation of DC: we relax its thresholding strategies and �lter the
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vertices produced by the algorithm using sign-�ip information from our pseudo-
SDF. More speci�cally when DualMeshUDF fails to locate a vertex in a speci�c
grid cell which contains a sign-�ip according to our method, instead of discarding
it, we place the vertex at the center of the cell. We show in the result section
that this boosts the performance of DualMeshUDF by closing the holes that
tend to appear when the UDF is noisy or the surface complex. Note that this is
a very simple way to integrate our approach into DualMeshUDF. We show in the
results section that it already gives good results. However, a more sophisticated
is approach possible and we will look into it in future work.

4 Experiments

To demonstrate the e�ectiveness of our approach, we ran experiments on three
di�erent datasets ABC [14], MGN [2], and ShapeNet-Cars [4]. We considered
two di�erent scenarios: 1) triangulating the ground-truth UDFs; and 2) trian-
gulating the less-exact but, in practice, more realistic neural UDFs obtained as
the output of two di�erent deep UDF autodecoders, trained on 300 shapes from
MGN and 20 shapes from ShapeNet-Cars, respectively. The autodecoders were
trained following the approach and sampling strategy of DeepSDF [17] using
a 12-layer ReLU-based neural network. Technical details are provided in the
supplementary.

To quantify accuracy, we computed theChamfer Distance (CD) (200.000
samples for each mesh, unless stated otherwise) andImage Consistency (IC) .
For both metrics, we found the median values to be more stable and represen-
tative of each method compared to the mean values, that can be heavily in�u-
enced by a few mis-reconstructed examples. We organize our results into two
main groups, those obtained with Marching Cubes (MC) in Section 4.1 and
those obtained with Dual Contouring (DC) in Section 4.2. Please refer to the
supplementary materials for full results.

4.1 Neural Surface Detection and Marching Cubes

As discussed in Section 2, some of the most notable UDF meshing methods that
rely on Marching Cubes are CAP-UDF [20], MeshUDF [10] and DCUDF [11]. For
fairness, all methods have been run without any post-processing or smoothing
step because it can be done independently from the meshing procedure. CAP-
UDF and MeshUDF have been run with default paramenters. DCUDF, which
relies on a threshold for the double covering step, has been run with 3 di�erent
thresholds for every experiment and every resolution: in each scenario we select
the one that performs the best. We now compare a MC-based triangulation of
our pseudo-SDF against these baselines on ground-truth and neural UDFs.

Meshing Ground-Truth UDFs. The ABC dataset is partitioned in chunks of
10000 shapes and we used the last 300 from the �rst one, which we did not use
for training. To triangulate them, we used voxel grids of sizen � n � n, with n



8 F. Stella et al.

Table 1: Marching Cubes-based triangulation. Median L2 Chamfer Distance
� 10� 5 with 200k sample points (CD) and Image Consistency (IC) are reported at
varying grid resolutions. The best results are in bold, the second-best in italics. Results
meshed with Marching Cubes on the ground-truth SDF are reported for reference on
ABC, where extracting an SDF is possible. *Resolution is doubled for experiments with
ShapeNet-Cars due to the higher complexity of the shapes.

ABC [14] MGN [2] Cars [4] MGN autodec. Cars autodec.
Res. Method CD # IC " CD # IC " CD # IC " CD # IC " CD # IC "

32*

CAP-UDF [20] 1070 51.0 138 64.9 54.1 79.3 219 57.2 191 71.9
MeshUDF [10] 48.8 89.4 18.1 91.0 20.9 84.4 18.4 90.9 24.1 86.4
DCUDF [11] 1200 78.0 603 76.0 559 69.7 503 77.0 318 83.7

Ours + MC [15] 19.0 91.8 8.09 92.0 9.89 87.4 8.37 91.9 13.2 87.3

GT + MC 17.6 91.8 - - - - - - - -

64*

CAP-UDF [20] 239 73.4 12.0 85.4 14.3 87.9 18.8 79.4 58.1 83.2
MeshUDF [10] 6.76 94.7 3.55 94.7 7.51 89.8 3.89 94.1 14.9 88.6
DCUDF [11] 291 86.5 155 85.6 169 81.3 92.4 87.3 55.0 87.3

Ours + MC [15] 4.46 95.4 2.10 95.5 4.47 91.2 2.64 94.7 10.0 88.5

GT + MC 4.52 95.7 - - - - - - - -

128*

CAP-UDF [20] 21.3 94.1 1.99 95.7 4.19 93.0 3.13 91.8 39.9 87.6
MeshUDF [10] 2.97 97.1 1.59 96.7 3.61 92.8 2.42 95.0 16.7 88.6
DCUDF [11] 44.6 92.5 26.1 92.3 113 87.7 6.34 95.4 355 78.2

Ours + MC [15] 2.52 97.4 1.40 97.1 3.13 94.2 2.06 95.2 14.5 87.9

GT + MC 2.74 97.4 - - - - - - - -

256*

CAP-UDF [20] 2.53 97.8 1.40 97.7 3.41 95.0 2.15 94.6 37.8 87.5
MeshUDF [10] 2.42 98.0 1.36 97.7 3.10 95.0 2.05 94.8 92.2 81.7
DCUDF [11] 11.3 95.0 8.09 94.8 104 89.5 3.40 91.1 1930 36.0

Ours + MC [15] 2.33 98.2 1.33 97.9 3.03 95.8 2.02 94.8 62.2 83.8

GT + MC 2.55 98.2 - - - - - - - -

being 32, 64, 128, or 256. In other words, the greatern, the �ner the resolution.
We show qualitative results in Fig. 3 and report comparative results against our
baselines in Tab. 1. We consistently outperform them across all resolutions.

We even approach the results obtained by Marching Cubes on the ground-
truth SDF, as opposed to UDF, which is available for this dataset because the
objects are watertight. On some very thin regions, we even outperform it because
MC fails to reconstruct a surface at all from the SDF, whereas our approach does.
See Fig. 5 for an example. This particularly a�ects the mean CD values, which
are 331 for MC and 35.3 for our method at resolution 32, for example, but it
does not mean that in general our method can reconstruct better meshes than
MC with a ground-truth SDF, as testi�ed by the median scores in Tab. 1. Noise
augmentation during training plays an important role in the reconstruction of
thin surfaces, as discussed in our ablation study below.

Among the baselines, CAP-UDF produces fairly accurate results, but also
tends to produce unwanted holes. MeshUDF does not have this problem, thanks
to its surface-following heuristic, but it tends to produce artifacts such as spuri-
ous faces near borders and sharp angles, which are better reconstructed by our
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Fig. 3: Reconstruction methods based on Marching Cubes. We use our method
to transform UDFs into pseudo-SDFs, which we mesh using MC. We compare our
results to MC-based baselines on the ABC, MGN, and ShapeNet Cars datasets at
various resolutions. More reconstructions are provided in the supplementary material.

method, as can be seen in the �rst three rows of Fig. 3. At higher resolutions,
such artifacts are less visible, but still present. DCUDF [11] reconstructs very
smooth meshes, thanks to its optimization procedure, however they can be too
smooth and the surfaces tend to be reconstructed with an o�set from the ground
truth. DCUDF also tends to be far more computationally demanding than the
other methods.

On the MGN dataset we use the training split, consisting of 300 garments,
at the four resolutions n 32, 64, 128, or 256. For Shapenet-Cars, due to the
greater complexity of the models, we use 64, 128, 256, and 512. We provide
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qualitative results in Fig. 3, and report quantitative ones in Tab. 1. They are
consistent with those observed on ABC. Our method, which is only trained on
80 shapes from ABC, generalizes well to very di�erent geometric structures. The
advantage of our method is especially evident at lower resolutions because, at
higher resolutions, the surfaces become easier to mesh. Nevertheless, as can be
seen in the middle rows of Fig. 3, our method produces cleaner meshes than
the baselines on ShapeNet-Cars even at high resolution, and produces more
precise borders on MGN, which can be smoothed with a postprocessing step.
The di�erence in reconstruction accuracy is particularly visible in detailed areas
of cars, such as tires, rooftops and front hoods. The only exception is DCUDF,
which produces clean and smooth meshes but fails to reconstruct parts of the
shapes, likely due to the cutting algorithm.

For all methods, however, there remain holes and artifacts in the recon-
structed meshes from Shapenet-Cars, mainly due to the many details and the
presence of T-junctions, and uneven borders in MGN, with the exception of
DCUDC thanks to its integrated smoothing optimization. The problem is less
severe at higher resolutions but cannot be handled by Marching Cubes during
triangulation, due to its inability to place vertices inside the cells. In such cases,
switching from MC to DC is particularly bene�cial, as shown in the following
section.

Meshing Neural UDFs. To test the behavior of our approach on the kind of
unsigned distance functions one is likely to encounter when using implicit rep-
resentations for object reconstruction, we train two deep UDF auto-decoders on
MGN and ShapeNet-Cars, and we sample the voxel grids of UDFs and gradients
from these auto-decoders without access to ground-truth data. The gradients
are computed by backpropagation in the autodecoder, with respect to the input
coordinates. In such a scenario, robustness to noise in the distance �eld and in
the gradient �eld becomes crucial, as well as the ability to reconstruct usable
meshes at low resolutions. In fact the representation capacity of an autodecoder
is limited, and increasing the resolution also increases the amount of noise in the
UDF and gradient samples, which can complicate the surface detection task for
all methods.

We report the results in Tab. 1. Again our method outperforms the baselines
in most cases, especially at lower resolutions. MeshUDF, thanks to its surface
following heuristic, produces accurate meshes on MGN atn = 256 and deliv-
ers an accuracy similar to ours. However, it can be seen in the bottom rows
of Fig 3 that meshes from this MGN autodecoder are smoother at resolution
128. Higher-resolution results are impacted by the limited network capacity and
exhibit blockiness, indicating that the UDF values are too imprecise for a cor-
rect interpolation by MC. DCUDF always produces smooth surfaces, which is
particularly useful in this noisy scenario. However, it tends to be less accurate
than the other methods, even though it has been shown to be accurate at very
high resolutions [11]. Again, this accuracy does not materialize because of the
limited representational capacity of autodecoders.
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Table 2: Dual Contouring-based triangulation. Median L2 Chamfer Distance
� 10� 5 with 2M sample points (CD) and Image Consistency (IC) are reported at varying
grid resolutions. The best results are in bold, the second-best in italics. *Resolution is
doubled for ShapeNet-Cars due to the higher complexity of the shapes.

ABC [14] MGN [2] Cars [4] MGN autodec. Cars autodec.
Res. Method CD # IC " CD # IC " CD # IC " CD # IC " CD # IC "

32*

UNDC [6] 11.8 92.4 6.81 89.7 7.60 88.2 10.8 86.2 14.9 86.4
DMUDF [19] 9.83 97.0 2.55 94.3 4.15 92.2 339 69.3 805 45.3
DMUDF-T - - - - - - 2.84 94.0 6.96 89.8

Ours+DMUDF 9.66 97.0 2.74 94.2 3.92 92.3 3.00 94.0 6.73 89.8

64*

UNDC [6] 0.783 95.8 0.926 92.9 1.35 91.0 1.83 90.7 16.8 85.9
DMUDF [19] 0.579 98.6 0.195 96.9 0.813 94.1 216 68.4 954 45.5
DMUDF-T - - - - - - 0.805 95.4 5.52 89.5

Ours+DMUDF 0.574 98.6 0.194 96.9 0.787 94.2 0.803 95.4 5.43 89.8

128*

UNDC [6] 0.0877 97.2 0.140 94.7 0.195 94.0 1.06 88.7 57.7 74.8
DMUDF [19] 0.00450 99.0 0.0194 98.0 0.173 95.7 176 66.4 846 45.1
DMUDF-T - - - - - - 0.722 95.1 10.6 87.0

Ours+DMUDF 0.00492 99.0 0.0185 98.0 0.169 95.7 0.713 95.1 10.0 88.2

256*

UNDC [6] 0.0146 98.0 0.0251 96.5 - - 1.68 82.3 - -
DMUDF [19] 0.000143 99.1 0.00200 98.4 0.0731 96.3 167 63.9 871 43.0
DMUDF-T - - - - - - 0.834 93.0 37.9 79.2

Ours+DMUDF 0.000166 99.1 0.00199 98.4 0.0362 96.6 0.804 93.6 37.7 82.8

Similar conclusions can be drawn from the ShapeNet-Cars experiment, where
our method also outperforms the baselines at lower resolutions, and achieves
results similar to MeshUDF at higher resolutions (better CD but worse IC).
While CAP-UDF has the theoretically best metrics at the highest resolution
(512), all methods tend to miss parts of the surface, suggesting that a lower
resolution is better suited for this UDF autodecoder. CAP-UDF still reconstructs
most of the surfaces, but they do not appear very smooth.

4.2 Neural Surface Detection and Dual Contouring

We discussed in Sec. 2 dual methods for meshing unsigned �elds, including
DualMesh-UDF [19] (DMUDF) and Unsigned Neural Dual Contouring [6] (UNDC).
For fairness, all methods are run without any post-processing. UNDC proposes
such a step, but it does not alter the results greatly: they are reported for com-
pleteness in the supplementary. Additionally, UNDC fails to reconstruct meshes
at resolution 512 due to GPU memory requirements.

All methods discussed in this section tend to reconstruct surfaces accurately
but with holes. To correctly quantify the di�erence between the reconstructed
meshes, we use 2 million sample points for the Chamfer Distance, instead of
200.000. As a result, CD values are not comparable between the previous section
and this section. IC values, however, remain comparable.

Meshing Ground-Truth UDFs. DualMesh-UDF proves to be a very accurate
method in this scenario, outperforming UNDC in all cases and not exhibiting
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Fig. 4: Reconstruction methods based on Dual Contouring. We use our method
in conjunction with DualMeshUDF. We compare our results to Unsigned Neural Dual
Contouring, DualMeshUDF with default parameters, and DualMeshUDF with tuned
parameters.

particular artifacts, as shown in Tab. 2 and Fig. 4. Our simple integration with
DualMesh-UDF, aimed primarily at closing holes, does not signi�cantly improve
the results, with the two methods trading blows on ABC and MGN across dif-
ferent resolutions. However, when more complex shapes are involved, such as in
ShapeNet-Cars, our method can bring measurable improvements. This is clearly
visible in the third row of Fig. 4, where DualMesh-UDF fails to reconstruct the
surface at the bottom of the car, whereas our method correctly detects it and
closes the holes.

Meshing Neural UDFs. DualMesh-UDF (DMUDF) requires setting multiple
parameters to work correctly and comes with a default setting, which we used
to generate the above results. However, these do not work well on autodecoder
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Table 3: Ablation study. L2 Chamfer Distance � 10� 5 (CD) and Image Consistency
(IC) are reported at varying grid resolutions. The best results are in bold. Triangulation
is performed using Marching Cubes. Ours refers to our method as presented in the
previous sections (i.e. with noise injection, unbalanced CE loss, training on 80 shapes).
Median values are reported except for column ABC 64 (Mean) .

ABC 64 ABC 64 (Mean) MGN 128 MGN autodec. 256
Method CD # IC " CD # IC " CD # IC " CD # IC "

Balanced CE 4.55 95.3 35.8 92.8 1.44 96.9 2.01 94.8
No noise 4.36 95.5 58.1 92.4 1.40 97.1 2.04 94.5

1 shape, no noise 4.83 95.2 40.0 92.7 1.43 97.1 2.04 94.8
7 outputs 5.23 94.8 9.97 92.8 1.66 94.2 2.05 93.5

Ours 4.46 95.4 9.62 93.2 1.40 97.1 2.02 94.8

MC on SDF Ours (noiseless training) Ours GT

Fig. 5: Reconstructing thin surfaces at very low resolutions. When trained with
noise augmentation, our approach can reconstruct thin surfaces, here at resolution 32,
which are missed by Marching Cubes.

generated surfaces: the algorithm �lters out too many vertices as erroneous. We
therefore tuned these parameters manually for optimal performance on neural
UDFs and used that version of the algorithm, which we refer to as DMUDF-T,
for our comparative tests.

In contrast, our approach needs no tuning and delivers comparable or better
results than DMUDF-T and strictly better results than the untuned DMUDF,
especially on ShapeNet-Cars, as can be seen in Fig. 4, closing most of the holes
without generating unwanted surfaces, and without requiring any parameter
tuning from the user.

4.3 Ablation studies

We perform several ablation studies to con�rm the e�ectiveness of our design
choices. In each row of Tab. 3, we only modify the speci�ed aspect of the method,
keeping the rest as described. The metrics are obtained after triangulating with
Marching Cubes. While balancing the Cross-Entropy weightsw might seem a
good idea, it is detrimental to accuracy in most scenarios, likely because it is
more important to reconstruct correctly the most common cases than those
appearing seldom, which is achieved by not balancing the loss function. The
noise augmentation, on the other hand, is crucial to the performance of our
method. Unsusprisingly, training without noise increases the performance on
ground-truth evaluations, but it decreases it in the most important scenarios,
which are noisy autodecoders. Training with noise also makes our method more
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robust to thin volumes, as shown by the mean values of the ABC experiment.
In the noiseless scenario, our network over�ts the behavior of MC and similarly
fails to reconstruct thin volumes, see Fig. 5 for an example at resolution 32. In
the noisy scenario, with thin volumes being few in the training set, the network
learns to ignore them, and the reconstruction becomes more accurate. We ex-
perimented with multiple kinds of noise augmentations, and a simple Gaussian
scaling noise on the network inputs proved to deliver the best results. We refer
to the supplementary for details and ablations on other noise types.

Another interesting result relates to the training set size. A training set com-
prising a single ABC shape, which amounts to around 90k training examples
(cells), is already enough to achieve a good performance, especially on a ground-
truth UDF scenario, and only requires a few seconds to train on a laptop CPU
for 50 epochs. Training on more shapes slightly improves the metrics on ground-
truth UDFs, and allows for a more accurate reconstruction on neural UDFs,
while still requiring only about one minute to train on an NVIDIA A100 GPU.

Using a 7-output multi-label classi�cation instead of a one-hot 128 output
results in lower accuracy, con�rming our intuition.

5 Conclusion

We have presented a deep-learning approach to locally turning a UDF into an
SDF, up to a cell-wise sign �ip, making it possible to directly triangulate it
using a standard algorithm such as Marching Cubes. We showed that we can
consistently outperform, or at worst tie, state-of-the-art algorithms that also
rely on Marching Cubes. Our approach can also be used in conjunction with
a method such as DualMesh-UDF, which relies on Dual Contouring instead of
Marching Cubes, and improve its performance as well.

The heuristic we used to integrate our approach into DualMesh-UDF is quite
simple and only involves �ltering. While it delivers good results, it could be im-
proved. Thus, in future work, we will also reformulate the quadratic optimization
problem at the heart of DualMesh-UDF for tighter integration and better per-
formance. Another limitation of the proposed method lies in the use of SDF as
a ground truth for training, which prevents the method from accurately recon-
structing borders when coupled with MC, resulting in jagged edges (see Fig. 3).
This is a common issue in MC-based methods and is usually addressed with a
post processing step, but it is a limitation nonetheless. Moreover, compared to
methods such as MeshUDF that use a complex and sequential heuristic to follow
the surface, our method is more suitable for non-garment surfaces but it tends
to produce a higher number of small cracks, which can be unwanted in some
applications. We will also look into another limitation that is inherent to all
UDF-based methods, speci�cally the noisiness of gradients around the surface,
which makes surface detection more di�cult, even when augmenting the training
data to account for it.
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