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A Performance on Compound Queries

In Sec. 4.1 of the paper, we noted that, in comparison to previous methods
(LERF [2] and LangSplat [4]), N2F2 offers a strong advantage on queries which
are compound or partitive in nature. To understand this effect more clearly, we
split the text queries from the expanded LERF dataset into two sets: (1) simple
single word queries such as “cookies”, “cup”, “waldo”, “spatula”, (2) compound or
partitive queries1 such as “bag of cookies”, “frog cup”, “dark cup”, “toy elephant”,
“toy cat statue”. Table 5 provides a full list of compound queries for each scene.

Table 1 shows that N2F2 significantly outperforms LangSplat [4], the cur-
rent state-of-the-art method, especially on compound queries where we see an
improvement as big as 7.2 mIoU points on the ramen scene.

To gain a clearer insight into which queries N2F2 excels at, we rank the
queries within each scene according to the performance disparity between N2F2
1 For brevity, we refer to all such queries as compound queries.
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Table 1: Breakdown of performance on simple and compound queries for open-
vocabulary 3D segmentation (mIoU). “comp.” is short for compound queries.

Method ramen figurines teatime waldo_kitchen

simple comp. simple comp. simple comp. simple comp.

LangSplat [4] 65.4 35.1 53.9 32.7 70.1 47.3 52.6 31.3
N2F2 (Ours) 66.2 42.3 54.7 36.1 72.2 50.9 53.2 35.5

Table 2: Queries within each scene ranked according to performance disparity (�perf)
between N2F2 and LangSplat [4]. Top-3 and bottom-3 ranked queries are shown.

Scene Top-3 queries �perf Bottom-3 queries �perf

ramen
sake cup +9:8 chopsticks +0:0

spoon handle +6:9 bowl +0:5
wavy noodles +5:1 egg +0:5

figurines
rubber duck with hat +18:1 pumpkin −0:1

red apple +8:6 waldo +0:3
porcelain hand +4:5 pikachu +0:4

teatime
bag of cookies +11:7 plate −0:3
stuffed bear +7:0 sheep +0:1
bear nose +5:4 dall-e brand +0:5

waldo_kitchen
Stainless steel pots +10:7 knife −0:5
pour-over vessel +7:2 ottolenghi +0:2

red cup +6:0 pot +0:3

and LangSplat. We then highlight the top-3 and bottom-3 queries that exhibit
the largest and smallest differences in performance, respectively. As shown in
Tab. 2, the largest performance improvements (cf . the ‘top-3 queries’ column)
are observed on compound queries and especially the ones which could apply
to multiple objects, if they were not specific. For example, the figurines scene
contains two similar looking rubber ducks, but only one of them wears a hat.
Hence, the query “rubber duck with hat” must only segment the referred duck.
This is successfully achieved by N2F2 but LangSplat segments parts of both the
ducks resulting in a lower segmentation IoU.

Figures 2 to 4 demonstrate more qualitative comparisons between N2F2 and
LangSplat [4] on various challenging compound queries.

B Performance with a weaker segmenter

Following LangSplat [4], we use the Segment Anything model (SAM) [3] to ex-
tract class-agnostic segments for every image and use these segments to compute
CLIP [5] embeddings for supervision (cf . ??). To understand the effect of the
choice of 2D segmenter on the final performance, we optimize our method as
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Table 3: Performance comparison between our method and LangSplat [4] using De-
tic [7] as 2D segmenter.

Method figurines teatime

LangSplat w/ Detic 43.2 63.9
LangSplat w/ SAM (original) 44.7 65.1
N2F2 w/ Detic 45.5 66.2
N2F2 w/ SAM (original) 47.0 69.2

Table 4: Performance on ScanNet dataset.

Method 0050_02 0144_01 0300_01 0423_02

LangSplat 60.2 56.5 54.7 57.0
N2F2 68.1 61.7 59.9 60.4

well as LangSplat using segments from a weaker model, namely Detic [7]. Ta-
ble 3 shows that N2F2 (with Detic) performs slightly worse than N2F2 (with
SAM), but still outperforms LangSplat (with SAM).

C Experiments with scenes from ScanNet dataset

In this work, we mainly evaluate on the LERF and 3D-OVS datasets. To expand
this evaluation, we also considering evaluating and comparing our method on
the ScanNet dataset [1]. Table 4 shows the performance comparison on 4 scenes:
0050_02, 0144_01, 0300_01 and 0423_02.

D Analysis of backbone components

We analyze the different components of the N2F2 architecture and evaluate their
impact on the final performance. Specifically, we compare using a pure-MLP
backbone instead of the TriPlane+MLP backbone used in N2F2. We empiri-
cally observe that the MLP backbone is 2:3� more memory-efficient than Tri-
Plane+MLP. Notably, both these backbones use 7� and 3� less memory than
LangSplat [4] respectively. Both backbones achieve similar final performance,
but TriPlane+MLP converges 20� faster than the MLP backbone.

Additionally, we also experiment with removing the nested feature design in
N2F2. We observe that this results in a drop of 2:0 mIoU on segmentation and
2:5% on localization, still outperforming LangSplat.

E Open-vocabulary Retrieval Task

Next, we assess the performance of our method in the context of text-based
retrieval. The objective of the open-vocabulary retrieval task is to identify the
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Fig. 1: Open-vocabulary Retrieval performance on the expanded LERF dataset from
Qin et al . [4]. R@K (%) reported at K = 1; 2; 3; 4; 5 for each scene.

most relevant object within the scene based on a natural language query. Unlike
segmentation, which assesses the precision of object boundaries, retrieval focuses
more on the model’s ability to find relevant objects.

To this end, we repurpose the expanded LERF dataset from Qin et al . [4]
for this task. For a test view, we take the pool of segments from SAM as given,
compute a relevancy score per segment (which is the average relevancy over seg-
ment pixels), and then rank these segments according to the predicted relevancy
scores. In this task, for a given text query, if the correct corresponding segment
is within the top K retrieved segments, then the query is said to be retrieved.
We report the recall (R@K) metric which is the fraction of correctly retrieved
queries for a given K. Note that the performance at K = 1 is correlated with the
localization accuracy of the method, indicating its ability to directly pinpoint
the exact segment most relevant to the given text query. Figure 1 compares the
performance of our method with LangSplat [4] across a range of K. We can see
that at K = 1, N2F2 consistently performs better than LangSplat across scenes
(which was also reflected in the localization performance reported in Table 1
of the main paper). The R@K of both methods increases with K, while the
performance gap becomes smaller.

F Implementation Details

F.1 Extracting Training data

To obtain embeddings for the text queries, we leverage the OpenCLIP ViT-B/16
model with the segment masks obtained from the SAM ViT-H model. We use the
laion2b_s34b_b88k pretrained checkpoint for the OpenCLIP model. For SAM
mask generation, we sample pixels on a 32�32 grid, set the minimum mask region
area to be 100 and use a IoU threshold of 0:7. To get an accurate geometry model
for each scene, we first optimize the radiance field related parameters of the 3D
Gaussian Splatting (3DGS) model using the RGB images for 30k iterations. We
use the expected depth obtained from the 3DGS model to lift the SAM masks
into 3D and obtain a physical scale for each mask as the largest eigenvalue of
the covariance matrix of the lifted 3D segment-pixels.
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F.2 Feature Field Optimization

Then, we optimize our feature field for another 30k iterations while freezing all
other parameters of the model. As mentioned in the paper, the feature field is
modeled with a TriPlane + 3-layer MLP. We use a 512 � 512 resolution for each
of the planes with 64-dimensional features. A hidden size of 256 is used for the
MLP. We empirically observe that using a zero-initialization for the projection
matrix W gives the best results. The � weight used with the cosine loss (cf .
Eq. (5)) is set to be 0:001. We use a learning rate of 0:0016 � scene_extent for
the TriPlane and 0:00125 for the MLP. All experiments and comparisons used
an NVIDIA P40 (24GB RAM). Our models are trained in �1 hour and take
�600MB of memory.

F.3 Rendering details

As described in Sec. 3.1 of the paper, during rendering, we query the Tri-
Plane+MLP representation at the Gaussian centers to get the associated feature
for each Gaussian, and then use the Gaussian Splatting renderer to obtain the
rendered feature map. The default 3DGS implementation does not support ren-
dering arbitrary features, so we modify and use the NDRasterizer provided by
Nerfstudio [6] to render the features.

F.4 Deferred rendering during training and not during testing

As described in Sec. 3.1 of the paper, we use deferred rendering to save memory
during training, i.e. we first render TriPlane features and then apply the MLP to
obtain the pixel/ray feature. We do not do this during test time. This is because,
as described in Sec. 3.3, we premultiply point features with the 
3D tensor to
obtain the composite embedding. Hence, we need to maintain full-sized features
per Gaussian during test-time.

Note that, applying the MLP on the rendered features (i.e. MLP(�1F1 +
�2F2 + : : : )) is not strictly equal to first applying the MLP on the point fea-
tures and then rendering the full features (i.e. �1MLP(F1) +�2MLP(F2) + : : : ).
However, after training, Gaussians tend to be either transparent or opaque, so
most pixels receive a non-negligible contribution from a single dominant Gaus-
sian (�i � 1), making the train-time and test-time formulations approximately
equivalent.

F.5 Efficient Scale-aware Feature Computation

When optimizing the Hierarchical Loss (cf . Eq. (5)), different pixels u in a batch
will have different associated scales s (and hence different mapped dimensions
M(s)). Thus, to efficiently compute the scale-aware features W1:M(s)�(u)1:M(s),
we implement a batch-wise masking mechanism. Specifically, for a given scale s,
we employ a binary mask B(s) where entries corresponding to the active dimen-
sions 1 : M(s) are set to 1, and all others are set to 0. The scale-aware features
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Table 5: Distinction between the simple and compound queries for each scene.

Scene Simple queries compound queries

waldo_kitchen sink, refrigerator, cabinet,
spatula, toaster, plate,

ottolenghi, spoon, ketchup,
pot, knife

yellow desk, Stainless steel
pots, frog cup, red cup,
pour-over vessel, plastic

ladle, dark cup

figurines jake, bag, spatula, porcelain
hand, rubics cube, waldo,
pumpkin, miffy, pirate hat,

old camera, pikachu

tesla door handle, rubber
duck with hat, red toy chair,

toy elephant, green toy
chair, pink ice cream, green

apple, red apple, rubber
duck buoy, toy cat statue

ramen corn, plate, chopsticks, egg,
bowl, kamaboko, onion

segments, napkin, spoon,
hand, nori

sake cup, glass of water,
wavy noodles

teatime three cookies, plate, hooves,
apple, dall-e brand, coffee,

sheep

bear nose, bag of cookies,
tea in a glass, stuffed bear,
coffee mug, paper napkin,

yellow pouf

for each pixel u are then computed as W1:M(s)�(u)1:M(s) = W � (B(s) � �(u)),
where � denotes element-wise multiplication. The mask B is computed batch-
wise with negligible overhead.

G Qualitative results

In Figs. 2 to 4, we show qualitative comparisons between N2F2 and LangSplat [4]
on various challenging compounded queries.
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Fig. 2: Scene: teatime. Each row contains results for the text query shown on the left.
Columns: N2F2 (Relevancy and Segmentation maps), LangSplat [4] (Relevancy and
Segmentation maps).
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Fig. 3: Scene: donuts. Each row contains results for the text query shown on the left.
Columns: N2F2 (Relevancy and Segmentation maps), LangSplat [4] (Relevancy and
Segmentation maps).
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