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1 Additional Implementation Details

1.1 Model Implementation Details

For all experiments, we have used the the recently proposed Stable Diffusion
XL model (SDXL) [12]. SDXL is a latent diffusion model comprising a CLIP
ViT-L/14 text encoder [13], a VAE (Variational Autoencoder) [7] for encoding
noises in the latent space for the diffusion process, and a denoising UNet [16].
There are two variations of SDXL model, one is called base and another is
refiner (a specialized high-resolution model fine-tuned using base) [1], which
adds more details. We opt for the base model for its standalone capabilities. All
images are generated at a resolution of 768 × 768 pixels, with 16-bit floating-
point precision. We standardize our experiments using a fixed random seed (0
unless specified) to ensure reproducibility and fairness. The hardware platform
for all methods is the NVIDIA A100-80GB Tensor Core GPU, ensuring identical
hardware configurations.

1.2 Dataset Statistics

In the MS-COCO dataset, there are 82,000 image-caption pairs in the training
set and 42,000 image-caption pairs in the validation set. Since the MS-COCO
dataset was initially developed for image captioning tasks, it is not the most
suitable for text-to-image tasks. While our main competitor, ReDi [21], used
only the MS-COCO dataset with the FID score to evaluate their method, mul-
tiple studies have highlighted the limitations of this approach [8,12]. Therefore,
we also evaluate ReCon on real-world user-input prompts using the Pick-a-Pic
and DiffusionDB datasets [8, 20], in addition to MS-COCO.

For the Pick-a-Pic and DiffusionDB datasets, we construct the knowledge
base using the unique prompts in their respective training sets, comprising 38K
and 1.6 million unique prompts. To evaluate the performance of ReCon, we
select 10, 000 captions (randomly chosen) from the MS-COCO validation set
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and all 500 unique prompts from Pick-a-Pic test set. Finally, for DiffusionDB, we
randomly sample 10, 000 prompts that we keep separate from the training sets.
Given that both Pick-a-Pic and DiffusionDB datasets include user-generated
prompts without censorship, we filter out any inappropriate NSFW prompts
prior to our experiments.

1.3 Knowledge Base Construction

In the construction of knowledge bases for both Baseline and ReCon, we con-
sider full-length prompts for Baseline and concept prompts (from our concept
decomposition) for ReCon. We start by encoding these prompts using the CLIP
ViT-L/14 encoder [13], which yields 768-dimensional text embeddings. These
embeddings represent a dense, semantically rich representation of the prompts.
We then generate images conditioned on these text embeddings. Concurrently,
we store the trajectories of the latent noise vectors, which have dimensions of
(1, 4, 96, 96), at intervals of every five steps.

To facilitate efficient retrieval, we index these text embeddings with the
FAISS [5] vector similarity search library, using cosine similarity as the met-
ric. FAISS offers a fast and memory-efficient solution for searching through large
databases of high-dimensional vectors, making it an ideal choice for managing
the extensive embeddings generated by ReCon and other retrieval-based accel-
eration methods. To further enhance the retrieval speed, we integrate an inverted
file index [2], a technique that significantly speeds up the search process in large
datasets. The corresponding latent noise vector trajectories, which are essential
for retrieval-based methods, are then stored as metadata. These are linked to
the indices corresponding of their respective text embeddings, creating a robust
and accessible knowledge base.

For ReDi, we adhere to the approach outlined in [21]. Specifically, after
generating trajectories with text prompts, we use the latent noise vector at
step 10 as the key index and the subsequent latent noise vectors in the same
trajectory as the values. We flatten the noise vector into a 36864 dimensional
vector and also use FAISS for indexing. Notably, the dimension of these noise
vectors are significantly larger than the CLIP text embeddings, making scaling
ReDi a complex task. Table 1 shows the number of entries in the knowledge base
for Baseline, ReCon, and ReDi. A key observation is that ReCon’s entries are
significantly fewer, underscoring its efficiency and scalability. This reduction is
due to the overlapping concepts within full-length prompts, which leads to a
more compact and efficient system for storage and retrieval.

1.4 Human Evaluation Details

The study assessed 2000 prompt-image pairs from the Pick-a-Pic and Diffu-
sionDB datasets, allocating 10 unique pairs per participant. We employed a
Flask-based application for randomized and anonymized assignment of tasks.
Participants ranked each image based on prompt coherence and image quality.
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Table 1: Comparative Analysis of Knowledge Base Sizes Across Methods: The table
demonstrates the total number of entries in the knowledge bases of Baseline, ReDi,
and ReCon for the MS-COCO, Pick-a-Pic, and DiffusionDB datasets. It highlights
ReCon’s enhanced efficiency and scalability, as evidenced by the substantial reduction
in entries (< 70%), which results from the method’s ability to capitalize on overlapping
concepts within full-length prompts, streamlining the storage and retrieval process.

Method MS-COCO Pick-a-Pic DiffusionDB

Baseline 50K 38K 1:6M
ReDi 50K 38K 1:6M
ReCon 22K 26K 1:2M

In our study, we had 200 participants, with 43% identifying as female and the
remaining as male. The majority of participants were graduates, predominantly
from Computer Science (54%) and Electronics (34%) backgrounds. About 62%
of them had completed their college education and were currently employed
in fields such as IT, Finance, and Management, with some pursuing graduate
studies, including Business and IT programs. The age group most represented
was 23–26 years, accounting for over 95% of the participants.

2 Multiple Concept Trajectories Aggregation

To formalize the compositionality of diffusion models, we establish a connection
with Energy-based Models (EBMs) [3]. EBMs are designed to model the data
distribution’s probability density using an Energy function:

pθ(x) ∝ e−E�(x), (1)

where pθ(x) denotes the probability density of the data and Eθ(x) denotes the
Energy function parameterized by θ. Sampling data from Eθ(x) involves using
Langevin dynamics with the energy function’s gradients, as proposed by Du and
Mordatch [4]:

xt = xt−1 −
λ

2
∇xEθ(xt−1) + ωt, where ωt ∼ N (0, σ), (2)

where λ refers to the step size. The EBMs’ sampling procedure is similar to
the functionality of diffusion models. Composing multiple conditioned EBMs
has been also explored in previous works [9]. The formulation in Equation (1)
enables us to compose n learned conditional EBMs with conditions c into a new
EBM. Specifically, given a set of independent marginal distributions with their
respective conditions pθ(x|ci), their joint distribution can be represented as:

nY
i=1

pθ(x|ci) ∝ e−
∑n
i=1 E�(x|ci) (3)

pθ(x|C) ∝ e−E�(x|C) (4)
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where eE�(x|C) represents the new EBM with a condition C that is composed
from {ci}ni=1.

Interestingly, in practice, training a neural network sθ(x) to model the data
distribution’s score function ∇x log pθ(x) allows us to consider diffusion models
as implicitly parameterized EBMs, as suggested by Liu et al [10]. Given the
functional similarity between EBMs and diffusion models, a similar approach
can be applied for composing diffusion models by summing the noises, which we
apply for merging concept noises (Equation 2 in the main paper):

pcompose(xt|xt−1) = N

 
xt−1 −

nX
i=1

sθ(xt−1, t− 1 | ci), σ2
t−1I

!
. (5)

Such composition of diffusion models has also been explored in Liu et al. [10].
However, in contrast to Liu et al., where they compose DMs at each step t ∈
[0, T ] with Equation (5) for generating complex scenes, our approach focuses on
composition at a specific step k. Before step k, each conditional DM operates
independently in constructing the knowledge base. At step k, we aggregate the
retrieved n concept noises {xci

k , i = 1 · · ·n} and proceed with the aggregated
noise x̂k, continuing the diffusion process with the input prompt P:

pcompose(xk+1|xk) = N
�
x̂k − sθ(x̂k, k | P), σ2

kI
�
. (6)

Thus, by making use of the above compositionality theory of DMs, i.e., Equa-
tion (5), we achieve our main objective, that is to use pre-generated trajectories
to form a new, flexible trajectory that can be further modified to closely match
the input prompt, while omitting the inference steps preceding k.

3 Societal Impacts

Since the emergence of generative models, there have been concerns that ma-
licious parties might use this technology to create harmful images [14, 15, 17].
While ReCon’s main purpose is to enhance the efficiency of diffusion models
(DMs), it also offers a means for responsible image generation. A critical aspect
of ReCon’s societal impact is its concept-based retrieval mechanism, which dif-
fers from traditional models that generate images anew for each prompt. Unlike
traditional methods that generate images from scratch for every new prompt,
ReCon breaks down prompts into visual concepts. It then retrieves correspond-
ing pre-generated trajectories from its curated knowledge base. This approach
democratizes access to generative technologies by lowering the barriers to en-
try, thus spreading their benefits more broadly. However, this accessibility does
not inherently mitigate the risk of misuse. Instead, it raises the importance of
integrating safeguards within the retrieval process itself.

The potential for responsible image generation with ReCon lies in its in-
herent control over the generation process. By curating its knowledge base with
attention to ethical considerations, ReCon can restrict the generation of in-
appropriate or harmful content. This level of control can be instrumental in
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implementing automated content moderation, aligning image generation with
societal norms and legal standards.

While delving into safe image generation is beyond this paper’s scope, Re-
Con’s framework suggests potential for developing more reliable and ethical im-
age generation systems, leveraging retrieval-based approaches for effective con-
tent moderation.

4 Prompts and Additional Results

SDXL can optionally take negative prompts (the kind of images the model should
not generate), which we have set to “anime, vector art, illustration, ugly, abstract,
black and white.” Here are the the full prompts for DiffusionDB in Figure 4 from
the main paper (from left to right): “cute racoon washing white blankets in a
basin, sharp focus, fantasy style, octane render, volumetric lighting, 8k high defi-
nition, by greg rutkowski, highly detailed, trending on art Station”, “a cat dressed
as a scuba diver swimming underwater, photo-realistic low lighting, creepy, vast,
shot by a camera”, “intricate macro photography painting of a sparkling diamond
gold butterfly, bokeh, magical, glowing fog, trending on artstation.”

We employed NFE in our main paper to show our method’s time efficiency,
independent of hardware configurations. To further demonstrate the efficiency
of our method, we show the exact time saved in Table 2. The time for concept
retrieval (both RoBERTa-based extraction and FAISS based search) is minimal
relative to the denoising duration.

We provide supplementary quantitative results for CLIP and Aesthetic Scores
on the MS-COCO dataset in Figure 1 and Figure 2. The results show that Re-
Con surpasses ReDi and Baseline across different total steps. Notably, ReDi
shows weaker performance with a lower number of NFEs. Additional results on
PickScores, using the Pick-a-Pic and DiffusionDB datasets, are included in Fig-
ure 3. These findings are consistent with Figure 7 in the main paper, indicating
that ReCon outperforms both Baseline and ReDi across three datasets, even
with fewer NFEs. As Aesthetic Score only measures image quality, the scores
for all methods are comparable. Supplementary results on Aesthetic Scores for
the ablation study on weighting strategies are presented in Table 3, showing
the highest score for the strategy used in ReCon. We also report additional
Aesthetic Score results for Baseline, ReDi, and ReCon using different sam-
plers (DDIM [18], DPM-Solver [11], PNDM [6], and Euler [6]) in Table 4, where
ReCon shows better performance. For both of these, we show results for Pick-
a-Pic [8] dataset.

Additionally, we include supplementary qualitative results from the MS-
COCO, Pick-a-Pic, and DiffusionDB datasets in Figure 4, Figure 5, and Figure 6,
respectively. All images were generated using 35 NFEs. We can see that images
generated by ReCon more accurately represent the input prompts compared
to other retrieval methods. This is particularly evident with long and complex
input prompts, as demonstrated in the DiffusionDB examples.
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Table 2: Performance comparison of Vanilla, ReCon, and concept retrieval times
in seconds(s) on A100 and A10G GPUs, showcasing a reduction in image generation
time by ReCon compared to Vanilla (↓ 28% on A100 and ↓ 30% on A10G). Concept
retrieval times are notably efficient, constituting only 3.59% of the total generation
time on A100 and 1.15% on A10G, emphasizing ReCon’s acceleration and efficiency
in generating images.

GPU Vanilla ReCon Retrieval

A100 5.41 3.90 ↓ 28% 0.14
A10G 12.30 8.66 ↓ 30% 0.10

Table 3: Detailed analysis of ReCon’s aggregation method improvements via visual-
filtering and weighting strategies. Visual-filtering employs text-visualness scores [19]
to ensure concept relevance, while weighting assigns importance based on concept-
to-concept similarity. The “Top-1” strategy focuses on the most similar concept, and
“> 0:5” excludes concepts below this similarity threshold. Results show that combin-
ing visual-filtering with comprehensive weighting (✓in both columns) significantly en-
hances image generation quality, achieving the highest scores in CLIP Score, PickScore,
and Aesthetic Score, thereby underscoring the efficacy of ReCon’s nuanced approach
to concept selection and prioritization in generating visually appealing, relevant im-
ages.

Visual-filtering ✓ ✓ ✓ ✗ ✗ ✓

Weighting ✗ (Top-1) ✗ (> 0:5) ✗ ✗ ✓ ✓

CLIP Score ↑ 27.46 29.79 29.33 28.98 29.06 29.93
PickScore ↑ 19.88 20.59 20.54 20.12 20.36 20.84

Aesthetic Score ↑ 6.03 6.08 6.05 6.04 6.06 6.10

Table 4: Performance comparison across different samplers for generating images,
evaluated using Aesthetic Score. The upward arrow (↑) signifies that higher scores
indicate better aesthetic quality of the generated images. ReCon’s performance is
highlighted with an upward arrow to underscore its superiority in achieving higher
Aesthetic Scores across all samplers.

Method DDIM DPMSolver PNDM Euler

Baseline 5.94 5.76 5.84 6.05
ReDi 5.92 5.87 5.89 6.06
ReCon ↑ 5.98 5.92 5.93 6.10
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Fig. 1: Performance comparison of CLIP
Scores on the MS-COCO dataset demon-
strating that ReCon consistently outper-
forms both Baseline and ReDi as the
percentage of steps skipped increases. At
40% of the steps skipped, ReCon achieves
scores closer to those of the Vanilla base-
line (represented by a red star), while
scores for Baseline and ReDi experience
a more pronounced decline.

Fig. 2: Comparative analysis of Aesthetic
Scores on the MS-COCO dataset, show-
ing ReCon’s performance against Base-
line and ReDi across varying percentages
of skipped diffusion steps. ReCon con-
sistently sustains higher Aesthetic Scores,
with its lowest score being above 5.51,
closely trailing the Vanilla baseline score
of approximately 5.53, even at a 40% step
reduction. In contrast, Baseline and ReDi
exhibit a more pronounced decline, par-
ticularly at greater step reductions, un-
derscoring ReCon’s effectiveness in gen-
erating aesthetically pleasing images effi-
ciently.

Pick-a-Pic Dataset DiffusionDB Dataset

Fig. 3: Comparative performance evaluation of CLIP and Pick Scores for Vanilla,
ReCon, Baseline, and ReDi across Pick-a-Pic and DiffusionDB datasets, with a total
of 50 steps. The graphs illustrate ReCon’s superiority in maintaining higher scores
with increasing percentages of skipped diffusion steps, relative to Baseline and ReDi.
Vanilla Generation, represented by the red star, serves as the benchmark with no
skipped steps. In the Pick-a-Pic dataset, ReCon’s Pick Scores decrease marginally
from the Vanilla benchmark, even at 40% steps skipped, whereas Baseline and ReDi
exhibit significant declines. The CLIP Score graph demonstrates ReCon’s consistent
advantage over Baseline and ReDi across all skipped step percentages, affirming its
robustness in preserving image-text alignment despite reduced diffusion steps.
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A pan of pizza on a table 
next to wine

The view of a tall snow 
covered mountain with 

people on it.

A wooden chair sitting 
in front of a window.

A small black dog watching 
an animal on a TV screen.

A cat is standing inside 
of a bathroom sink

A group of people that are 
flying kites.

Noise-based Retrieval 
(REDI)

Concept-based Retrieval 
(RECON, Ours)

Text-based Retrieval
(Baseline)Input Prompt

Fig. 4: Additional qualitative results from the MS-COCO dataset reveal that the im-
ages generated by ReCon more accurately reflect the input prompts. Specifically, Re-
Con precisely generates "wine" in row 3, "wooden chair" in row 1, and "flying kites"
in row 5.
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Fig. 5: Additional qualitative results from the Pick-a-Pic dataset reveal that the images
generated by ReCon more accurately reflect the input prompts. Specifically, ReCon
precisely generates "slipper" in row 3 and "pizza cat" in row 5.
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