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1 Expanded comparison between UniformCD and
chamfer alternatives

UniformCD is unique among CD modifications in that it modifies the point cor-
respondence selection process rather than the weight of terms or the distance
computation method. In practice, we limit the pool of points for correspondence
search in Equation 4 to the local neighbourhood of the point by considering
only the k' nearest neighbours. Limiting the search neighbourhood ensures that
UniformCD has the same time complexity as chamfer distance. In our imple-
mentation, we use k=32 for both of these, such that i € (. We provide ablation
studies for alternative values in Table [6l

Now, Let us examine alternative modifications to chamfer distance. Density-
aware chamfer distance (DCD) [5] between clouds X and Y is given by;
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Here, n, is the number of points in « that have been assigned to y’. Thus,
the weight of terms that share the same correspondences is reduced, leading to a
higher contribution from points in y that do not have multiple correspondences.
As such, points in low density areas contribute more towards the overall distance.

However, consider the use of DCD as an objective function. Firstly, scaling by
n,s impairs differentiability, ergo it must be replaced with a constant. Thus, the
density scaling is no longer applicable. However, even if it were possible to use
it as an objective function, note that points in y with multiple assignments are
weighed lower, leading to lower loss. Therefore, there is an incentive for points
in x to cluster towards a single point in y during optimisation.

In addition to the above modification, the authors also introduce an addi-
tional form of weighing on the loss using the exponential function, preventing
the loss from increasing exponentially with distance. This can be particularly
useful to prevent noisy points from affecting the loss significantly.
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HyperCD 3] modifies the weighing of point loss terms by applying the fol-
lowing modification to each loss term, where y; is the closest point in Y to
Ty

Dhypercn (25, yx) = arcosh (1 + aflz; — yel*), o> 0. (9)

The introduction of the hyperbolic cosine function prevents distance values
from increasing exponentially, similar to the exponential function in DCD. A
similar effect can also be achieved by weighing distance terms using a robust
kernel, such as the kernels suggested by Fitzgibbon for Iterative Closest Point
(ICP) registration [1]. Examples include the Huber kernel [2] and the Lorentzian
kernel. Here, o adjusts the range of exponential behaviour.;
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Huber : ¢(r) = {20|7° — 02 otherwise (11)
InfoCD [4] modifies the weighing and aggregation of terms by introducing

the following modification, where 7 and 7’ are constants;
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This acts as a regularisation method that encourages the model to learn a
mapping that minimises distances while being robust to outliers and sensitive
to the overall distribution of distances.

Note that none of these methods directly modify correspondences. The closest
point is always set as the correspondence. Instead, correspondences are indirectly
manipulated during the optimisation process. However, we posit that modify-
ing the correspondence search method instead of the weighing or aggregation
methods is preferable. Weighing approaches resort to increasing the weight of
points in the source that correspond to high-density areas in the target (and vice
versa). In this case, loss could be minimised by either minimising the distances
or by minimising the weights. This could either result in stronger convergence of
points in the source towards high-density areas in the target, which is desirable,
or it could result in source points that are more likely to correspond with points
in low-density areas in the target to reduce the weight of their loss terms. Both
of these scenarios would minimise the loss, but the latter is undesirable as it
would encourage clustering towards points in low-density areas of the target.
In contrast, when the correspondence search is directly modified using relative
densities of both clouds, point locations must always be updated to move to-
wards areas of imbalanced densities between the source and the target in order
to reduce loss.
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2 Completion training metrics

Figure [7] compares the results of completion models trained on CD and Uni-
formCD over their respective test sets. In both cases, correlation between CD
and EMD metrics are higher when UniformCD is used as the objective func-
tion. Specifically, the testset correlation increases from 0.817 to 0.843 on the
PCN dataset, and from 0.673 to 0.756 on the MVP dataset. This demonstrates
that the proposed objective function provides more consistent results when both
metrics are considered. However, it should be noted that models trained on uni-
formCD display a wider variation in CD results.
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Fig. 7: Scatterplot of EMD and CD metrics of completion model test results, on the
PCN dataset using the Seedformer model (left) and on the MVP dataset using the
VRC model (right).

Figure [§ visualises a training performance comparison of the VRC model
using CD and UniformCD objectives. Consistent with evaluation results, the
UniformCD objective performs better on the EMD metric, and poorer on the CD
metric. There are no significant differences in learning stability or convergence
rate between the two objectives.

We also include additional visual comparisons between CD and UniformCD
trained models in Figure[J] expanding upon visualisations given in Figure 5. The
results are on the MVP model, based on VRC model architecture, and colour
coded based on point density. Note that the higher density in the partial input
is caused by the fact that the partial input is upsampled to 2048 points to match
the point counts of other clouds.

3 Point movement during optimisation

Figure [I0] demonstrates the movement of points during the optimisation on a
simplified example. Specifically, the target is generated by sampling 128 points
from a 2D cross section of an airplane model from the PCN dataset. The op-
timisation paths of the noisy source points show that points converge directly
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Fig. 8: VRC completion model training performance comparison on MVP testset, on

EMD (top left), CD (top right) metrics, and training losses for CD (bottom left),
UniformCD (bottom right).
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Fig. 9: Additional completion results on MVP dataset. From left to right: Partial input,
VRC-CD, VRC-UniformCD, ground truth.
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towards their nearest correspondence when CD is used for optimisation, whereas
they tend to shuffle between nearby correspondences to balance point density
when UniformCD is used. It can be observed that points follow longer paths
towards denser areas of the target under UniformCD, bypassing nearer corre-
spondences. Some examples are highlighted in green.

4 Ablation study

We provide a comparison of training times and sphere morphing performance for
various correspondence search neighbourhood sizes and density neighbourhood
sizes, as well as for combining UniformCD with vanilla CD (Table@. Larger sizes
for both density and correspondence calculations result in higher performance
in terms of EMD, at a cost to CD performance. This is particularly notable
for large search neighbourhoods. However, training time increases significantly
when the search radius is increased beyond 32, and we also observe that a search
space of 32 provides a balance between CD and EMD performance.

All plots shown in Figure 4 and results in Table [f] are calculated over the
PCN test dataset.

5 Visualisation of parametric modelling results

Figure compares the results of parametric modelling of elbow elements af-
ter optimisation with CD and UniformCD. The results demonstrate that Uni-
formCD results in better model fit, despite the presence of occlusions.
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Fig. 10: Point movement during optimisation. The target is a 2D point set generated
using a cross section of a 3D shape (top, pink). Random noise is added to the target to
generate the source point cloud (top, blue). The figure demonstrates the paths followed
by each point during optimisation using chamfer distance (middle) and UniformCD
(bottom). The colour of the path (yellow — red) shows the direction of movement.
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L Search Density Train time
Objective fn. neighbourhood neighbourhood (ms) ©D EMD
UniformCD 64 64 222 0.190 1.313
UniformCD 32 32 169 0.149 2.040
UniformCD 16 16 156 0.133 3.238
UniformCD 8 8 147 0.166 4.630
UniformCD 64 32 217 0.242 1.311
UniformCD 64 16 213 0.285 1.057
UniformCD 64 8 213 0.412 0.730
UniformCD 32 64 217 0.125 1.466
UniformCD 32 16 161 0.183 1.918
UniformCD 32 8 160 0.219 1.421
UniformCD 16 64 208 0.142 1.621
UniformCD 16 32 161 0.122 2.415
UniformCD 16 8 154 0.169 2.838
UniformCD 8 64 208 0.170 2.234
UniformCD 8 32 164 0.170 2.782
UniformCD 8 16 154 0.154 3.758
UniformCD +CD 32 32 169 0.110 2.523
UniformCDx3 +CD 32 32 168 0.131 2.163
UniformCD +CDx3 32 32 169 0.167 3.553
CD N/A N/A 143 1.322  9.738
EMD (auction) N/A N/A 57 0.105 0.088

Table 6: Ablation study of neighbourhood size for correspondence candidate search,
neighbourhood size for density calculation, and combination of UniformCD and CD
objectives, in terms of CD (x10%), EMD (x10?) for the sphere morphing task on the
PCN test dataset. Training times (per iteration) are listed for the PointNet autoen-

coder.

Fig. 11: Visualisation of parametric optimisation on elbow shapes using CD (top) and

UniformCD (bottom). The fitted model is shown in grey.
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