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1 Unconstrained Image Compositing

As explained in Section 1, prior generative compositing models tend to restrict
the generation to a bounding box provided as part of the input. Hence, the defi-
nition of the provided mask becomes a pivotal part of the compositing process. If
the region defined in the mask is not completely accurate, providing a bounding
box that is slightly misplaced or needs rescaling, the quality of the composition
can be highly compromised. In this paper, this limitation is addressed by the
introduction of unconstrained image compositing as a novel task. By allowing
generation outside the bbox, the need for crafting accurate masks disappears,
alleviating the user work and accelerating the compositing work flow. Fig
shows visual examples of the main benefits of using an unconstrained approach:
(a-c) an inaccurate bbox can lead to unnatural composite results (object floating
from the surface, unnatural object scale, etc) when using prior mask-based image
compositing models, (d-e) enabling object effects exceeding the bbox boundaries
becomes possible with our model leading to more natural results, (f) by pro-
viding the entire background image as part of the input (instead of a masked
background), our model achieves a more faithful background preservation around
the object.

2 Data Generation

We introduce in Section 3.1 a fully automated data generation pipeline that
obtains synthetic background images by leveraging image inpainting techniques,
while carefully considering shadows and reflections.

Reflection Mask While an instance shadow detector is used for detecting
shadows and estimating their masks, the reflection masks are obtained by using
certain heuristics. Only when there is a water body involved in the image, the
object mask is vertically flipped to obtain the reflection mask. However, reflec-
tions on water are contingent upon various factors including lighting conditions
and camera angle, often resulting in reflections that do not align directly beneath
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Fig. 1: Visual comparison of our model against ObjectStitch , exemplifying the
main benefits of introducing unconstrained image compositing as a novel task. (a-c)
show different perturbations of the same bbox (red) leading to unnatural results in
ObjectStitch; (d-e) Our model can produce more realistic compositions by allowing
shadows/reflections beyond the bbox; (f) due to masking the bbox region on the back-
ground during training, prior models can create visible changes in the background
surrounding the object while our model ensures better preservation.

the entire object. This discrepancy is particularly noticeable when the object’s
widest part is not what is in contact with water or when the object appears at
an angle in the photograph. Therefore, instead of considering the lowest point
of the object as the axis of symmetry, we compute it in the following way: (i)
We first compute the image row where the object has its widest point as y,,. (ii)
The lowest pixel of the object is found at image row y;. (iii) The row where we
place the horizontal axis is computed as:

Yazis = Yw (yl yw)u (1>

with = i. Fig compares the reflection mask obtained using our proposed
axis (4th column) to straightforward flipping the object mask right underneath
the object (3rd column).

Background inpainting When the complete inpainting mask is defined,
both a GAN-based inpainting model and a diffusion-based one are combined for
obtaining the background image with optimal results. By first using a GAN-
based inpainting model we ensure obtaining a clean background image where no
new objects are introduced in the inpainted region. This image is then refined by
a diffusion-based inpainting model for improving the texture and overall gener-
ation quality in the image, ensuring a polished and natural-looking background
image is synthesized. As an example, we demonstrate in Fig[3]how directly using
a diffusion-based model (Stable Diffusion XL Inpainting ) for synthesizing a
background image instead of combining both models is prone to filling the in-
painted region with new objects instead of providing a clean empty background,
motivating the use of our proposed pipeline. After applying the GAN-based in-
painting (CM-GAN [11]) and obtaining an image with no new object in the
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Fig. 2: Visualization for the reflection mask in the data generation pipeline. After
obtaining each object mask (2nd column), the last two columns show the inpainting
mask if the reflection is obtained by flipping the mask right underneath the object (3rd
column) or using the axis computed in Eq (4th column).

inpainted region, we tune the diffusion model settings to preserve the content in
the area (noise strength = 0.3), obtaining a refined faithful version of the clean
background.

3 Experiments

3.1 Effect of Each Training Stage

Our training is performed in stages (Section 3.3) to achieve optimal results.
While our model can converge with single-stage training, stage-wise training
provides superior composite images and improved training stability. Each stage
is detailed for reproducibility and key aspects are analyzed in this section.
Model Merging The first two stages consist of training separate models (51
and S2) and merging them for obtaining a new model (5%) that combines the
benefits from each of them. As portrayed in Fig[d] S1 model produces composite
results with great diversity in pose and location but fails to preserve the key
identity features of the object. S2, in contrast, is able to reproduce all the key
identity features but lacks on diversity. By merging both models into a new S&
model, we obtain a trade-off between the identity preservation of S2 and the
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Fig. 3: Visualization for the inpainting stage of the data generation pipeline. Inpainting
an object (2nd column) on a ground truth image (1st column) via a diffusion-based
model [4] (3rd column) can lead to the synthesis of new objects. GAN-based models
(4th column) preserve the content but can lead to noticeable artifacts. Setting the
parameters of a diffusion-based model to preserve the image content and applying it
on the output of a GAN-based model (5th column) achieves a clean background image
with no new objects and natural results.

diversity of S1. Note that our final model aims to optimize the trade-off between
diversity and identity preservation, but merging weights can be adjusted based
on priority.

Optional Input Mask The next training stage (resulting in S/ model)
consists of providing an input mask containing a rough bounding box with 50%
probability, alternating with an empty mask the remaining 50% of the time.
This stage allows for the user to provide a bounding box that roughly guides
the compositing process without constraining it. Moreover, as observed in Fig
[l even when no mask is provided, it contributes to improving the semantical
location and scales of composited objects.

Multiscale Approach S5 model is obtained by adding a multiscale ap-
proach (Section 3.2) into the training. Fig|§| shows how the encoder is sensitive
to the object’s scale, leading to composite results where there is a bias towards
a certain object scale. By combining the encoding of the object at several scales,
our model is able to overcome this bias and produce more diverse results with
realistic scales.

We provide in Tab [1f an additional experiment supporting the design of our
multiscale approach. In this experiment, we compare two ways of combining
the four different embeddings encoding information of the object O at different
scales: via averaging and via concatenation. In both cases, each embedding is
obtained by encoding the object Oy at a scale s 2 F1;0:75;0:5;0:25g using the
encoder E, as explained in the paper. As we can see in the table, averaging the
different embeddings obtains significantly better results in terms of CLIP-score
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Method CLIP-score” DINO-score" DreamSim#
Concatenation 51.623 73.851 0.803
Average 69.597 71.527 0.420

Table 1: Quantitative evaluation of two versions of our model. In the first, the embed-
dings from different scales are combined through concatenation and in the second they
are combined by computing their average. All metrics are computed on DreamBooth
set and no bounding box is provided as input for any of the experiments.

and DreamSim, and comparable DINO-score. Therefore, it is the combination
technique we chose for our final model.

Predicted Mask The last training stage consists of adapting the model for
producing an extra output by only training the additional weights while the rest
of the network is freezed. Thus, our final model not only generates a composition
of the object into the background, but it also provides a mask locating all of the
changed pixels. This mask includes the detection of the object in the new image,
as well as any shadow, reflection or object effect. At inference time, generating a
new image requires 50 timesteps in the reverse diffusion process, while a usable
mask can be obtained in only 10 timesteps and becomes optimal at around 10-30
timesteps (Fig|7).

3.2 Mask-free Composite Image Generation

We showcase in Fig[8additional examples of our model generated with an empty
mask. In this case, the model automatically places the object in a natural location
and scale. This feature can also be used as a tool for obtaining ideas of diverse
ways to combine the object and the background image.

3.3 Effect of Bounding Box Scale

Our model is designed to generate realistic composite images whether a bounding
box is provided as input or not. As depicted in Fig[9} even when an unnaturally
large or small bounding box is provided, the model produces a relatively natural
object scale, using the provided mask as a rough guidance. If the scale of the
provided bounding box is already natural, the object more closely adheres to it.

3.4 Additional Examples In Challenging Scenarios

From diverse training data, our model learns to harmonize color, lighting, and
geometry (view and pose) and generate object effects that fit the background
scene.

Despite not explicitly estimating lighting, the model uses the diverse training
data to infer scene lighting, allowing for appropriate object relighting. In Fig
(A), we show the same object placed in three different locations within the
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same scene with complex lighting, resulting in three different relightings. Fig
(B) demonstrates material harmonization, (C) shows reposing and (D)
illustrates simultaneous shadow and reflection generation.

4 Comparison to Existing Methods

4.1 User Studies

As mentioned in Section 4.1, we conducted several user studies to visually evalu-
ate our model against different sets of baselines. In each of them, at least 5 users
were considered, and preferences were measured via majority consensus voting.
Those experiments consist of:

— Object Placement Prediction. We compare our model to TopNet [13],
GracoNet |12], PlaceNet [10] and TERSE [7] on a subset of 150 images from
the OPA |2| test set. For each input, we display the output of each model
side by side in a randomized order and ask the user to rate each image
individually as Good, Bad or Neutral. We specifically ask the rating to be
based on ONLY location and scale. We show an example of this user study
in Fig[Td]

— Compositing Quality. We compare to diffusion-based image compositing
models Paint by Example [8], ObjectStitch [5], TF-ICON 3|, AnyDoor [1],
ControlCom [9] in terms of compositing quality. For each of the 113 (back-
ground image, object, ground-truth bbox mask) triplets that constitute our
DreamBooth test set, we show side by side our output and one of the base-
lines, in randomized order. The user is asked to choose the best composition
in each case, in terms of quality (Fig .

— Identity Preservation. We perform a human study with the same set-
tings as the previous one. This time, however, users are asked to pick their
preference in terms of identity preservation (Fig .

— Automatic Image Compositing Pipeline: End-to-end vs Two Stages.
We ask users to express their preference between (i) using our end-to-end
unconstrained pipeline, in which an empty mask is provided and the object
is generated in a location and scale simultaneously predicted by the model,
and (ii) two-stage compositing pipeline by employing a diffusion-based object
compositing model (ObjectStitch [5], Paint by Example [8], TF-ICON |3],
AnyDoor |1, ControlCom [9]) using as input a bounding box predicted by
TopNet [13], an object placement prediction model. For each pair of back-
ground and object images in the DreamBooth test set, the output of each
method is computed and shown side by side to the user in a randomized
order. The user is then asked to pick their preferred composition out of the

two of them (Fig [L4).

4.2 Comparison to Object Placement Prediction Models

We provide additional visualization examples comparing our model to TopNet
[13], PlaceNet [10], GracoNet [12] and TERSE [7] in Fig[L5]
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DreamBooth Pixabay-Comp
Method CLIP-Score " DINO-Score " DreamSim # FID # CLIP-Score " DINO-Score " DreamSim #
IMPRINT [€] 82.965 88.910 0.246  62.026 76.874 79.465 0.435
Ours (w/ bbox) 80.946 85.646 0.285 62.406  77.129 80.896 0.395

Table 2: Quantitative comparison of composition quality and identity preservation
to IMPRINT [6].| FID is only computed on Pixabay-Comp, which has ground truth
images. Our model obtains comparable performance with the additional bene ts of the
unconstrained generative object compositing approach.

4.3 Comparison to Generative Image Compositing Models

We display additional visualization examples comparing our model to prior
generative compositing methods (ObjectStitch [5], Paint By Example [8], TF-
ICON [B], AnyDoor [L], ControlCom [B]) in Figs 16, 17, 18, 19, 20.

Comparison to IMPRINT IMPRINT [6] is a generative image compositing
model that was not released at the time of paper submission, thus is not included
in the initial comparisons. For transparency, we provide a comparison with our
model in Tab 2 and Fig 21.

Both IMPRINT and our model utilize multiview and video data in their
training, following the methodology described in [6]. Tab 4 in [6] shows the
performance bene ts of integrating this data.

Although IMPRINT performs slightly better than our model (Tab 2) in some
identity and semantics preservation metrics, it should be noted that, unlike IM-
PRINT (mask-based model), our model focus orunconstrained image composit-
ing, thus being able of simultaneously performing object compositing and place-
ment prediction without bounding boxes. Our model trains with full background
images instead of masked ones, requiring speci ¢ data crafting (Section 3.1). This
leads to improved background preservation, more natural object e ects, and less
reliance on precise bounding boxes than mask-base object compositing models
like IMPRINT (See Sec 1). Therefore, while IMPRINT might obtain slightly
superior identity preservation, our model o ers di erent advantages with com-
parable quality and identity preservation.

4.4 Comparison to Automated Placement and Compositing
Pipeline

We display visualization examples comparing our automated pipeline to a two-
step pipeline that combines Object Placement Prediction and Generative Com-
positing models in Fig 22. We use our model in mask-free mode, jointly perform-
ing object placement and compositing, and compare to sequentially connecting
TopNet [13] with ObjectStitch [5], Paint by Example [8], TF-ICON [3], Any-
Door [1] and ControlCom [9].
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Fig. 4. Visualization for the model merging stage. Several diverse outputs are displayed
for di erent ablated models ( S1, S2, S3) showcasing the e ect of merging the rst two
models into the third one.
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Fig.5: Visualization for the training stage after adding the possibility of providing a
rough bbox. During training of S4, a rough bounding box is provided with a certain
probability while S3 is only provided with empty masks during training. At inference
time, even when providing an empty mask, our S4 model is able to place the objects
in more natural location and scales than S3 model.
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Fig. 6: Visualization for the e ect of scale on E. In two separate examples, we demon-
strate several outputs produced by our model with a xed scale s 2 f 1;0:75; 0:5; 0:25g9
and after introducing a multiscale approach ( S5 model). Our model with multiscale
approach is able to obtain a more diverse and accurate outcome.
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Fig. 7: Visualization of Composite Image and Mask produced by our model. For each
generated image (obtained in 50 timesteps), the mask obtained at di erent timesteps
is displayed.
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Fig.8: Additional visualization of diverse compositions obtained by employing our
model with an empty input mask.
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Fig. 9: Visualization of compositing a large (top) and a small (bottom) object into the
same scene using di erent sized bounding boxes. The model tends to produce relatively
natural object scales even if the bounding box's scale is not natural, using it as a rough
guidance. When the bounding box has a natural scale, the object follows it more tightly.

Fig. 10: Visualization of compositions obtained in di erent complex scenarios. (A) ob-
ject (lamp) is composed into three di erent locations in a scene with complex lighting,
resulting in three di erent relightings; (B) the object is composed with a material-aware
relighting and harmonization; (C) object is reposed by the model for obtaining a more
natural scene; (D) shadows and re ections of the object are simultaneously generated
by the model to provide a natural composition.
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Fig. 11: Screenshot of user study presented to users for evaluating location and scale
against object placement prediction baselines.

Fig. 12: Screenshot of user study presented to users for evaluating output quality
against generative image compositing baselines.
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Fig. 13: Screenshot of user study presented to users for evaluating identity preservation
against generative image compositing baselines.

Fig. 14: Screenshot of user study presented to users for evaluating automated object
compositing via our model vs a two-step pipeline.
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