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Abstract. This paper considers the problem of generative novel view
synthesis (GNVS), generating novel, plausible views of a scene given a
limited number of known views. Here, we propose a set-based gener-
ative model that can simultaneously generate multiple, self-consistent
new views, conditioned on any number of views. Our approach is not
limited to generating a single image at a time and can condition on a
variable number of views. As a result, when generating a large num-
ber of views, our method is not restricted to a low-order autoregres-
sive generation approach and is better able to maintain generated im-
age quality over large sets of images. We evaluate our model on stan-
dard NVS datasets and show that it outperforms the state-of-the-art
image-based GNVS baselines. Further, we show that the model is ca-
pable of generating sets of views that have no natural sequential or-
dering, like loops and binocular trajectories, and significantly outper-
forms other methods on such tasks. Our project page is available at:
https://yorkucvil.github.io/PolyOculus-NVS/|
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1 Introduction

The goal of novel view synthesis (NVS) is to predict scene appearance from new
perspectives, given multi-view posed images. Generative NVS (GNVS) considers
the case where NVS is severely under-constrained: for instance, given a single im-
age of a hallway with an unobserved room, can we generate plausible novel views
from inside the room? This is a conditional generative modeling problem, ask-
ing for images that match the previously observed views with potentially limited
content overlap, and their implied 3D structure. Existing work is either limited
in its extrapolative capacity (e.g., cannot move the camera arbitrarily) or suf-
fers from cross-view inconsistency (i.e., implausible changes between generated
frames). In this work, we mitigate the latter problem without incurring the for-
mer limitation by addressing a significant issue with the ordered autoregressive
approach that characterizes existing image-based GNVS models. Our primary
innovation is a reformulation of the model as set-to-set generation, meaning we
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Fig. 1: A “loop inconsistency”, in which an image-based GNVS network fails to retain
consistency with previous generations, and its resolution with a set-based approach.
Left: An observed (real) image from which the synthesized views are conditioned, and
camera trajectory (a “spinning” motion pointed at a fixed target) which temporarily
conceals parts of the scene. Top row: An autoregressive strategy ‘forgets’ its prior
outputs and invents inconsistent content (e.g., compare the marked areas in the final
column to the observation). Bottom row: Our method constructs self-consistent views
by (i) more intelligent conditioning on the most relevant images and (ii) simultaneous
generation of a multi-view set, allowing mutual constraints within the sampling process.

condition on a set of posed images to generate another set of output views in a
simultaneous and self-consistent manner. The resulting model outperforms ex-
isting methods in terms of image quality but also removes a fundamental yet
previously unquestioned assumption about the ordered nature of viewpoint tra-
jectories. By doing so, our set-based method particularly improves performance
on trajectories where a natural ordering is unclear.

NVS scenarios form a continuum between the well-determined case, and the
GNVS case, which is largely decided by the number of available observations and
their relation to the desired views (i.e., proximity in camera parameter space). In
the well-determined case, scene content has significant coverage from disparate
viewpoints (relative to the target view distribution), which strictly constrains the
3D scene structure and minimizes ambiguity. In contrast, the GNVS case, our
focus, is less constrained when as few as one observation is given, or the model
is queried for a viewpoint far from any of the given views. Hence, generative
models are a natural choice for representing this uncertainty.

As conditional generative models increase in quality and scope of applicabil-
ity (e.g., )7 interest in GNVS has surged as well, utilizing various forms
and levels of inductive biases. Rendering-based methods sample a 3D
representation of the scene, which is then rendered to novel views. Such views
are 3D consistent by design but can be limited by the spatial bounds of the rep-
resentation. In contrast, image-based models approach NVS
as an image-to-image problem without strong 3D priors. These methods are not
spatially bounded but necessitate learning 3D consistency from multi-view data.
Such approaches typically use (first-order) autoregressive sampling to generate
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longer trajectories, where images are generated one at a time, conditioned on
only a single other view. However, this sampling method (i) accumulates errors
over longer sequences, (ii) creates inconsistencies between near-viewpoint gener-
ations, due to divergent conditioning histories (e.g., when generating a sequence
that loops back to its start), and (iii) requires an ordering of the views, which
may not naturally exist (e.g., with loops and polyocular trajectories, as shown
later). Fig. [1|illustrates these issues, particularly (i) and (ii).

In this paper, we introduce a novel set-to-set diffusion model for GNVS
that both conditions on and generates view-sets of arbitrary cardinality in a
permutation-invariant manner. While it theoretically supports operating over
arbitrarily sized sets, practical constraints (e.g., memory, run-time, and gener-
alization) exist, which we circumvent with a novel hybrid sampling strategy.
Together, our model and sampling algorithm improves on the previously men-
tioned drawbacks of image-based GNVS methods. Empirically, our contributions
greatly improve image quality and realism, while specifically enhancing GNVS of
view-sets without a natural order, compared to an arbitrarily imposed ordering.

2 Related Works

Novel View Synthesis (NVS). Constructing new views of scenes from multi-
view images has a long history in computer vision and graphics (e.g., |3L[11]
24/43,|45]). Such techniques roughly span two axes: image-based vs. geometry-
based rendering (how much geometry is necessary [9,/46]), and interpolative vs.
generative synthesis (how much eztrapolation is used). Neural Radiance Fields
(NeRFs), a recent interpolative method, renders views from a 3D geometry field
(e.g., [4,16,30,55]); however, it not only relies on per-scene optimization, but it
is also unable to generate realistic details in unseen areas. Our work, in contrast,
eschews inferring geometry, as it entails solving an ill-posed problem that may
not necessarily be required for realism or consistency. Instead, we focus on the
generative case, where the model is tasked to indefinitely extend the scene from
minimal initial information (e.g., a single image). Existing works that directly
generate 3D structures often have limited scene extents, prohibiting indefinite
spatial exploration (e.g., [5,23]). More recent methods extrapolate by combin-
ing autoregressive generation with 3D structure. DFM [51] uses a generalizable
NeRF [57] with a diffusion model, while GeNVS [8] conditions a diffusion model
on 3D features. The computational cost of sampling is generally very high for
these methods, compared to our approach (e.g., limiting resolution; see Sec. [4.1)).

Our work is most similar to image-based GNVS methods, generally based on
pose-aware conditional diffusion models. A number of approaches (e.g., [11/13}27
491/54]) focus on object-centric NVS, whereas our method operates on full scenes
and enables indefinite extrapolation. In the scene-centric domain, GeoGPT |3§],
LookOut [36], PhotoCon [58|, and Tseng et al. [52] generate autoregressive se-
quences; however, while scene structure is coarsely preserved, dramatic changes
can still occur across frames. Previous video generative models struggle with sim-
ilar challenges (e.g., [6,/17]), albeit without the 3D aspects. These methods suffer
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from error accumulation across trajectories and loop inconsistencies , where re-
turning to the same viewpoint does not preserve previously observed structure.
We show that a set-based approach can substantially mitigate such issues.
Set Learning. Set-valued data are common in computer vision (e.g., point cloud
processing|[2, 33, 34], anomaly detection [25, 35], and feature matching [41]) ne-
cessitating in/equivariance to permutation and cardinality [44|59|(63]. Similarly,
many problems are naturally formulated as set prediction tasks, including detec-
tion [7}(18], and shape generation| [22,29]. For NVS, while prior work considered
set-based encodings [40], it did not examine set-structured generation.

In this work, we devise aset-to-set model by generating a set of NVs, given
a set of conditioning images. Unlike autoregression, this avoids an arbitrary or-
dering, which can cause di culties [61,/62]. For instance, polyocular sequences
(e.g., binocular, to mimic humans or higher-order, for the multi-camera setups
in autonomous driving |56] and elsewhere [15]) have no single natural ordering.
Finally, autoregression (e.g.,|[26,36,38,58]) often accumulates errors over trajec-
tories or incurs inconsistencies at overlapping views arrived at via di erent paths.
In contrast, by generating sets of frames, we can mitigate such divergences.

3 Technical Approach

In this section, we rst brie y review relevant background on di usion models,
then describe our set-based multi-view di usion model, and nally detail meth-
ods for practically sampling large novel view-sets using our model.

Background. Diusion models [20,47,48] are generative models formulated
as the reverse of a forward noising process. This process is discretized into

and x, follows the data distritution. Sampling the reverse process is often per-
formed by iteratively applying a reparameterized noise estim%or with learned
_ Nt .

parameters with hyper-parameters , (=1 ,and (= T s
1 1 t
Xt 1= P=— Xt 917 (Xt;t) + ¢t (1)
t t

where ; N (0;1). Conditioning may be provided as additional inputs to
which remain constant throughout the reverse process.

To reduce computational requirements, we use a latent di usion model|[31,
37] that rst maps the data into a latent space with reduced dimensionality,
before the diusion model is applied. For our application, the autoencoder is
fully convolutional to preserve the spatial structure of images.

3.1 Set-based NVS Di usion Model

We begin by considering the distribution over sets ofN views, conditioned on

p (fz1;22;:::; zn giC); 2
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Fig. 2: Overview of our set-based di usion architecture for NVS. Given a conditioning
image set, X = fx1;:::;Xn. g (left inset, left-stream), we generate a set of novel views,
. Processing X is identical to

, except time is xed to t O (i.e., without noise). Simultaneous generation is
performed by independently applying the U-Net across streams, to each x 2 X[ ,
except at , which facilitate order-independent
inter-stream dependencies. Each combines (i) same-layer features €;: ) and
(i) camera information ( g, with rays R;) across streams. For streami, a camera
canonicalization block (right inset) provides invariance to rigid transforms, via R; =
CCi(Rj), which treats & as a reference viewpoint. Then, with the reference rays as
the queries, Qix = Ry, attention is applied across all streams j, with the keys as
transformed rays, fR ; gj, and the values as the features,ffj; g;.

distribution should be permutation invariant since there may not be any natural
ordering amongst the views. Additionally, since the choice of global coordinates
is arbitrary (i.e., only relative camera poses are meaningful), the distribution
should be invariant to global rigid transformations of the camera posesc.

To construct such a set-baseddi usion model, we take inspiration from pre-
vious generative NVS methods [54, 58], as well as video di usion models [21],
where separate streams of the model provide the noise estimate of each im-
age. Speci cally, each view is processed by a U-Net [39] with shared weights,
which only communicates between streams via attention layers, while the re-
maining layers operate on each view independently. Since attention layers are
permutation-equivariant by design, we can construct an ordering-independent
noise estimator over sets of noisy latents, along with their camera poses:

(f(zutsca); i (zne s en )G b): ©))

Since reasoning about the scene across views relies deeply on knowledge of the
(relative) camera geometry, the mechanism by which such information is injected
into the generative process must be carefully designed. In particular, camera
poses are used to modulate the attention layers by injecting a camera ray repre-
sentation into the keys and queries. We adopt an image-based representation of
camera rays, where per-pixel ray directions (determined by the camera param-
eters) are assembled into an array, followed by a xed frequency-based Fourier
encoding [50] (e.g., see [40,58]; non-image-based NVS methods, such as NeRFs,
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utilize a similar representation as well). However, since only the relative cam-
era poses are meaningful, weanonicalize the rays used by the attention block
in each stream, such that the camera of the view processed by that stream is
positioned at the origin with no rotation. This enables mutually constrained
generation (i.e., with each stream informed of each other) of arbitrary-sized sets
in a permutation-invariant manner, while maintaining invariance to global rigid
transforms. The most similar method to ours, Yu et al. [58], considered only the
two-stream case, with one image acting as a xed observation. Our architecture,
including the canonicalized rays, is illustrated in Fig. 2.

While our model can sample without conditioning on scene information via
Eq. 2, the primary cases of interest in GNVS involve conditioning on observed (or
previously synthesized) frames. Thus, our model (Eq. 3) can also be conditioned
on observed views, using a small modi cation to the noise estimator:

(f(zax;c1;t1); 01 (Zne s N5 EN)O); 4)

where the time conditioning for all the views, t, is replaced with a separate time
conditioning, t,, for every view z,. Then, the model can exibly treat inputs
with t, = 0 as conditioning views (see also [49]). Such views are not noised,;
hence, they act as constant conditioning factors across the generative process.

3.2 Sampling Large Sets of Views

In principle, our model can operate over an arbitrarily large number of views.
Doing so in practice may be limited by the computational constraints caused
by the quadratic time complexity of attention with respect to the number of
views, and the model's ability to generalize to more views than available during
training. For these reasons, it may be desirable to limit the number of total
views (the sum of conditioning and generated views) involved during sampling,
and employ a semi-autoregressive approach to synthesize signi cantly more views
than the imposed limit. However, instead of generating a single view at a time,
our model can generate and condition on sets of views. By carefully selecting
the sets and their order of generation, our model can mitigate image quality
deterioration during autoregressive generation, and improve consistency for sets
of views where there is no natural ordering. In other words, for tractability, we
can sample with a hybrid strategy, which uses autoregressive generation of sets
of views, conditioned on sets of selected views. Thus, selecting an appropriate
conditioning hierarchy (i.e., which view-sets to output together and which to use
for conditioning at each stage) is a new design space for our model.

Certain view-sets, such as those along a linear camera trajectory, have a
natural ordering amenable to the standard Markov autoregressive sampling of
prior work (e.g., [36, 38,51, 52, 58]). Such methods can generate an arbitrary
number of views by conditioning successive generations on previous ones. Using
a Markov assumption, the factorized generation distribution over views is:

s
p(z1;:iizn) = p(z1)  P(znjzn 1): )

n=2
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Fig. 3: lllustration of di erent generation orders, and the sampling depth of each view
from the observed image. The sampling depth of each view from the observed view(s)
is highlighted in red for (a) standard Markov autoregressive, (b) keyframed, and (c)
grouped (e.g., stereo camera views) sampling. Notice that the view(s) with the largest
sampling depth when sampling with (b) and (c) grows slower with respect to the total
number of views, than with (a). This reduces the error accumulation later views.

Hereafter, we omit the dependence on the camera poses, for clarity. A draw-
back of this method is the accumulation of errors over successive generations
since views generated later in the sequence are conditioned on previous frames
that may include errors themselves. Further, by only considering the most recent
frames, the model mayforget previously constructed scene content such errors
lead to loop inconsistencies (see Fig. 1), in which frames generated for nearby
cameras at di erent times do not match, due to di erent conditioning histories.
One way to reduce the error in the generated images is to reduce theam-
pling depth of the views. Consider a directed graph where nodes are images and
directed edges represent conditional generations. Then, theampling depthof a
generated view is the minimum path length from the real initial frame. A gen-
eration at high sampling depth, therefore, far from the original observation and,
in image-based GNVS models, is liable to forget its constraints. The graph for
rst-order autoregressive generation is a chain; hence, its maximum sampling
depth is proportional to the number of views.

to be generated andG be the set of views to be conditioned on when generating
Vi such that G [ }:11\/,- , Which ensures feasibility of the ordering. Generation
based on these sets can then be described as

&
p(zy;iiiizn) = p(fzj8) 2 Vigif zj8k 2 Cig): (6)
i=1
The maximum sampling depth of such a generation strategy is at most. For
instance, V; could generate a set of regularly spaced keyframes, and subse-
quent V; would generate the in-between frames, conditioned only on neighbour-
ing keyframes, which could have a maximum sampling depth as low as two.
Similar strategies can be constructed in cases where there is no inherent or
natural ordering of views, and the designation of keyframes may not be obvi-
ous. For example, keyframe pairs can be considered for stereo pair trajectories.
Alternatively, when generating a cloud of views, the initial keyframes may
be selected as evenly distributed among the set of views based upon their cam-
era extrinsics, and in-between frames can be generated conditioned on their
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nearest, previously generated keyframes. There are a multitude of generation
strategies our model can support to manage the computational burden of gen-
eration while still minimizing sampling depth. Fig. 3 illustrates three sampling
strategies and the concept of sampling depth. We explore di erent generation
strategies in the experimental section, with further details in the supplement.

4 Results

Experimental Setup.  We evaluate on the standard RealEstate10K [64] and
Matterport3D [10] datasets. RealEstate10K consists of real-world multi-view
image sets derived from videos. The scenes provide rich, structured data with
relatively large extents and camera motions, and have thus commonly been used
by many prior works (e.g., [36, 38,51, 53, 58]). Matterport3D contains 90 indoor
building environments as textured meshes. Following previous work [36, 58], the
meshes are converted into sets of views using a Habitat [42] embodied agent. In
all cases, we us@56 256images derived from center crops.

Building on previous work [58], our method is implemented as a latent
di usion model [37], based on a VQ-GAN autoencoder [14]. During training,

ne U ([0;:::;n 1]) of them to act as conditioning images (which have xed
di usion time embedding, t  0; see Fig. 2). Our choice of the total number of
views used during training is determined by available computational resources.
We utilize the standard DDPM noising process [20], with a modi ed denoising
score matching loss that masks out the conditioning views. Training and testing
is performed using 16 and 1 RTX6000 GPUs with 24gb of memory, respectively.

We evaluate using the standard experimental settings of prior work (e.g.,
[36, 38, 58]), while comparing to the state-of-the-art baselines PhotoCon [58],
and DFM [51]. PhotoCon uses a similar image-to-image di usion approach to our
method but only generates single novel views from single observations. We also
include two other image-to-image methods: GeoGPT [38] and Lookout [36]. DFM
uses a di usion method that samples NeRFs, conditioned on the observations,
from which novel views are obtained by standard NeRF rendering [30].

Because our method is trained in a set-based manner, the exibility of our
model enables a variety ofsampling strategies In particular, we compare three
di erent strategies. First, we consider the same method as PhotoCon and many
previous GNVS methods: autoregressive sampling with a rst-order Markov as-
sumption (Ours-Markov). Second, we naively sample all novel views simultane-
ously (Ours-1step). Finally, we considerkeyframe sampling (Ours-KF), which
was motivated in Sec. 3.2. This strategy rst generates sets of keyframes. Then,
the remaining frames are conditioned on their neighboring keyframes, and are
simultaneously generated with other views that share the same keyframes.

We use three metrics: (i) when ground-truth sequences are available, we com-
pute reference-based image quality via PSNR and LPIPS [60]; (ii) FID [19], which
measures image quality or realism; and (iii) thresholded symmetric epipolar dis-
tance (TSED) [58], which quanti es consistency between views. Briey, TSED
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Table 1. RealEstatelOK and Matterport3D reconstruction errors for short-term and
long-term view extrapolation at 256 256. Bold numbers indicate best performance,
while underlined numbers indicate the second best. Note that PSNR becomes less
informative for distant frames, and does not necessarily correlate with image quality.

RealEstate10K Matterport3D
Method Short-term Long-term Short-term Long-term
LPIPS #PSNR " \LPIPS #PSNR " |ILPIPS #PSNR " \LPIPS #PSNR "
GeoGPT [38] | 0.444 13.35| 0.674 9.54 - - - -
Lookout [36] | 0.378 1443 | 0.658 10.51 | 0.604 12.76 | 0.739 12.76
PhotoCon [58]| 0.333 1551 | 0.588 11.54 || 0.504 14.83| 0.674 13.00
Ours-Markov | 0.314 15,57 | 0.613 11.63 || 0.483 14.66 | 0.671 12.75
Ours-1step | 0.326 16.42 | 0.635 12.88 0.512 15.93 | 0.626 14.55
Ours-KF 0.290 16.10 | 0.564 11.94 || 0.473  15.06 | 0.598  13.56

is computed over pairs of views with known camera poses; matched features
between the images [28] are used to measure the error with respect to their ex-
pected epipolar geometry; image pairs with both su cient matches ( Tmatches )
and low enough median error €T ¢or ) are counted as consistent, and the metric
overall counts the proportion of consistent frames. As in prior work [58], we X
Tmatches = 10 and report TSED scores over a range offgror thresholds.

4.1 Generation on Sequential Views

We rst perform standard evaluations on RealEstate10K and Matterport3D us-
ing trajectories from the datasets. Each method is provided a single observation
using the rst frame of each ground-truth trajectory. The remaining novel views
are synthesized by each method using the provided ground-truth camera poses.
Following previous work [58], we select test trajectories with at least 201 avail-
able frames for Realestate10K, which are subsampled such that we generate 20
views per sequence. For Matterport3D, we follow a similar test selection criteria
but select sequences with at least 21 frames, without subsampling.

We evaluate our method using the sampling strategy variations described in
Sec. 4. For keyframed generation (Ours-KF), we generate keyframes along the
sequence, each separated by two views. A maximum of six total views are used
while up to three of the views are used for simultaneous generation. Results
using di erent keyframing hyper-parameters are provided in the supplement.

With the known ground-truth frames, we perform standard reference-based
evaluations in image space. We consider the fth and nal generated images as
short-term and long-term views, respectively. As shown in Tab. 1, Ours-KF has
the best performance in terms of perceptual similarity, and second best perfor-
mance in terms of PSNR. Ours-1step obtains the best PSNR; however, PSNR
is known to not always correlate well with image quality. Qualitative inspec-
tion on RealEstate10k, in Fig. 4, shows that Ours-1step achieves better PSNR
scores by generating images that are generally smooth with few ne details. A
similar qualitative result holds for Matterport3D, provided in the supplement.
Although reference-based evaluations are standard, they are less informative for
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Fig. 4: Visualization of the nal frames of generated sequences on ground-truth trajec-
tories. The image quality from our keyframed method is higher than all other methods.

extrapolated views far from the observation [38, 58], which motivates the use of
other metrics for evaluating GNVS. Given that PhotoCon [58] consistently out-
performs GeoGPT [38] and Lookout [36], we focus on it as our primary baseline.

To evaluate the image quality as a function of distance from the observation,
we evaluate FID between the generated views at each time-step and a xed set of
random test views. Quantitative results in Fig. 5 (left) show that Ours-KF better
mitigates the deterioration of FID as trajectories grow, than the other methods,
giving us the best image quality on both datasets. The reduced degradation from
keyframing can be observed qualitatively in Fig. 4, for RealEstate10K.

FID measures independent image quality; low FIDs can be obtained by gen-
erating sets of high-quality images that are inconsistent as a whole. Consistency
evaluations using TSED on both datasets in Fig. 5 (right), show Ours-KF does
not sacri ce inter-frame consistency to obtain its improved image quality. Ours-
1step generally achieves lower consistency, as its over-smoothed generations re-
duce the number of feature matches. Ours-KF and Ours-1step recover 148.8 and
60.0 average matches, respectively. Thus, keyframing with our set-based model
o ers increased image quality while maintaining consistency.

The non-keyframed variants are two extreme strategies for sampling with
our model. Ours-Markov limits the number of views within a range seen during
training but has the highest sampling depth possible, which causes a signi -
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