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1 Dataset details for MMEarth

MMEarth was collected at 1.2M locations around the world. The data was first
downloaded at tile size of 1300mx 1300m corresponding to approximately 130 x
130 pixels. As this can lead to slight variations by 41 pixel, we center cropped
to 128 x 128 pixels to harmonize the final tile size. The total dataset is 639GB
in size and offered as a compressed gzip hdf5 file (lossless compression).

Fig.[[]and Fig.[2]show the spatial and temporal distribution of Sentinel-2 L1C
(top of atmosphere) and L2A (bottom of atmosphere) data. The atmospherically
corrected L2A data is globally available on Google Earth Engine [2] (GEE)
starting November 2018 until today. Before November 2018, L2A only exists in
certain parts of the world (e.g. Europe). Hence, to get a uniform distribution of
samples throughout the four years 2017-2020, we ensured that L1C is sampled
more frequently between January 2017 and November 2018. From December
2018, we have randomly sampled L1C or L2A data to guarantee that later years
are also covered by both product levels.

The distribution of additional modalities is visualized in Fig. Due to
our biome-balanced sampling scheme, described in the following section, the
MMEarth dataset focuses on the natural world, but also contains some built-up
landcover. Thus, MMEarth was designed as a pretraining dataset for applications
in environmental monitoring.

1.1 Sampling strategy

Sampling of locations. MMEarth was collected, ensuring uniform sampling

across 14 biomes [I]. Each biome can further be divided into a number of ecore-

gions. We used the GEE toolbox for this stratified sampling approach. However,

since the area of the largest biome was too large to be processed by GEE, we

facilitate stratified sampling by considering the area within an ecoregion. The

number of samples per ecoregion was computed by
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Fig. 1: Spatial distribution of L1C and L2A data.
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Fig. 2: Temporal distribution of 11c and 12a data.

where N, is the number of samples for an ecoregion, NN; is the total number of
samples to collect (1.2M in our case), A, is the area covered by that ecoregion,
Ap, is the area covered by the biome the ecoregion is part of and 14 represents
the number of biomes. This process was repeated for all ecoregions and for all
biomes to finally obtain a uniform sample across the biomes.

Sampling of Sentinel-2. For every location, we first randomly chose a year
from 2017-2020. For the selected year, we randomly sampled either L1C and
L2A. If no L2A data existed, we sampled L1C data (since L2A is not globally
available until November 2018). We queried the respective Sentinel-2 data col-
lection with CLOUD _PIXEL PERCENTAGE of less than 10% at the original
100km x 100km tile level. We discarded images that contain no data values at the
boundary of the orbit coverage. From this collection of candidates, we randomly
sampled one Sentinel-2 image date. Finally we cropped the respective tile cen-
tered at the query location. We downloaded all bands (i.e. 13 for L1C and 12 for
L2A) and reprojected all bands to a 10m resolution using bilinear interpolation.
For our experiments, we always used the 12 bands corresponding to the L2A
product, excluding band B10 in L1C.

We found that the cloud filter at the original tile level mostly led to cloud
free samples, but some samples contained clouds. In our experiments, we did not
apply any cloud filtering at the sample level, although that would be possible
with the information provided in MMEarth.
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Fig. 3: Distribution of additional modalities.

Sampling and processing of additional modalities. In this sub-section, we
explain any additional processing done when sampling modalities. We only focus
on those modalities that require additional processing apart from the ones per-
formed when requesting for data using the GEE API. All pixel-level modalities
were reprojected to 10m Sentinel-2 grid using bilinear interpolation.

Sentinel-1. Sentinel-1 data was sampled with reference to the sampled
Sentinel-2 observation date. Hence, we sampled the closest Sentinel-1 image
from both the ascending and descending orbits. We downloaded all four available
bands.

Aster GDEM. Aster data from GEE includes an elevation band, from which
we have computed the slope.

Dynamic World. We first sampled the dynamic world collection for the full
year of the Sentinel-2 observation date. The data from GEE comes with labels
from 0 to 8. We also realized that NO_ DATA values are also mapped to 0. Hence,
we mapped the labels from 0 to 9, and indicated 0 to be the NO_ DATA pixels.
We then compute the mode of the full collection. This was done since dynamic
world images for a specific date can sometimes lead to NO_ DATA values, and
hence to reduce the amount of such pixels, we computed the mode of a set of
images.

ERA5. We selected 4 bands from the ERA5 dataset on GEE (average tem-
perature, minimum temperature, maximum temperature and total precipita-
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tion). These statistics are monthly. Additionally, we computed the yearly aver-
age, minimum, maximum, and total, respectively, for each of these statistics. We
collected 3 sets of statistics for the same month, previous month, and full year
corresponding to the Sentinel-2 observation date (3 x 4 bands = 12 bands).

Geolocation. We use a cyclic encoding of the latitude ¢ and longitude A
corresponding to the center point as follows:

sin = sin (2m¢/360) (2)
Peos = cos (2m¢/360) (3)
Aein = sin (27/360) (4)
Acos = 08 (2TA/360) (5)

Date. Similarly, we use a cyclic encoding of the month of the Sentinel-2
observation date:

Mgin = sin (2rm/12) (6)

Meos = €08 (2mm/12) (7)

Here m corresponds to the month as an integer from 1 to 12.

1.2 Licenses of data sources

MMEarth is constructed from publicly available data distributed under non-
restrictive licenses. We list the license for every data source in Table [1} The
MMEarth dataset is released under the CC BY 4.0 license.

Table 1: Licenses of data sources. All collected data is licensed for open usage.
The detailed license information is listed for each data source. All urls were accessed
2024-03-11.

Data source License Info

Sentinel-2 CC BY-SA 3.0 IGO https://open.esa.int/copernicus-sentinel-satellite-imagery-under-open-licence/
Sentinel-1 CC BY-SA 3.0 IGO https://open.esa.int/copernicus-sentinel-satellite-imagery-under-open-licence/
Aster GDEM v3  similar to CCO https://lpdaac.usgs.gov/data/data-citation-and-policies/

ETH-GCHM Creative Commons Attribution 4.0 International https://langnico.github.io/globalcanopyheight

Dynamic World ~ Creative Commons BY-4.0 https://dynamicworld.app/about/

ESA World Cover Creative Commons Attribution 4.0 International https://esa-worldcover.org/en/data-access#citation

Biome Creative Commons Attribution 4.0 International https://ecoregions.appspot .com/

Ecoregion Creative Commons Attribution 4.0 International https://ecoregions.appspot . com/

ERAS Copernicus C3S/CAMS License agreement https://wwu.ecmuf.int/en/forecasts/dataset/ecmwf-reanalysis-v5
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2 TImplementation details

Pretraining: We mainly followed the ConvNeXt V2 hyperparameter settings.
If not stated otherwise, we pretrained for 200 epochs with a base learning rate
1.5-10~% and an effective batch size of 4096. The only data augmentation used
was random cropping. We standardize each channel in the input and targets
to zero mean and unit variance on the pretraining data. To harmonize the two
Sentinel-2 products, we standardize LL1C and L2A individually. The target nor-
malization harmonizes the losses for modalities with shared characteristics (e.g.
continuous targets). Missing input pixels are replaced by zeros (i.e. the mean).
Local target patch normalization is used for reconstructing the optical image
bands [3].

Fine-tuning parameters: We fine-tuned and linear probed for 100 epochs, and
maintained an effective batch size of 1024 with a base learning rate of 2-107%.
For the semantic segmentation tasks we fine-tuned (FT) in two phases. First,
we trained the randomly initialized U-Net decoder with the frozen pretrained
encoder for 50 epochs, and then fine-tuned the full model for another 150 epochs.
We maintained an effective batch size of 32, and a base learning rate of 0.01.
We did not apply any data augmentation. For all FT /LP experiments we report
results on the test split using the checkpoint of the last epoch.

Semantic segmentation: We adopt a U-Net [4] architecture to evaluate the
pretrained encoders. The upsampling block consists of a nearest neighbour up-
sampling followed by a convolutional layer with 3x3 filter kernels, layer norm
and a GELU activation layer.

Input bands for So2Sat20k: So2Sat20k only provides 10 instead of 12 bands.
However, to make use of these additional multi-spectral bands, we filled in the
missing bands (B1 and B9) with a copy of the band with the closest wavelength.
Le., we use a copy of B2 for B1, and B8A for B9. This could lead to a lower
linear probing performance but should not affect results much when fine-tuning
the entire encoder.

3 Taster pretraining datasets: MMEarth100k and
MMEarth64

To facilitate research in self-supervised learning with limited compute resources,
we provide two subsets of the MMEarth dataset: MMEarth100k and MMEarth64.
The MMEarth100k is a random subset of 100k locations with the full 128128
pixels and has a data volume of roughly 48GB. The MMEarth64 contains all
1.2M locations, but all modalities are center cropped to obtain rasters of 64 x64
pixels, which reduces the data volume roughly by factor 4 from 597GB to 152GB.

We provide results using these taster subsets to pretrain our MP-MAE ap-
proach with the same setting as used for pretraining on the full MMEarth dataset
in Table 2l The only change required for MMEarth64 is the patch size. As the
image size is halved from 112 to 56 pixels, we also half the patch size from 16 to
8 pixels which keeps the number of patches the same. For the downstream tasks



6 V. Nedungadi et al.

Table 2: MP-MAE results on MMEarth taster datasets.

BigEarth20k So2Sat20k Cashewlk SAcrop3k

Image Patch (F149) (Acc.t) (IoU?) (IoU?T)

Pretrain data . .
size  size

FT/LP  FT/LP FT FT
ImageNet 224 32 55.7/25.9  36.6/24.0  77.1 26.7
MMEarth 112 16 67.1/43.3 54.6/43.8 79.8 38.2
MMEarth100k 112 16 59.8/35.4 38.8/31.2  67.5 32.9
MMEarth64 56 8 68.2/40.9 54.0/41.7 81.6 39.7

that we consider in this evaluation, we observe that pretraining on MMEarth64
performs comparably to MMEarth, and even slightly better in some tasks. How-
ever, there might be downstream tasks that could profit from larger pretraining
image sizes. Also alternative self-supervised pretraining strategies might benefit
from having access to the larger input sizes. Pretraining on MMEarth100k leads
to a consistent drop in performance, but still outperforms the ImageNet pre-
trained models on all tasks except the Cashewlk. From these initial results, we
conclude that the diversity and number of samples are more important pretrain-
ing characteristics than the size of the input images for learning generalizing
representations with our proposed MP-MAE.

4 Additional results

4.1 Ablation of multi-pretext loss strategy

Results from Table [3|show that for the Atto model, pretraining with uncertainty
based loss weighting achieves comparable performance to equal weighting. While
the performance is comparable, we note that uncertainty loss weighting provides
additional insights on the importance of tasks during pretraining (see Fig. [4]).

Analysis of the estimated task uncertainty We visualize the estimated
task uncertainty over the pretraining grouped for comparable targets: pixel-
continuous, image-continuous, pixel-categorical and image-categorical (see Fig. [4]).
For all tasks, the log variance decreases during pretraining. However, for the
categorical tasks we observe an initial increase in uncertainty before a decrease.
Interestingly, the relative weighting of tasks changes over epochs, e.g. within
the pixel-continuous tasks, the Aster tasks (elevation, slope) have the highest
uncertainty until epoch 150, before it drops to the lowest. A similar change in
relative weight is observed for the ERA5 and Longitude. The latitude has a
substantially lower uncertainty than the longitude, which can be explained by
the rainfall and vegetation gradients along the North-South axis that shape the
features and appearance of landscapes.
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Fig. 4: Task uncertainty during pretraining. We plot the log(var) for each task
grouped by pixel-level vs. image-level and continuous vs. categorical tasks.

Table 3: Loss aggregation strategy. We evaluate the effect of the two loss aggre-
gation strategies: Equal weighting vs. task uncertainty weighting when pretraining on
MMEarth64.

BigEarth20k So2Sat20k Cashewlk SAcrop3k

Pretrain Loss aggr. (F11) (Acc.t)  (IoUT)  (IoU?T)
FT/LP  FT/LP  FT FT

MMEarth64 Uncertainty 68.2/40.9 54.0/41.7  81.6 39.7

MMEarth64 Equal 68.2/36.7 57.0/35.9 81.6 39.3

4.2 Qualitative reconstruction results

We visualize some reconstruction examples of the pixel-level pretraining tasks in
Fig.[5l Similar to the results in the original ConvNeXt V2 paper, we observe that
the reconstruction of the masked patches is rather blurry, but coarser patterns
are captured. The visualization of the Sentinel-2 reconstruction is also affected
by the patch-level normalization of the target. The reconstruction result of the
visible patches is random, as the reconstruction loss was only optimized for non-
visible patches. However, the goal of our MP-MAE approach is not to solve the
pretext tasks, but to learn good semantic representations through these tasks.
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These results show that if we were to specialize on any of the pretraining task,
then one option could be to fine-tune the pretrained model separately for each
task.
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