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Fig. 1: The emotional talking face video generated by the proposed EAP, which cor-
respond to the emotion and intensity of the given audio and the reference ID.

Abstract. With the rise of generative models, multi-modal video gener-
ation has gained significant attention, particularly in the realm of audio-
driven emotional talking face synthesis. This paper addresses two key
challenges in this domain: Input bias and intensity saturation. A novel
neutralization scheme is first proposed to counter input bias, yielding
impressive results in generating neutral talking faces from emotionally
expressive ones. Furthermore, 2D continuous emotion label-based re-
gression learning effectively generates varying emotional intensities on
a frame basis. Results from a user study quantify subjective interpreta-
tions of strong emotions and naturalness, revealing up to 78.09% higher
emotion accuracy and up to 3.41 higher naturalness score compared to
the lowest-ranked method. https://github.com/sbde500/EAP
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1 Introduction

Thanks to recent neural network-based generative models, multimedia applica-
tions such as film-making [17], metaverse [14], and virtual human [23, 39] have
significantly advanced. Especially, audio-driven talking face generation has re-
ceived considerable attention as an intriguing topic [3, 29, 46]. The task of gen-
erating talking face animation using a one-shot facial identity (ID) image and
audio aims to realistically produce lip movements corresponding to the given
audio. Therefore, many studies focus on generating as natural lip movements as
possible by encoding pose-invariant audio features [25, 36, 38, 44]. However, ex-
cept for some studies [9,12,13,22], the importance of realistic facial expressions
as much as the lip movements of the counterpart’s face from the perspective of
emotional interaction [20] has not been sufficiently explored. As a result, most
traditional methods used to synthesize expressions dependent on the emotions
of the given facial ID or expressions overly saturated with specific emotions.

This paper aims to analyze the shortcomings of prior arts considering emo-
tion to ultimately generate natural talking face videos and establish a represen-
tation scheme to address them. Wang et al . [37] introduced an useful dataset
called MEAD, which is valuable for providing a solution to the emotion labeling
problem in emotional talking face generation (shortly, ETF) tasks. Subsequent
studies [9,12,22] utilized emotional reference videos and/or emotion labels from
MEAD to extract emotion vectors. These vectors were then used as conditional
inputs for conventional generators to implement ETF. Despite the significant
contributions of the prior arts, we still face three major limitations: 1) Mixing of
emotion representation from ID images and driven emotion representation leads
to undesired emotion generation. 2) Emotional videos unrelated to the audio’s
emotional flow are generated. 3) Almost one emotional intensity tends to be ex-
pressed in all frames of the generated video, causing unnatural video playback.
Before proposing solutions to the three problems, we attempt to analyze them
from the perspectives of vector representation and learning scheme.

An emotional face feature can be decomposed into three components: Facial
ID, facial expression, and emotional intensity. If the three components are not
independent of each other, critical situations such as undesired expression gener-
ation may occur [2,34]. In other words, for realistic emotional expression in the
generated video, it is essential for these components to be clearly distinguish-
able, meaning they need to be independent [35, 43]. Consequently, the face ID
feature and the emotion representation should be independent, and the emotion
representation should further decompose into a facial expression feature and an
emotional intensity. To this end, we propose Emotional face representation with
Audio Perspective (EAP). And we introduce two innovative learning schemes to
distinguish the three components of EAP and train EAP.

The first learning scheme is for emotion-independent ID representation. If the
facial expression feature is mapped to a domain where it is minimized in encoding
the emotional face feature, eventually only the ID component will remain in the
representation, i.e., emotional face feature is close to facial ID feature [2, 40].
Thus, based on the emotion analysis of [8], we define a neutral (emotion) class
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with minimized emotion representation as the target domain and satisfy the
aforementioned condition through a contrastive objective-based learning (i.e.
neutralization). This contrastive objective, emphasizing the similarity between
generated images and neutral images through a variation of the MEAD data
structure, distinguishes our approach from previous one by sufficiently utilizing
emotion information from the learning process of emotion-agnostic talking face
generation. The proposed neutralization is validated by comparing arbitrary
emotional faces with the corresponding neutral talking faces (see Sec. 5.4).

The second learning scheme is the disentangled representation learning for
(facial) expression and (emotional) intensity to enhance emotion representation.
Two features embedded in expression and intensity space through two encoders
are input into different task branches (i.e. emotion recognition and intensity
regression) to regularize each encoder. In this paper, the intensity representa-
tion learning is realized by applying intensity labels based on 2D emotion analy-
sis [31]. This learning scheme is the first instance of applying continuous emotion
analysis to the ETF field and has the advantage of expressing emotional intensity
approximating ground-truth (GT) sequences at the frame level (see Sec. 5.2).

Contributions of this paper are summarized as follows:
� Proposing a novel method capable of generating natural emotional talking
faces. The proposed method stands apart by incorporating only audio-based
emotion information into its representation, distinguishing it from previous works
that encompass even unrelated emotions.
� Proposing a scheme to neutralize emotional faces in advance, enhancing ID
representation. This scheme successfully generates neutral emotions from even
highly-expressed ones, serving as effective pre-processing for generating desired
emotions without artifacts.
� Introducing a scheme that disentangles emotional expression and intensity
features to reflect emotion and intensity from audio onto generated face frames.
This representation effectively conveys the contextual emotion of the input audio
while mitigating unnaturalness issues arising from minor differences in emotional
expression between frames.

2 Related Works

2.1 Audio-driven Talking Face Generation

Audio-driven talking face generation aims to output a video corresponding to
an input audio based on a single ID image. Previous studies have primarily
focused on generating realistic lip movements matched to audio. For this task,
facial landmarks [19, 42] or 3D morphable models (3DMM) [7, 21], known for
their strengths in facial motion representation, are typically adopted. The facial
movements determined by these models are then rendered to generate a facial
video. For example, ATVGnet [3] and MakeItTalk [46]. More advanced methods
like Wav2Lip [29] and SyncTalkFace [27] achieved more natural lip movements
by incorporating lip sync discriminator or lip movement memory. For better
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Fig. 2: Example results of EAMM [12]. (a) A surprised talking face generated from a
neutral face. (b) A happy talking face generated from a highly expressed face.

performance, PC-AVS [45] tried to separate lip movements and head pose under
the assumption that they are entangled in audio information. However, these
techniques ignore emotion information inherent in the audio. So, they cannot
project emotional information from audio into the generated video.

2.2 Emotional Talking Face Generation with Conditional Inputs

In [37] where the MEAD dataset having emotion-specific labels was provided,
Wang et al . enabled regularization of talking faces from an emotional perspec-
tive. EAMM [12] enhanced the facial expression capability by adding keypoints
of the reference emotional video to the keypoints based on audio and head pose
features. The most recent EAT [9] utilized the emotion labels provided by MEAD
for the ETF task. In detail, EAT added a light-weight module for emotion rep-
resentation to a given emotion-agnostic talking face model. Its model structure
has been recognized for enabling latent representation using emotion labels while
minimizing the increase in parameter count. Despite previous efforts, state-of-
the-art (SOTA) ETF techniques still face challenges, e.g., generating undesired
emotions or generating videos with too marginal emotional changes between
frames. Moreover, the emotional discrepancy between the generated video and
the input audio is critical.

3 Preliminaries

This section observes some issues experienced by previous ETF schemes and
defines an effective emotional face representation to mitigate the issues.

3.1 Motivation

Let’s examine emotional talking faces generated by the renowned EAMM. In
Fig. 2 (a), a surprised emotion is generated for a neutral reference face image,
showcasing the model’s capability to express the target emotion effectively de-
spite minimal emotional content in the original image. However, in (b) where
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a highly expressive emotion is input, the EAMM may generate undesirable ex-
pressions, suggesting that the strong emotion in the reference face image biases
the representation of the target face.

Moreover, uniform emotional intensity across generated frames is noted in
both (a) and (b). If the emotional intensity in the generated video remains con-
stant irrespective of the emotional intensity fluctuations in the input audio, it
may lead to unnaturalness during video playback (see Sec. 5.3). Examples like
(b), which exhibit both of these issues, are deemed critical errors in ETF task.
The next section defines the emotional face representation and addresses the
problems due to the inadequate definition of each representation component.

3.2 Problem Formulation

An emotional face image can be decomposed into facial ID zid, facial expression
zexp, and emotional intensity �. In this paper, the latent representation zface of
the emotional face is defined by

zface = zid + � � zexp: (1)

Here, zid and zexp, representing zface, should ideally be as independent as possi-
ble [35,43]. However, in previous studies [12,13], this was overlooked, leading to
entanglement between zid and zexp when encoding the reference (ID) image. If
the original emotional information of the reference image remains, inappropriate
representation may arise as follows:

zface = zid + � � z(id)
exp + � � zexp; (2)

where � and z
(id)
exp represent the original emotion for the reference image. As a

result, the representation in Eq. 2 leads to the following problem.

Problem 1. The combination of the reference emotional vector, � � z(id)
exp , and

the target emotional vector, � � zexp, results in a new emotional representation,

 � z0exp = � � z(id)

exp + � � zexp. Consequently, the generated face may express
undesired emotion (see Fig. 3).

Fig. 3: The latent representation of emotional faces, with the red dotted arrow corre-
sponding to Problem 1.
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Moreover, it's worth noting that even for the same emotion class, the intensity
of expression can vary. Thus, the distinction between the� and zexp terms
in Eq. 1 is crucial. While each frame in the generated video should convey a
single emotion, the emotional intensity may vary across frames. However, [9,30]
utilized emotion information encoded by a single label (e.g., a vector encoded
with a single categorical emotion label) for all frames in emotion representation,
neglecting the � term, leading to the following problem:

Problem 2. Providing a vector encoded with a single emotion label for all frames
implies a constant � in Eq. 1, resulting in biased emotional intensity for each
frame and leading to unnatural facial expressions.

Ultimately, both Problem 1 and 2 undermine the naturalness of emotional
talking faces. The next section proposes learning schemes to alleviate these two
problems.

4 Proposed Method

Fig. 4 illustrates that if � � z ( id )
exp is not su�ciently removed during encoding the

reference ID, it leads to Problem 1. Also, if the emotion features supplied to the
transformer layers in Fig. 4 show minimal variation in emotional intensity across
frames, Problem 2 becomes inevitable. To address both Problems 1 and 2, we
propose a latent representation approach called Emotional face representation
with Audio Perspective (EAP). The learning process of EAP is divided into two
phases, each tackling one problem.

Firstly, we introduce Audio-to-Neutral Translation (ANT) as a solution to
Problem 1. ANT aims to generate a neutral talking face for arbitrary emotional
face inputs. Secondly, as a solution to Problem 2, we propose to independently
extract � and zexp from the input audio and pass them to a pre-trained ANT.
Thus, the video generated by EAP represents the context emotion of the audio
while each frame follows the emotional intensity of the corresponding audio
moment.

4.1 Audio-to-Neutral Translation

Pre-training with in-the-wild Dataset. For the foundational performance of
talking face generation in ANT, pre-training is performed on an in-the-wild face
video dataset [4]. The aim of this pre-training is to synchronize lip movement
with the audio, ensuring realistic face video generation. This is pursued through
the following three objectives: The �rst objective relies on the lip landmarks
loss L lip , which minimizes the disparity between lip landmarks extracted from
generated and target videos by a facial landmarks estimator [19]. This ensures
synchronized lip movement with the audio, aiding the audio encodera [1:n ] in
capturing features that adequately represent lip movements. The second objec-
tive, i.e., perceptual lossL per , minimizes semantic di�erences between generated
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Fig. 4: Framework overview. Neutral talking face generation through ANT is the pink
path, while emotional talking face generation through ERA is the green path.

and target videos, enhancing visual quality. The last loss one is the adversarial
loss L adv through the discriminator to further enhance visual quality. Inspired
by the analysis that adversarial loss contributes signi�cantly to the learning of
�ne textures and patterns [10, 24], L adv aids in reducing blurs and enhancing
edge details. As a result,L per and L adv stimulate the generator G to generate
high-quality videos. ANT, trained based on the above three objectives, under-
goes �ne-tuning for neutralization of arbitrary emotional faces. Details of the
objectives for ANT's pre-training are given in Appendix A.1 .

Fine-tuning for Neutralization. The pre-training of ANT enhances the over-
all performance of audio-driven talking face generation, but it alone cannot fully
solve Problem 1. This problem stems from the� � z ( id )

exp term in Eq. 2, necessitat-
ing a separate learning process to mitigate its in�uence. Drawing from �ndings
in [2,40] that the neutral face best represents a subject's ID, we aim to maximize
the e�ectiveness of thez id term in Eq. 2 while minimizing the impact of � � z ( id )

exp .
To achieve this, we conduct �ne-tuning, focusing on neutral emotion using the
MEAD dataset.

While the domain constraint can guide the generated video towards neutral
emotion, it struggles to fully eliminate expression information inherent in the
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Fig. 5: Illustration of metric loss concept. Arrows ( ! ) in the �nal learning stage depict
instances where the latent representation of emotional faces is neutralized.

reference ID. This challenge, not extensively explored previously, particularly
a�ects hard examples (e.g., highly-expressed faces) attempting to be mapped to
the neutral subspace. To solve this, we propose a N-pair loss [33]-based neutral-
ization objective. This objective aims to move the generated video away from
other emotions in the metric space (see Fig. 5). The objective minimizes (i.e.
pulls) the distance between the anchorf a (target neutral emotion) and the pos-
itive sample f + (same emotion as anchor) while maximizing (i.e. pushing) the
distance between the anchor and negative samplesf �

i (di�erent emotions from
anchor), enabling regularization for hard examples. This push-pull mechanism,
de�ned by the following metric loss, enhances neutralization performance.

L metric = � log

"
exp

�
(f a)T f +

�

exp ((f a)T f + ) +
P C � 1

i =1 exp
�
(f a)T f �

i

�

#

; (3)

where C represents the number of emotion classes, andf denotes the mean
of frame-wise features. Speci�cally,f = 1

N

P n
i =1 EI (vi ). The proposed method

quanti�es emotion-wise semantic distinctions using MEAD to mitigate the in-
�uence of � � z ( id )

exp when encoding the reference imageI . Therefore, this learning
scheme can lead to signi�cant performance improvements in neutralizing hard
examples. The overall objective for �ne-tuning ANT is as follows:

L ANT = � lip L lip + � per L per + � adv L adv + � metric L metric ; (4)

where � lip , � per , � adv and � metric are the scale factors ofL lip , L per , L adv and
L metric , respectively. The performance of ANT is validated in Sec. 5.4.

4.2 Emotional Representation from Audio

The Emotional Representation from Audio (ERA) introduced here aims to en-
code emotional information from audio e�ectively and re�ect it in the generated
video. ERA independently de�nes emotional intensity, often overlooked in prior
arts, along with the context emotion from audio. To achieve this, we introduce
two task branches (denoted by� and � in Fig. 4) for context emotion classi�ca-
tion and frame-wise emotional intensity regression. To extract context emotion
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from audio, we introduce an additional audio emotion encoderEE , not utilized
in ANT (shown in the green path in Fig. 4). Furthermore, for re�ning frame-wise
emotional intensity, we additionally train the audio encoder EA . As EA is initially
trained targeting the neutral domain, it may lack emotion information. There-
fore, by training EA using intensity regression based on Russell's 2D continuous
emotion system [31], we ensure the inclusion of emotional intensity in the audio
feature a [1:n ].
Context Emotion Recognition. EE takes the mel-spectrogram of the audio
as input and processes it into an emotion feature sequencee[1:n ]. EE should
be trained that only emotion information is included in e[1:n ]. So, we train a
classi�cation branch based on categorical labels (e.g. happy and surprised). The
classi�er � based on LSTM [32] is trained using the following loss function:

L cls = �
1
B

BX

i =1

CX

j =1

yi;j log � (e[1:n ]); (5)

where yi;j is the emotion label, and B is the batch size. Eq. 5 employs cross-
entropy [6] to improve emotion prediction using audio features, ensuringe[1:n ]

contains ample context emotion information. Additionally, a modi�ed version
of L adv , denoted asL e� adv , evaluates the accuracy of the generated video in
representing the target emotion. This is achieved through class-speci�c MinMax
training based on the emotion condition (illustrated in branch DE in Fig. 4).
Refer to Appendix A.2 for details on L e� adv . Through training with these two
loss terms,e[1:n ] serves as the emotion feature from the audio, representingzexp

in Eq. 1.
Frame-wise Emotional Intensity Regression. To imply the �ow of emo-
tional intensity in a [1:n ], we present valence and arousal (VA)-based intensity
regression. Here, VA indicates the positivity/negativity and activation level of
emotions, and the magnitude of the VA vector represents emotional intensity
without loss of generality [31]. Typically, VA labels exist on a frame-by-frame
basis in video and can be appropriately matched with frame-level labels in au-
dio. However, the MEAD dataset we are using does not include such continuous
VA labels. Therefore, we adopt a strategy of acquiring so-called pseudo labels
using a SOTA technique for VA regression [16]. The pseudo labelr of frame-wise
emotional intensity is de�ned by

r =
p

(yv )2 + ( ya)2; (6)

where yv and ya are the VA values, respectively. We aim to enhance the rep-
resentation from the perspective of emotional intensity by predicting intensity
�ow from v(g) through the VA regression backbone [16], denoted asF , and an
MLP-based regressor� . The intensity loss for this purpose is de�ned by

L inten =
1

BN

BX

i =1

NX

j =1

(r i;j � r̂ i;j )2 ; r̂ = �
�

F (v(g) )
�

(7)
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