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Fig. 1: Framework of Synsin [12]
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Fig. 2: Framework of Synsin+.

As mentioned in the main paper, we employ VRT across various tasks to
assess its efficacy. Consequently, our primary focus lies in illustrating how the
acquired multi-view relationship representations from VRT can contribute to
diverse tasks, such as visual relationship detection, novel view synthesis, pedes-
trian intention estimation, and visual grounding. This section will delve into the
detailed frameworks for integrating VRT as a plug-in module for the aforemen-
tioned tasks, respectively.

We provide more analysis and experiments in the supplementary materials.
The contents include (1) frameworks for employing the VRT in Synsin [12], pix-
elnerf [15], PIE [9], and ReferIt3d [1]; (2) mapping of relationships between the
VRDFormer [16] and the Graph-RCNN [14]; (3) results analysis compared with
the VRDFormer [16]; (4) comparison with large language model; (5) explanation
of equivariance of the message-passing; (6) additional experimental results. As
claimed in the main paper, our goal in adapting the VRT to different tasks is to
validate the effectiveness of the learned multi-view understanding of the relation-
ship representations, rather than beating the state-of-the-art visual relationship
detection, graph neural network (GNN), novel view synthesis, pedestrian inten-
tion estimation, pedestrian intention estimation, and visual grounding methods.
More sophisticated networks, as long as end-to-end trainable, can be readily
adopted in the proposed approach to achieve potentially better results.
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1 Frameworks

This section will discuss the details of making the VRT a plug-in module for
different tasks. So many recently published works such as [4, 5, 10] are not
compared in experiments. The further exploration of various uses of the VRT is
left to interested readers.

1.1 Synsin [12]

As shown in Fig.1 the Synsin [12] firstly extract the visual features of the input
image by the function f and then estimate the depth map by the function d. The
two sets of features are then sent to projection together with the transformation
matrix T to generate projected features. In Synsin+, as shown in Fig.2, each
image is simultaneously sent to the VRT together with the transformation matrix
T to predict the target relationship representations. The representations are then
spatialized to the same size as the visual features in the Synsin by a relationship
spatializer as in [13]. The spatialized representations are then concatenated with
the visual features from the Synsin. The other parts are kept the same.

1.2 PixelNeRF [15]

The PixelNeRF [15], as shown in Fig. 3, firstly extracts visual features from the
input view by a CNN encoder. Then, the coordinates together with the visual
features are sent to the model f to generate RGB and density values of the
target view. In the PixelNeRF+, shown in Fig. 4, firstly predict the relationship
representations of the target view by the original view input and transformation
matrix T between the views. The relationship features enhance the rendering of
the target view.
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Fig. 3: Framework of PixelNeRF [15]
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Fig. 4: Framework of PixelNeRF+.

1.3 PIE [9]

The framework of the PIE [9] contains three parts: intention estimation, speed
prediction, and trajectory prediction. When applying the VRT as a plug-in mod-
ule to the PIE, only the intention estimation module is involved while the other
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modules remain the same. The modification is shown in Fig. 5, when PIE only
takes the visual embeddings of each pedestrian-centered crop as inputs, we try
to aggregate the relationship understandings from the pedestrian view into the
intention estimation. Specifically, we first estimate the pedestrian gaze direction
by the Gaze360 [6], the direction denotes the angle of the pedestrian’s gaze rela-
tive to the camera view. It can be converted to a transformation matrix T . With
the T and input image, the target relationship representations are predicted.
The representations are spatialized to the same size as the visual embeddings
and then concatenated together.
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Fig. 5: Framework of PIE+.

1.4 Visual grounding

As shown in Fig.6, the ReferIt3D [1] takes the 3d point cloud and text query as
input and extracts visual and language features by a visual encoder and language
encoder. Then the features are fused to locate the referred object. Since the
ReferIt3D takes an unordered 3d point cloud as input, we have to designate an
original view for each scene. Then for each query such as “Facing the window, the
table left to the chair”, we extract the view transformation from the original view
to the view of “Facing the window”. The ReferIt3D+, as shown in Fig. 7 firstly
renders the original view, then sends it together with transformation matrix T
to generate predicted relationship representations. The representations are then
concatenated with the visual features.

2 Relationship Mapping

To compare the VRDFormer [16] and the VRT, we map between the VRT-
generated relationship categories and the VRDFormer. The mapping is listed in
Table. 9.
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Fig. 6: Framework of ReferIt3D [1]

Facing the window, the 

table left to the chair

Visual 

Encoding

Language 

Encoding

Feature 

Fusion

MLP

MLP

MLP

Language description

Visual features

Language features

Fused features

VRT

𝑅

A
d

ap
te

r

VRT

෨𝑅

𝑇

Render

3D point cloud

Fig. 7: Framework of ReferIt3D+.

3 Statistics

To further demonstrate the effectiveness of the VRT model, we compare the VRT
with VRDFormer in different settings. As shown in Fig. 8, the left image denotes
the performance of VRT and VRDFormer on [16] position-related relationships
such as “left to”, “above” or non-positional relationships such as “play”, “hold”.
The test settings are the same as the main paper. It is observed that the VRT gets
better results on position-related relationships because the equivariant graph
neural network in our VRT captures the understanding of view transformation.
Further, we explore the VRT’s performance on relationship changes as shown
in the right of Fig.8. We collect all predicted relationships that change between
“front-behind”, “above-beneath”, and “left-right”. The results show that the VRT
successfully captured the relationship change compared with the VRDFormer.
We then visualize the distributions of all relationship representations of VRT on
original views and transformed views as shown in Fig.9. It is observed that the
transformed relationships have more similar distributions as the ground-truth
target.
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Fig. 8: The left presents the performance on position-related or non-positional rela-
tionships, and the right shows the performance on changed relationships.
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t-SNE visualization of relationship representations
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Fig. 9: TSNE visualization of the VRT predictions.

4 Comparison with Language Model

This section tests the multi-view understanding of the cutting-edge language
model GPT4 [8]. We first provide all predicates the same as the Graph-RCNN,
and ask the GPT4 to generate the relationships in the range of provided predi-
cates. In the example shown in Fig. 10, we try to predict the relationship between
the man and the bench from the back side view of the bench. The GPT4v makes
mistakes on either visual relationship detection or visual relationship transfor-
mation, while our method predicts correctly the transformed visual relationship.

5 Equivariance of the Message-Passing

The VRT is implemented by a transformation-aware GNN model. We provide a
simple explanation of the equivariance property of the message-passing module
in the GNN model. The message passing for object features is formulated as:

vl+1
i = vli + σ(Mv

i· +Mv
·i), (1)

Mv
i· =

∑
j∈ηi

αijϕ1(e
l
ij), αij =

exp(σ(ϕ2[vi ⊕ vj ]))∑
k∈ηi

exp(σ(ϕ2[vi ⊕ vk]))
,

The output of VN-MLP ϕ1 is equivariant to the transformations on the input as
proved in [2]. The message Mv

i· and Mv
·i are a linear combination of the output of

ϕ1. The linear combination preserves the equivariance property. So the messages
Mv

i· and Mv
·i are equivariant to transformations on input. The VN-RELU σ also

preserves the equivariance property. So all messages added to the object nodes
are equivariant. The explanation for messages added to the relationship features
is the same.
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6 Additional Results

6.1 Rsults on KITTI

KITTI [3] contains 18560 consecutive training images and 4641 images for testing
in complex city scenes. To create frame pairs for training and testing, we sample
two images at once if they lay within 10 frames away. For the rotation and
translation constraints, we adopt the same strategy as in Realestate10K. Since
the KITTI dataset includes outdoor scenes, the depth estimation module in the
VRT is retrained on KITTI, which enables accurate depth estimation on large-
scale outdoor scenes.

Comparison with Graph-RCNN
For the performance of VRT, we compare the predicted relationships with

the ground-truth relationships from the offline model Graph-RCNN [14]. We
adopt the hand-labeled images for the ablation study models the same as in the
main paper.

Method Input View R@50 R@100
VRT Original 31.2 33.5
KITTI [3]+VRD Original 20.5 22.1
GRCNN [14] Target 31.4 33.8

Table 1: Results evaluated with Recall@50 and Recall@100.

It is shown in Tab.1, when provided with the same original views as input, the
VRT outperforms the VRD on the synthesized view. Furthermore, despite mak-
ing predictions without the target view, our VRT achieves results comparable
to Graph-RCNN [14].

Ablation Study
The ablation study results for models trained on KITTI are shown in Tab.

2. The performance of VRT on all relationships indicates the predicted rela-

Recall@50 Recall@100
VRT 31.2 33.5
VRT w label 23.1 24.2
VRT w/o Lp 26.4 27.1
VRT w/o Ls 25.1 25.8

Table 2: Results and ablation study on KITTI.

tionships are accurately aligned with the ground truth. When only learned with
the one-hot relationship label, the performance decreases a lot. Moreover, when
relationship structure loss and relationship presentness loss are ablated, the per-
formance also decreases.

Transformation sensitivity
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Given the proposed approach is transformation-related, we conduct experi-
ments here to test our VRT sensitivity with the transformation, which is trained
on KITTI. Specifically, we split the testing frame pairs into three sets: T1, T2, and
T3, with angle ≤ 10◦ & translation ≤ 0.20, angle ≤ 15◦ & translation ≤ 0.25, and
angle ≥ 15◦ or translation ≥ 0.25, respectively. The results on the hand labeling
data are shown in Tab. 3. When tested on small-scale view transformation as in
T1, the performance is the best. T2 and T3 denote large-scale view transforma-
tion, so the accuracy decreases slightly. The model achieves good performance
on all three views, which indicates the model is transformation insensitive.

Recall@50 Recall@100
T1 33.1 36.8
T2 31.2 34.1
T3 29.4 32.0

Table 3: Results of VRT with different transformations.

Transformation awareness
In this experiment, we conduct experiments on the hand labeling data to

evaluate the performance of involving a transformation in the initial nodes fea-
ture, in edge representations, in attention calculation, and in the message-passing
process. The model is trained on KITTI. As can be seen from Tab. 4, the message-
passing one performs the best. This is because the transformation equivariance
should be preserved by the node representations, edge representations, and at-
tention, which can only be effectively captured by the message-passing process.

Recall@50 Recall@100
T in nodes 29.8 31.3
T in edges 30.0 32.1
T in attention 30.4 32.8
T in message-passing 31.2 33.5

Table 4: Results of involving the transformation information in different stages of
information aggregation.

6.2 Results on Novel View Synthesis

Here, we evaluate the effectiveness of our VRT model on the novel view synthesis
task. We utilize the relationship features from the pretrained VRT model in the
process of synthesizing, which is achieved by adopting the VRT model as a
plug-in module. During this, the relationship features are spatially aligned into
the image space by relationship spatialization operation in [13]. Specifically, the
state-of-the-art novel view synthesis methods, Synsin [12] is used for evaluation.

As shown in Tab. 5, the Synsin+ that represents the Synsin enhanced with
VRT outperforms the original Synsin. From our observation, Synsin could be
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PSNR SSIM [11] Per Sim
Synsin+ 17.40 0.58 2.01
Synsin 16.70 0.52 2.07

Table 5: Quantitative results on KITTI dataset. Synsin+ denotes the model adopts
our VRT as a plug-in module.

transformation-insensitive when the transformation is large, which may lead to
structural inconsistency. Since the KITTI contains many outdoor scenes, the
view transformation is accompanied by a small number of relationship changes.
So the transformation-insensitiveness is further enhanced. In order to test the
ability of VRT to preserve structural consistency, experiments are conducted on
different transformation scales. The results are shown in Tab. 6.

Additional visualizations are shown in Fig. 11 and Fig. 12.

PSNR SSIM [11] Per Sim

T1
Synsin+ 19.98 0.715 1.392
Synsin 19.83 0.678 1.431

T2
Synsin+ 19.92 0.713 1.326
Synsin 19.34 0.600 1.285

T3
Synsin+ 19.71 0.692 1.332
Synsin 18.86 0.584 1.130Table 6: Quantitative results on different transformation scales.

6.3 Results on Pedestrian Intention Estimation

Since the PIE is working on outdoor scenes, the VRT trained on KITTI enhances
the performance and is even better than the VRT trained on Realestate10K. The
results are shown in Tab .7.

Acc F1 MSE C-MSE
PIE+ (KITTI) 0.9021 0.9668 550.25 512.30
PIE+ (Realestate10K) 0.8960 0.9446 551.29 513.23
PIE [9] 0.7905 0.8747 559.37 520.53

Table 7: Results on PIE [9] datasets with VRT trained on KITTI and Realestate10K.

6.4 Results on New Dataset

We also conduct additional experiments on Forking Paths dataset [7], which is
used for multi-future trajectory prediction. As shown in Tab. 8, the enhanced
multiverse model also achieves better results.
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minADE20 minFDE20

45-degree top-down 45-degree top-down
Multiverse+ (KITTI) 160.5 151.2 325.4 306.5
Multiverse+ (Realestate10K) 161.3 152.6 329.8 310.4
Multiverse [7] 168.9 157.7 333.8 316.5

Table 8: Results on Multiverse [7] datasets enhanced with VRT trained on KITTI
and Realestate10K.

Considering the (man, standing in front of, 

bench), imagine you are observing the scene 

on the back side of the bench and facing the 

bench, what should be the relationship 

between the man and the bench

Given the provided predicates, list 5 most 

possible spatial relationships between the man 

and the bench, please answer in format (man, 

predicate, bench)

Visual Relationship Detection by GPT Visual Relationship Transformation by GPT

VRT: (person, right to , bench)

Fig. 10: Testing of language model.
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Source view Synsin Target viewSynsin+Synsin+ Synsin

Fig. 11: Visual results from Synsin [12] on Realestate10K [17]. The first column shows
the input image, the second and the fifth columns show the output of enhanced and
original Synsin, and the third and the fourth columns present the zoomed-in parts..
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Source view Synsin Target viewSynsin+Synsin+ Synsin

Fig. 12: Visual results from Synsin [12] on Realestate10K [17]. The first column shows
the input image, the second and the fifth columns show the output of enhanced and
original Synsin, and the third and the fourth columns present the zoomed-in parts..
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VRDFormer VRT VRDFormer VRT VRDFormer VRT
taller over sit_inside in run_behind behind

swim_behind behind behind walk_beneath under move_behind behind
walk_away walking run_away near swim_right right_to
fly_behind behind stop_right right_to swim_next_to attached_to

creep_behind behind run_above above hold holding
lie_with lying on walk_right right_to move_past across

move_left left to away against pull near
stand_next_to near move_right right_to stand_front in_front_of

touch at fly_right right_to walk_left left_to
follow with behind behind lie_above above

move_away against sit_right right_to ride riding
lie_next_to lying_on above above next_to near
walk_with with run_front in_front_of move_beneath under

move_next_to with run_toward to lie_behind behind
creep_above above jump_past across toward to
stand_above standing_on stand_with with jump_left left_to

fall_off near sit_left left_to stop_above above
run_with with jump_above above creep_toward to

swim_front in_front_of move_with with lie_left left_to
walk_next_to with swim_beneath under fly_left left_to

kick playing stand_behind behind stop_with with
stand_left left_to larger near walk_toward to
creep_right right_to sit_next_to near stand_right right_to
sit_above sitting_on walk_past across chase play

watch watching stop_front in_front_of creep_next_to near
swim_with with run_right right_to fly_past across
fly_away against creep_away near move_front in_front_of

creep_beneath under move_toward to run_beneath under
front in_front_of feed eating lie_front in_front_of

run_past across run_left left_to creep_front in_front_of
jump_right right_to lie_beneath under creep_past across
fly_toward flying_in fly_front in_front_of play play

stop_beneath under walk_behind behind lie_inside in
stand_inside in stand_beneath under stop_behind behind
creep_left left to fly_above above move_above above

run_next_to near bite eating sit_behind behind
beneath under fly_next_to with faster near
stop_left left_to stop_next_to with lie_right right_to

right right_to fight paly walk_front in_front_of
jump_front in_front_of walk_above above drive using

jump_beneath under jump_behind behind swim_left left_to
past across fly_with with jump_away against

jump_toward to sit_beneath under jump_with with
sit_front in_front_of jump_next_to with left left_to

Table 9: Mapping between VRDFormer and Grah-RCNN
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