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Abstract. We propose FrePolad: frequency-rectified point latent diffusion,
a point cloud generation pipeline integrating a variational autoencoder
(VAE) with a denoising diffusion probabilistic model (DDPM) for the
latent distribution. FrePolad simultaneously achieves high quality, diver-
sity, and flexibility in point cloud cardinality for generation tasks while
maintaining high computational efficiency. The improvement in gener-
ation quality and diversity is achieved through (1) a novel frequency
rectification via spherical harmonics designed to retain high-frequency
content while learning the point cloud distribution; and (2) a latent
DDPM to learn the regularized yet complex latent distribution. In addi-
tion, FrePolad supports variable point cloud cardinality by formulating
the sampling of points as conditional distributions over a latent shape
distribution. Finally, the low-dimensional latent space encoded by the
VAE contributes to FrePolad’s fast and scalable sampling. Our quan-
titative and qualitative results demonstrate FrePolad’s state-of-the-art
performance in terms of quality, diversity, and computational efficiency.
Project page: https://chenliang-zhou.github.io/FrePolad/.
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1 Introduction

Point clouds are a widely-used 3D representation with extensive applications
in 3D content creation and reconstruction [20}22,(27}38,(38,46./94,98./103]. Au-
tomated 3D content creation using point clouds has been extensively explored
in recent studies through the adoption of generative methods, such as autoen-
coders [391197], adversarial training [38l/99], flow-based models [37,44], and denois-
ing diffusion probabilistic models (DDPM) [57,[89]. However, addressing the in-
tricate task of learning the distributions of point clouds while simultaneously at-
taining exceptional sample quality, diversity, and computational efficiency poses
a substantial challenge. For example, variational autoencoders (VAEs) [42] and
generative adversarial networks (GANs) [25] tend to produce noisy or blurry
outcomes [16},/19,35], possibly attributed to the loss of high-frequency informa-
tion [16L[19,147] caused by the spectral bias [40,[58] (also see Sec. [2). Excessive
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Fig.1: (a) FrePolad combines novel frequency rectification with a point cloud VAE
and a DDPM-based prior to generate point clouds with superior quality, diversity, and
flexibility in cardinality. Plots show on the right (b) training and (c) generation costs
vs. final validation score measured by 1-NNA-CD (#), (d) learning curves for the first
20 hours of training, and (e) generation cost for synthesizing different numbers of points

emphasis on generation fidelity, such as through the deployment of excessively
deep networks, can lead to reduced diversity and even mode collapse [52,[100].
VAEs also struggle with the prior hole problem when employing over-
simplified Gaussian priors . While normalizing flows and DDPMs
have emerged as powerful generative models, they face challenges in learning
high-dimensional distributions, particularly for point clouds. A key issue with
both classes of models is the necessity for the latent distribution to match the
dimensionality of the target. Thus, despite their exceptional sample quality and
diversity in various domains , directly applying these models
to point cloud generation results in only moderate success .

Generating point clouds with flexible cardinality (varying number of points)
is also a critical, yet often overlooked feature in recent works. Prior works with
fixed cardinalities often fail to incorporate the inherent property of permu-
tation invariance in point clouds. The methods that are trained with heuristic
loss functions such as Chamfer distance (CD) or earth mover’s distance (EMD)
can also distort the probabilistic interpretation of VAEs . Furthermore, the
flexibility in cardinality is crucial for tasks involving non-uniform datasets, such
as those from LiDAR scans . Networks with unrestricted cardinality read-
ily scale for tasks with unspecified output point count requirements, avoiding the
significant computational overhead associated with retraining fixed-cardinality
models, while demonstrating superior quality compared to post-processing the
point cloud with upsampling (see Sec. .

To simultaneously address the outlined challenges, we propose a novel genera-
tive framework, FrePolad: frequency-rectified point latent diffusion. FrePolad in-
tegrates a point cloud VAE with a latent DDPM modeling its latent distribution.
Given that VAEs typically have access to a low-dimensional latent space, lever-
aging DDPMs to learn the VAE-encoded latent distributions enhances complex
distribution modeling , preserves high-frequency contents , and re-
duces computational demands (Sec. . Furthermore, harnessing insights from
spherical harmonic analysis, we introduce a novel frequency rectification tech-
nique for training the point cloud VAE to further strengthen the preservation of
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high-frequency contents, thereby signi cantly boosting the sample delity and
diversity (Sec. ). Finally, FrePolad supports a variable number of points in
the training set via a permutation-invariant set encoder [68, 69]. By formulating
the sampling of points as a conditional distribution over a latent shape distribu-
tion, i.e., a distribution of distributions , FrePolad enables arbitrary cardinality
in point cloud generation. Our extensive evaluation of FrePolad on the ShapeNet
dataset [7] demonstrates its state-of-the-art performance in terms of generation
quality and diversity, while incurring the least computational expense (Fig. 1).
Our contributions are summarized as follows:

A novel point cloud generative network realized through a variational autoen-

coder (VAE) with a prior distribution based on a denoising di usion proba-

bilistic model (DDPM) (Sec. 4);

An novel frequency recti cation technique designed to promote the preserva-

tion of high-frequency details during VAE training (Secs. 4.1 and 4.2);

A comprehensive demonstration of FrePolad's state-of-the-art performance

in terms of quality, diversity, and computational e ciency through extensive

experiments and analysis (Sec. 5).

2 Related works

Denoising di usion probabilistic models Recent advancements in denoising di u-
sion probabilistic models (DDPMs) [30, 83] have demonstrated remarkable per-
formance in various domains, including image synthesis [4,14,30,73,77], density
estimation [41], and speech synthesis [8,33,54]. Nonetheless, DDPMs are known
to lack a low-dimensional, interpretable space [64] and to be time-ine cient
during generation. Given that variational autoencoders (VAES) typically have
access to a low-dimensional latent space, researchers have explored the potential
of DDPMs to model VAE-encoded latent distributions across various modalities,
including images [73, 82], music [59], videos [2,28,102], and point cloud gener-
ation [89, 96]. Along this direction, our work further probes the e cacy of this
paired framework in the domain of point cloud generation.

Point cloud generation A multitude of studies have delved into point cloud gen-
eration within various generative frameworks, including auto-regressive autoen-
coding [22,39,42,76,97], adversarial generation [1,25,38,48,55,81,99], ow-based
models [15,37,43,44,96], and, recently, DDPMs [55,57,60,63,89,94,94,103]. Re-
cently, LION [89] proposes the VAE framework based on PVCNNs [55] with a
hierarchical latent space modeled by two DDPMs. Nevertheless, while a hierar-
chical latent space can be e ective in capturing complex distributions [31,67,73],
an overly intricate network topology and multilayered latent codes where a
single layer exceeds the original point cloud's dimensionality may lead to
challenges such as over tting [65], lack of interpretability [101], and excessive
computational cost during both training and sampling.

On the other hand, most works in point cloud generation primarily target at
modeling the data distribution of point clouds within R® N with a xed number
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N of points [1,22]. The limitation of such approach has been discussed in Sec. 1
and in many other works [57,96]. In contrast, contemporary research has explored
a di erent approach conceptualizing point clouds as probabilistic distributions in
R3, leading to the modeling of adistribution of distributions [5,44,57,85,96,97].

Frequency analysis in VAE Variational autoencoders (VAES) [42] are proba-
bilistic generative networks modeling the probability distributions of datasets.
A pervasive challenge associated with VAESs is their tendency to attenuate high-
frequency data [18], often resulting in blurry or low-resolution samples [16,19,32,
35,47]. This degradation becomes even more pronounced at higher compression
rates [53]. Such loss of high-frequency details can be attributed to the intrin-
sic spectral biasin general neural network layers [40, 58, 71, 86] and/or to the
upsampling modules in VAEs [6,17,92] during reconstruction or generation.
Various VAE architectures have been proposed to promote data reconstruc-
tion in the frequency domain [23,34,95]. Predominantly, these architectures uti-
lize Fourier features [72] or positional encoding [58,90] to preserve high-frequency
details [13,23,34,53]. Yet, a limitation exists: they lack generalizability to point
cloud data since Fourier analysis requires data with a well-de ned grid structure
such as 2D grids in images or 3D grids in voxels. Drawing inspiration from [62],
in Secs. 4.1 and 4.2, we adopt spherical harmonic analysis for frequency infor-
mation extraction from point clouds.

3 Background

3.1 Variational Autoencoder

We use a VAE [42] as our latent distribution model as it provides access to a
low-dimensional latent space and has been successfully applied to generate point
clouds [50, 51, 91]. VAEs are probabilistic generative models that can model a
probability distribution of a given dataset X. A VAE consists of an encoder
g (zjX) and a decodemp (Xjz) parametrized by and , respectively. Assuming
that the latent codes z 2 RP: follow a prior distribution p(z), the encoder and
decoder are jointly trained to maximize the evidence lowerbound (ELBO)

Lewgo (5 ;X)) = Eq @x)[logp (Xjz)] D k. (9 (zjX);p(2)); 1

where Dy, is the Kullback-Leibler divergence between the two distributions [12].

3.2 Denoising Di usion Probabilistic Model

Our generative framework leverages a denoising di usion probabilistic model
(DDPM) [30,83] to model the complexity of the VAE latent space. Given a data
samplez p(z), at each time stept =1;2;:::; T, DDPMs gradually transform
Z = zp into zt by adding noise in a Markovian di usion process according to
a predetermined variance scheduld .g;. If T is su ciently large (1000 steps
in practice), p(zt) will approach the standard Gaussian distribution N (0;1).
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Furthermore, sincerII transition kernels of the di usion process are Gaussian:
p(zijz: 1) N (z¢; 1 ¢zt 1; tl);8t, samples from the intermediate distri-
butions can be directly generated in a single step:

Zt = tZot t )

— p—— T
where ; := szl P 1 i, +:= 1 2Zand N (0;1). The objective is to
train a parametric model (z;t) by minimizing the score matching objective,

Loopm () = Epzo)tu @y N i) K (ze;)K3 ; (3

where U(1; T) is the uniform distribution on f1;2;:::;Tg.
During inference, the network allows sampling through an iterative procedure
since the learned distribution can be factorized as

v
p (2) = p(zr)p (zjzr) = p(z1) P (2t 1jZ1) (4)

t=1

for p(zt) := N (0;1).
For a more detailed derivation, please refer to Sec. 6 in the supplementary.

3.3 Spherical Harmonics

The spherical harmonics [11] are a set of base function¥.,, : S>! C de ned

on a unit sphere S? indexed by the degreedd Oandthe orderm ( I m ).

They form an orthonormal basis for square-intergrable functions de ned on the
unit sphere L?(S?) [71];i.e., every such functionf can be represented as

X X
f(;" )= Gm Yim (51 ): )

1=0 m= 1|

where the coe cients ¢, can be calculated by
zZ, Z
Gm = fC;" YWem (' )sin( )d d-: (6)
0 0
Similar to Fourier analysis [21], spherical harmonics cast spatial data into
the spectral domain, allowing the extraction of frequency-speci ¢ information:
coecients ¢, with a higher degree measure the intensity of the original data
in a higher-frequency domain. Please refer to Sec. 6 in the supplementary for
more details about spherical harmonics.

4 Formulation

We aim to learn a generative model to synthesize point cloudsx 2 R3 Nx
consisting of Nx points with a distribution p(X). Following [96], we treat each
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(a) Two-stage training (b) Generation

Fig.2: FrePolad is architectured as a point cloud VAE, with an embedded latent
DDPM to represent the latent distribution. (a) Two-stage training: in the rst stage
(blue), the VAE is optimized to maximize the FreELBO Eq. (15) with a standard
Gaussian prior; in the second stage (green), while xing the VAE, the latent DDPM is
trained to model the latent distribution. (b) Generation: conditioned on a shape latent
sampled from the DDPM, the CNF decoder transforms a Gaussian noise input into a
synthesized shape.

X as a distribution p(xjz) over its points x 2 R3, conditioned on the latent vector
z p(z) of the underlying shape. Note that oncep(xjz) is properly learned, the
cardinality of the point cloud is unrestricted as one can sample an arbitrary
number of points from this distribution.

Figure 2 presents an overview of our generative modefrequency+e cti ed
point latent diusion (FrePolad) . FrePolad amalgamates a point cloud VAE
that models p(xjz) with a DDPM modeling its latent distribution p(z). Synthesis
is performed by sampling a shape latent from the DDPM which is subsequently
decoded into a point cloud. To train the VAE, we leverage spherical harmonics
and extract frequency information from point clouds (Sec. 4.1). Then, we formu-
late a novel frequency recti cation module that encourages the reconstruction of
high-frequency regions (Sec. 4.2). In addition, we employ a latent DDPM for en-
hanced expressiveness, continuous preservation of high-frequency contents, and
reduced dimensionality. Collectively, we harmonize these components for our
model, FrePolad, to facilitate point cloud generation (Sec. 4.4).

4.1 Frequency Extraction via Spherical Harmonics

In order to extract frequency information with spherical harmonics (Eq. (5)), we
seek to represent the underlying surface of a point clouX 2 R® Nx consisting
of Nx points by a continuous function on the unit sphere,i.e., fx (;' ). Note
that, with this representation, we assume the surface is atar domain. We start
by expressing each 3D point in spherical coordinates; = (r;; ;' i). Next, we
construct fx by anchoring each pointx; 2 X to its radius r; and interpolating
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in the rest of the domain:

8
20 5 (;hr)2X
fx (5" )= wi(;' )ri otherwise (7)
AN
whereHx (;' ) is the set ofk closest neighborg ;' ;) of (;' ) with (ry; ;' i) 2

X for somer;, determined according to the following distance functiond,
p
dsphere (3" );( %" 9= 2 2[sin sin %cos( ' 9+cos cos 9; (8)

and w;( ;' ) are the weights.

Since closer points should have larger weights,w;( ;' )gi should be a de-
creasing sequence odsphere (( ;' );( i;" i)). A suitable candidate is the normal-
ized Gaussian function with standard deviation knn :

4Zhere (7 iCi7 0 wo
wl(;')=e 2 & andw; = %: 9)
i
De ning fx in this way presents limitations for point clouds with non-star-
domain shapes. Speci cally, at some values of and , there may exist multiple
points from semantically di erent regions of the point cloud. Nevertheless, we
found this formulation to be computationally e cient and empirically superior
to more complex alternatives (see the ablation study in Sec. 5.3 for more details).
After representing X by fx , we extract frequency information by computing
its spherical harmonic coe cients qu via Eg. (6); these coe cients reveal the
original point cloud X in frequency domains. We show a point cloud and its
representative function in spherical and frequency domains in Fig. 3 ( rst row).

4.2 Frequency-Recti ed VAE

As discussed earlier, VAEs su er from losing high-frequency data, and existing
remedies do not generalize well to point clouds [16,19,32,35,47]. To mitigate this
problem, we utilize the frequency information extracted in Sec. 4.1 and propose
frequency recti cation in training the VAE that promotes the preservation of
high-frequency information.

We rst de ne a frequency-recti ed distance dge (X ;X% between two point
clouds X and X

X X o 2
dre X X0 = N Gm G ) (10)

1=0 m= |

where fr;g, is a sequence of increasinfrequency recti ers that weight higher-
degree spherical harmonic coe cients more. In practice, we restrict the in nite
sum and evaluate the rst L +1 terms. The frequency recti ers are given by the
Gaussian function:

L n2

n=e 2k : (11)



8 C. Zhou et al.

A frequency recti ed loss between encoder and decoder distributions can be
obtained by taking the expectation over point clouds X ° learned by the VAE:

Lee (5 sX) = E; q (zjX): X% p (Xjz) drre X;XO (12)

In order to encourage the reconstruction of high-frequency regions, we intro-
duce a constraint while maximizing the ELBO (Eq. (1)):

max Ex px) [Lewso ( ;i X)]

s.t. Ex p(x)[LFre( s X)) <

where > 0 controls the strength of this constraint. Leveraging Karush Kuhn Tucker
(KKT) methods [36, 45], we can re-write the above constrained optimization
problem (13) as a Lagrange function whose optimal point is a global maximum
over the domain of ( ; ):

(13)

FC 5 sX)=Laso (5 X))  (Lre( 5 :X) ); (14)
where is the KKT multiplier. Since > 0, we obtain a lower-bound on the
ELBO:

F(C ;X)L ;X L ;X
( ) ELBO ( ) Fre ( ) (15)
=! Lreeteo ( 5 5 ;X):

Our encoder and decoder networks are trained by maximizing the novel
frequency-recti ed evidence lowerbound (FreELBO)L gegso - The hyperparam-
eter trades-o reconstruction quality between the spatial and spectral domains.
When =0, the training objective is the same as the original ELBO Eg. (1);
when > 0, inaccuracies in reconstructing high-frequency regions are penalized.

An example of a frequency-recti ed point cloud is shown in Fig. 3. We ob-
serve that after frequency recti cation, points shift to more complex or less
smooth regions in the point clouds, corresponding to higher frequency areas.
Additionally, in the frequency domain, we see that as lower-frequency features
(with lower degrees) are decayed by the recti ers Eq. (11), the relative signi -
cance of higher-frequency features ampli es. Consequently, our VAE prioritizes
the reconstruction in these regions.

4.3 DDPM-Based Prior

Although it is possible to sample shape latents from a simple Gaussian prior
for generation, evidence suggests that such a restricted prior cannot accurately
capture complex encoder distributions, q (zjX). This is known as the prior
hole problem [79, 87, 88], and tends to curtail the performance of VAEs [10],
resulting in the poor reconstructions in our ablation study (see Sec. 5.3). To
address this, we employ a DDPM to model the VAE's latent distribution [77].
The DDPM is trained on the latents z directly sampled from q (zjX). Since the
original prior is insu cient, the DDPM learns a more expressive distribution
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Fig.3: A point cloud before and after frequency recti cation and its representative
function in spherical and frequency domains. Frequency recti cation shifts points to
more complex, less smooth regions and increases the relative importance of higher-
frequency features, where VAEs can give more attention during reconstruction. Note
that the frequency recti ed point cloud in the second row is only for visualization; our
framework does not explicitly generate such a point cloud during training.

p (z), better matches the true latent distribution p(z), and functions as the
VAE's prior. Combining latent DDPM with a VAE-based model helps achieve a
near-ideal equilibrium between minimizing complexity and ensuring perceptual
delity [77,88]. Crucially, the high-frequency details maintained by frequency
recti cation during encoding stage remain undisturbed. Additionally, learning
the distribution of shape latents instead of point clouds signi cantly reduces the
training and sampling cost (see Tab. 3) due to the reduced dimensionality. This
enables scalable generation of much denser point clouds (see Fig. 5).

4.4 FrePolad

With all the building blocks, we present our new generative model for point
cloud generation: FrePolad: frequency+ecti ed point latent di usion . The over-
all structure of our framework is presented in Fig. 2.

Components The VAE encoderq (zjX) is a Point-Voxel CNN (PVCNN) [55,103]
parametrized by . PVCNNSs e ciently combine the point-based processing of
PointNets [68, 69] with the strong spatial inductive bias of convolutions. Our
encoder accommodates point clouds of variable cardinalities and is permutation-
invariant.

In order to support exible cardinality while synthesizing point clouds, we
interpret each point cloud X as a distribution p(xjz) of its constituent points
conditioned on the shape latentz. Assuming independence among the points in
a point cloud, we model the decoder distribution as

Y
p (Xjz) := P (Xj2): (16)
x2X
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The decoder is implemented using a conditional continuous normalizing ow (CNF) [9,
26, 75]. Here, a sampled poini is the result of transforming some initial point
x(0)  p(x(0)) := N (O;1), conditioned on the shape latentz. The invertible
nature of CNFs o ers a high degree of interpretability and also allows the exact
computation of data likelihood p(xjz) by moving the transformed points back to
the prior distribution. For more details, please see Sec. 6 in the supplementary.

The latent DDPM p (z) is parametrized by , realized through a U-Net
backbone [78] following [77].

Training Following common practice [5,19,74,77], we perform a two-stage train-
ing. In the rst stage, we train the VAE network by maximizing the FreELBO
Eqg. (15) with the prior p(z) := N (0;1). In the second stage, we freeze the VAE
network and train the DDPM on the latent vectors sampled from the encoder
g (zjX) by minimizing the objective function Eq. (3).

Generation During generation, new point clouds of arbitrary cardinality can be
generated by rst sampling a shape latentz from the DDPM p (z) following
Eqg. (4) and then sampling the decoderp (Xjz) following Eq. (16): Formally, the
generation process of FrePolad is de ned by

p; (X):=p (29p (Xj2): (17)

5 Experiments

In this section, we provide experiments demonstrating FrePolad's performance
in point cloud generation. Please refer to Sec. 6 in the supplementary for training
and hyperparameter details.

Fig. 4: Generation with 2048 points for airplane, chair, and car classes. Samples gen-
erated by FrePolad have better delity and diversity.

5.1 Dataset

To benchmark FrePolad against existing methods, we employ ShapeNet [7], a
widely used dataset for 3D generative task assessments. Following prior work [57,
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89,96,103], we train on three categoriesairplane, chair, and car. We follow the
dataset splits and preprocessing established in PointFlow [96]. Unless stated
otherwise, each point cloud consists of 2048 points for each shape.

5.2 Evaluation metrics

In line with previous works [57, 89, 96, 103], we employ 1l-nearest neighbor (1-
NNA) [56] , computed using both Chamfer distance (CD) and earth mover dis-
tance (EMD). 1-NNA assesses the similarity between two 3D shape distributions,
considering both diversity and quality [96]. Section 6 in the supplementary pro-
vides further comparisons with two other metrics: minimum matching distance
(MMD) [1] and coverage (COV) [1].

5.3 Results

Point cloud generation In Tab. 1, we benchmark our model, FrePolad, against
several recent works. Demonstrating high generation delity and diversity, our
model consistently surpasses most baselines and approaches the ground truth
(training set). Importantly, FrePolad attains excellent results comparable to the
state-of-the-art model LION [89] despite a simpler architecture that is compu-
tationally e cient during both training and inference (see the e ciency eval-
uation below). Further, by modeling each point cloud as a point distribution
over a shape latent, our method facilitates sampling point clouds with arbitrary
cardinality a feature rarely available in other baselines. Figure 5 illustrates the
generation with di erent numbers of points.

Figure 4 provides qualitative comparisons, highlighting the visually appealing
and diverse point clouds generated by FrePolad across three distinct classes.

Fig.5: FrePolad supports exibility in Fig. 6: Ablation study: shape generation
the cardinality of generated point clouds. by three simpli ed versions of FrePolad.

Latent interpolation Fig. 7 showcases latent interpolations facilitated by FrePo-
lad. The smooth transitions in the interpolated shapes suggest that our network
successfully captures an e ective latent space of the underlying shapes.
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