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1 Experiment implementation

The specifics of hyperparameter settings are discussed in previous sections. This
section, however, concentrates on the rationale behind the experimental setup.
Initially, we decided to omit any classes from the COCO 2014 dataset that
consist of more than one word. This decision was made because many of these
multi-word classes describe attributes rather than objects, such as "hot dog"
and "potted plant." Our method is not designed to handle attribute association,
hence we exclude these terms. The choice to utilize all classes for object detection
with YOLOvV7 stems from the observation that certain concepts within the class
set bear similarities. For instance, attempting to generate an image of a "remote"
might inadvertently produce an image of a "cell phone," a category we opted to
exclude. Although this approach might compromise the method’s performance
in evaluations, it institutes a more rigorous assessment framework that more
accurately reflects the method’s capabilities.

2 Analysis of inference time

Inference time is evaluated against various baselines, and an ablation study
demonstrates the impact of Tp and Tr on generation quality. The inference time
is specifically measured for generating three objects. Although CSG lags behind
other baselines in terms of speed, except for BoxDiff, this is because other meth-
ods either use a forward strategy or impose limited constraints during backward
guidance.

Table 1: Inference time on datasets with 3 objects.

Methods SD Layout BoxDiff ~ MultiDiff ~ CSG (Ours)
Time (s) 2.89 10.91 25.38 4.59 17.73

However, as shown by out quantitative results, despite their faster inference
speeds, MultiDiff and Layout-control exhibit limited performance. Our method



2 J. Liu et al.

Table 2: Ablation study on Tr with 7o Table 3: Ablation study on Tp with Tr

— 25. = 5.
Tk | APsy AP CLIP Time (s) To | APsy AP CLIP Time (s)
1 | 275 937 0.319 5.9 15 | 448 185 0318  11.2
3 | 41.3 163 0320 114 20 | 474 203 0318 144
5 | 503 204 0320 165 25 | 50.3 204 0320  16.5
7 | 511 216 0315 234 30 | 483 207 0316  19.7

outperforms these approaches by 18.6% and 140.6% on APs5q, respectively. While
both CSG and BoxDiff involve calculating three losses, CSG achieves faster
speeds while delivering superior performance.

According to the results, increasing Tp and T leads to longer inference
times. Balancing computational cost and performance is essential when selecting
these parameters. Notable performance gains are observed up to Tr = 5. Despite
concerns that larger T might cause the generation to converge to similar states,
the high-dimensional latent space, model complexity, and limited refinement
steps ensure diverse outputs. Cross-attentions guide the diffusion process during
the first half (25 steps in our case). Exceeding this checkpoint results in longer
inference times and decreased performance.

3 Analysis of image quality

In addition to the CLIP score, we also use FID and a user study to assess image
quality. We compute the FID against images generated by SD using the same
prompts but without layouts. The overall trend shows that incorporating more
components results in a lower FID, indicating a divergence from the original
distribution. However, this loss is compensated by a significant improvement in
AP and AP5q. With all components activated, our method achieves a similar FID
to the best baseline, indicating a comparable generation distribution. Relying
on a single metric does not fully capture generation quality, as factors such as
object location, object generation quality, and diversity compared to the base
model must also be considered. Despite this, our method still outperforms other
baselines according to a thorough quantitative analysis.
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Table 4: Ablation study on proposed components measuring FID.

ﬁintra [«inter »Cself SS AR FID
v v v 51.52
v v 53.10
v v v v 59.60
v v v 53.16
v v v 59.60
v v v v 58.52
v v v v v 57.08

Table 5: FID on datasets with 3 objects.

Methods Layout  BoxDiff  MultiDif  CSG (Ours)
FID 56.32 56.00 61.27 57.08

We conducted a user study with 20 sets of images, each containing 4 im-
ages (one for each method). All images shared the same layout, prompt, and
seed. Forty users from a third-party labeling service were asked to choose the
best-quality image from each set among images where all objects were correctly
generated. Our method received the highest user preference.

Table 6: User study on randomly generated images.

Methods Layout BoxDiff ~ MultiDiff ~ CSG (Ours)
User Preference % 21.37 21.94 18.09 38.60

4 Performance with more objects

We test our method on more challenging tasks involving the generation of five
objects. The dataset used is a combined layout from COCO 2014. First, we
collect all bounding boxes for each object. Then, we calculate the coexistence
rate between each object. We randomly choose one object along with four others
from the top ten objects with the highest coexistence rates. For each object, we
select a bounding box that has less than 30% overlap with the already selected
bounding boxes.
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Table 7: Quantitative results on datasets with 5 objects.

Methods Layout  BoxDiff  MultiDif = CSG (Ours)
APso 6.8 19.9 20.5 25.5
AP 1.81 6.55 7.58 7.82
CLIP 0.316 0.318 0.297 0.330

Despite all methods experiencing a significant performance drop, our method
still outperforms other baselines. It is important to note that training-free meth-
ods rely heavily on the model’s generative abilities. As the number of objects
increases, these methods may collapse, resulting in meaningless content.

5 Compatibility with pre-trained layout-to-image model

GLIGEN easily outperforms state-of-the-art training-free methods in layout-to-
image synthesis. In practice, current training-free approaches typically pair with
general conditioning models. The table shows that CSG, although not specifically
designed for GLIGEN (which may lead to unnecessary computations and sub-
optimal performance), still significantly enhances performance. Moreover, these
performance gains become more pronounced as generation tasks become more
challenging.

Table 8: Quantitative results on datasets with 3 and 5 objects with GLIGEN.

3 objects 5 objects
Methods
APso AP CLIP Time | APsp AP CLIP Time
Gligen 741  49.6 0.325 6.6 54.2 324 0.326 6.6
Gligen+CSG | 76.8 51.6 0.326 19.6 60.6 34.3 0.336 21.63

6 Limitations

Our method is effective at creating composite scenes, yet it encounters several
notable issues. Primarily, while it focuses on local coherence by enhancing com-
munication between objects and their immediate surroundings, it falls short in
ensuring global coherence. This discrepancy is evident in the visual examples
provided; the waterfall in image (a) appears isolated, contrasting with its more
integrated appearance in images (b) and (c), where it seamlessly merges with
the sky. Similarly, the castle’s integration into the scene feels more natural in im-
ages (b) and (c¢) than in image (a). Another issue arises as the complexity of the
semantics in the prompt increases. Attributes that are not explicitly anchored
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through layout information tend to be incorrectly associated with unintended ob-
jects. For example, across all three images, the blooms are incorrectly attached
to the unicorn, resulting in an unintended color scheme for the creature.

A unicorn near a castle in front of a cascading waterfall, mystical , blooms, sky merging into

cosmos, fantasy, enchanting, vibrant colors
- ¢ &5

-

Layout (a) (b) ) (c)

Fig. 1: The limitation lies in the globally incoherent and incorrectly attributed binding
of synthesized images.

7 More visual evaluation

We offer additional visual comparisons between our method and other training-
free approaches using the COCO 2014 dataset with three objects. We also pro-
vide visualizations of our customized scenes.

Layout Multidiffusion BoxDiff Layout-control CSG (Ours)

a chair
a laptop
and

a refrigerator

a cat
a bed
and
a laptop

Fig. 2: Extra visual comparison on COCO 2014 with 3 objects.
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Layout Multidiffusion BoxDiff Layout-control CSG (Ours)
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Fig. 3: Extra visual comparison on COCO 2014 with 3 objects cont.
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Fig. 4: Extra visualization of customized scenes.
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