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Abstract. The field of visual Industrial Anomaly Detection (IAD) has brought
forth many new semi-supervised learning methods in recent years. At the same
time, there have been few new datasets for benchmarking the methods. The most
popular dataset is MVTec-AD dataset, because of its diversity of categories and
availability of industrial objects. But many methods already achieve AUROC
scores of more than 99 % on the MVTec-AD dataset. The defects of the categories
that the dataset provides appear to be easily detectable. Furthermore, there is no
existing approach to statistically describe the defects that need to be found in IAD
datasets. This paper presents a new dataset for visual industrial anomaly detec-
tion and a novel approach for Anomaly Detection Dataset Difficulty assessment
with the AD3 score. The new dataset named VIADUCT contains 49 categories
and 10,986 high resolution images from eleven different sectors. Through the
support of several manufacturing companies, numerous real inspection problems
are presented through the dataset. It contains a large number of different defects
with detailed pixel-wise annotations. The VIADUCT dataset is compared with
other state of the art datasets to underline its added value. Therefore, we provide
an overview for each dataset regarding the number of categories, images, defect
categories and defects. In addition to these obvious comparisons the defects of
the datasets are described with the AD3 score. This novel score is used to analyze
the size of the defects and the similarity between the defect and its correspond-
ing object. Using seven selected methods from industrial anomaly detection, a
benchmark is performed on the new dataset, showing that there is still potential
for improvement. It is shown that the VIADUCT dataset is the largest dataset in
the field of image-based industrial anomaly detection. In addition to its very small
defects which are hard to recognize, the dataset also offers the greatest variance of
possible defects and the most defect classes. Describing the datasets with AD3
score it can be found that VIADUCT dataset have the most inconspicuous defects.
With the AD3 score we are able to create a-priori knowledge for every single defect
in IAD datasets. The AD3 score correlates with the results of the IAD method
benchmark, showing that it can be used to estimate defect detection difficulty. In
the future, new objects can be assessed to see whether defects can be recognized
using IAD methods before an energy-intensive benchmark is performed. The
simple calculation of the AD3 score generates valuable a-priori knowledge and
can save resources.
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1 Introduction

The research and development in the field of computer vision methods is reaching a
new state of the art for various problems from year to year. For real world applications,
not only the performance of the methods but also the effort to train the models is a
key factor. In addition to many consumer applications, machine learning methods are
increasingly finding their way into industry. Automatic optical inspection is one of the
main application fields for machine vision in industry. Industrial Anomaly Detection
(IAD) has the advantage that it only requires defect-free objects in training. A time-
consuming image acquisition of defective objects and the corresponding annotation is
not necessary which is a key factor for the usage of this technology.

Fig. 1: Intact samples of the 49 objects.
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Table 1: A selection of state of the art methods for industrial anomaly detection based on MVTec-
AD dataset. The results are sorted by the AUROC detection score. It is obvious that there is hardly
space for meaningful improvement.

Title AUROC detection Year
EfficientAD [1] 99:8 % 2023
CPR [7] 99:8 % 2023
ReConPatch Ensemble [9] 99:72 % 2023
MSFlow [23] 99:7 % 2023
PNI Ensemble [10] 99:63 % 2023
PatchCore [18] 99:6 % 2021
MemSeg [22] 99:56 % 2023
FastFlow [24] 99:4 % 2021
CFA [14] 99:3 % 2022
ReverseDistillation [4] 98:5 % 2022
DRAEM [25] 98:0 % 2021

In 2019, the first image-based real world anomaly detection dataset was introduced by
Bergmann et al. [3] which included a variety of real world problems for defect detection,
called MVTec-AD dataset. Previously available datasets addresses only stand-alone
problems (e. g. [19], [21]). In contrast to that the MVTec-AD dataset provided multiple
textures and multiple objects. With a total of 15 categories, it has the highest variance
until today. It is still used as a benchmark for image-based industrial anomaly detection.
Table 1 shows that there are already many methods that have a segmentation AUROC of
99 % and more. It seems that the problems represented in the MVTec-AD dataset are
already solved. The authors have identified two very important problems and this paper
provides two possible solutions:

1. Problem: When applying the state of the art methods to real world inspection
problems, we have repeatedly found that the methods that works very well on the
MVTec-AD dataset do not perform as expected on the specific industrial inspection
problems. As demonstrated later in the paper, we have observed that the methods
have problems with three different defect types:
(a) The defect is very small compared to the object.
(b) The defect looks very similar to the object.
(c) Missing material causes the image background to be visible where the object

should actually be, meaning the pattern at the defect location is not abnormal.
Solution: It is important that these inspection problems are addressed in a publicly
available dataset. In this paper we introduce a novel, image-based large, multisector
industrial anomaly detection dataset, containing 49 categories: VIADUCT. The
dataset consists of 10,986 high resolution images. It includes 135 defect categories
distributed over 7,628 individual defects, which are pixel-wise and fully annotated.
We provide a benchmark with seven current state-of-the-art methods. Therefore we
use an image-wise and a pixel-wise AUROC score.

2. Problem: In real world applications, time-consuming and energy-intensive bench-
marks are carried out for every tiny inspection problem (i.e. categories in datasets).
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Dozens of GPU-hours are used to check which defect type can be better recognized
by which method. Furthermore, there is no standardized method for measuring
the degree of difficulty for IAD datasets. The simple assessment of the number of
images or defects is too shallow.
Solution: We present a novel scheme to create a-priori knowledge to analyze the
defects in image-based industrial anomaly detection datasets according to a stan-
dardized scheme.
Therefore we estimate the degree of difficulty to detect a given defect on the corre-
sponding object. With a combination of defect size and similarity to its object the
AD3 score describes how difficult an inspection task is.

2 Related Work

2.1 Datasets

In the field of industrial anomaly detection for quality control, there are several datasets.
Many of them describe only a single, minor, stand-alone problem and are too specific
to allow a general conclusion for other industrial anomaly detection problems ( [12],
[15], [20], [8], [17], [21], [19]). While Han et al. present a large number of datasets and
methods from the field of anomaly detection in their work [6], most of these methods
and datasets are not designed for image data. The work focuses primarily on text and
time series analyses.

With regards to image data for industrial anomaly detection, we have filtered and
found several interesting datasets. Table 2 compares the latest datasets which do not
address a single inspection problem. Only 2D datasets that provide color images in the
form W �H � C are considered.

Table 2: The current state of the art for data sets from the field of image-based anomaly detection.
The results are sorted by the number of cites (July 2024).

Name # categories # citations Year
MVTec-AD [3] 10 1,368 2019
BTAD [16] 3 238 2021
VisA [27] 12 143 2022
MVTec LOCO [2] 5 96 2022

The MVTec-AD dataset by Bergmann et al. [3] is currently the most popular dataset
in the field of anomaly detection. It contains 15 categories from different industries and
includes ten objects in addition to five textures.

The BTAD (beanTech Anomaly Detection Dataset) dataset by Mishra et al. [16] is a
real-world IAD dataset containing 2,830 real-world images of three industrial products
showcasing body and surface defects.
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The Visual Anomaly (VisA) Dataset by Zou et al. [27] includes 10,821 color-images
covering twelve categories in three domains. The dataset contains 9,621 normal and
1,200 anomalous samples with various flaws such as dents, cracks or missing parts. The
defects were manually generated and all images were acquired using a 4; 000� 6; 000
high-resolution RGB sensor.

In addition to visual anomalies, the MVTec Loco AD dataset [2] also contains logical
anomalies. These logical anomalies are characterized by the fact that, for example, entire
objects are missing in an image where they are actually expected. For this reason, this
dataset is not investigated further.

2.2 Industrial anomaly detection methods

Based on the benchmark results of the dataset, that are shown in Table 1, we chose seven
methods that relied on different technologies. This is necessary, given the high variance
in categories and defect classes, in order to point out the advantages and disadvantages
of the methods.

Reconstruction-based According to AUROC, EfficientAD [1] is currently the most
efficient approach that also provides fast inference time. The reconstruction-based
method combines a student-teacher and an autoencoder approach.

Representation-based In contrast, PatchCore [18] and CFA [7] belong to the representation-
based method. They take the encoding of a pre-trained CNN from training data and store
them in a memory bank. So they work very well with small number of training data
and are very fast to train. CFA differ in the way that a network is trained with learnable
parameters, so that the training data are densely clustered in the so-called "coupled
hypersphere".

Flow-based Flow based methods like FastFlow [24] or MSFlow [23] are based on
models including conditional normalizing flows. MSFlow use multiple encodings of
different scales to deal with anomalies of different sizes and applies different strategies
to find image-wise or pixel-wise anomalies. Therefore the method is more complex.
FastFlow focuses on efficiency and therefore utilizes only one encoding which decreases
inference time.

Distribution-based MemSeg [22] and Dream [25] are distribution-based methods that
are fast in inference due to their simple network architecture. There network learns
differences of normal and simulated abnormal samples. They differ in the way they
augment the data. Dream uses abstract patches and MemSeg uses real images from
outside the dataset.
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3 Method

3.1 The VIADUCT dataset

Table 3: The Table gives a statistical overview of
all categories. Beside the sector, number of training
images and test images are shown.

Category Sector # Train # Test # Test
(good) (defective)

shred. corn fine agriculture 80 40 143
shred. corn medium agriculture 130 65 105
shred. corn rough agriculture 60 30 140

3-pole socket housing electronics 80 40 144
battery holder electronics 50 25 40
coaxial t-adapter electronics 75 40 24
d-sub plug electronics 100 50 48
encoder electronics 40 20 29
ethernet plug electronics 40 20 40
ferrule electronics 145 75 50
joystick electronics 50 25 51
PCB electronics 40 20 55
ring cable lug electronics 100 50 66
socket housing electronics 50 25 62
terminal block A electronics 75 40 85
terminal block B electronics 50 25 60
vibration sensor electronics 40 20 30

cherry food 190 95 122
raspberry food 120 60 94
strawberry food 125 60 145
tea bag food 100 50 100

cylinder screw generic 125 65 32
device box generic 40 20 46
pipe clamp generic 40 20 29
reinforcement casing generic 40 20 21
small screw generic 95 45 110

fitting hydraulics 40 20 29
l-fitting hydraulics 40 20 26

faucet grip blue mechanical 40 20 24
faucet grip red mechanical 35 20 26
key mechanical 65 35 40
threaded fitting mechanical 65 35 72

bolt medical 100 50 150
chisel pliers medical 130 65 73
drill medical 125 65 148
large pink tablet medical 40 20 70
oblong orange pill medical 75 40 146
redon needle medical 125 65 73
retractor medical 125 65 75
round pill medical 40 20 92
small white tablet medical 40 20 110
surgical mask medical 75 40 133

aluminium plate metal production 20 10 160

paperclip office supplies 80 40 73
tack office supplies 115 55 147

air muffler large pneumatics 50 25 50
air muffler small pneumatics 50 25 58

saw blade tools 40 20 30
voltage tester tools 40 20 30

The VIADUCT dataset [11] has
49 different categories divided into
eleven industrial sectors. The 49 cat-
egories are represented by 7,205 im-
ages that show no defect and 3,781
images that show at least one defect.
A total of 135 different defect classes
are shown, distributed over 7,628 in-
dividual defects. Table 3 provides the
list of categories, the corresponding
sector and the number of images. Var-
ious companies have agreed to pro-
vide objects with real-world inspec-
tion problems, which have been di-
rectly integrated into this dataset or
used as a blueprint to create it. Each
object was captured from five differ-
ent perspectives. Figure 1 shows two
image sets of the same category, with
and without defects. Figure 4 shows
one sample for each sector. It outlines
the variety of defects.

The number of training images
is lower for some categories than for
others. This is due to different intra-
class variances. Some categories have
a higher intra-class variance that re-
quires more samples while other ob-
jects have low intra-class variance re-
quiring less examples. Screws usu-
ally always look the same, whereas
strawberries or raspberries naturally
look very different. We want to avoid
redundant image data in our dataset.
Therefore we have very little training
data for some categories that anomaly
detection methods have to deal with.

3.2 Comparison of AD datasets

Dataset overview: The goal of a
comprehensive industrial anomaly
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detection dataset must be to represent a large number of different inspection prob-
lems. In addition to a high number of categories, it is important to have as many different
defect categories and individual defects as possible. The number of images is also crucial.
But a smaller training dataset increases the dif�culty of an anomaly detection challenge.

(a) Intact parts. (b) Defective parts.

Fig. 2: On the left, an image set of the class "cylinder screw" is shown, defect free. On the right
an image set of the same category with the defect class "missing material" is shown. The defect
is only visible in the middle and rightmost rightmost image, marked in red. Images of defective
instances without visible defect (2b �rst, second and fourth image from) are not included in the
respective defect class of the test data.

AD3 – Anomaly Detection Dataset Dif�culty assessment:Before an IAD method is
trained on a dataset for the �rst time, it is good to know by means of a-priori knowledge
how dif�cult it is to detect the defects. In examining the outcomes of the top-performing
methods, it becomes apparent that performance is primarily in�uenced by two key
factors:

1. The relative size of defects.
2. The visual similarity of the defect area to the rest of the object.

Subsequently, we will outline the de�nitions of relative area and defect similarity
and explain the formulation of the AD3 metric based on these parameters.

The relative defect areaA r describes the area of the defectAd normalized to the
number of pixels of the imageA i . We decide to use the area of the image instead the
area of the object. In some cases the object is as large as the image (for example the
category "leather" of the MVTec-AD dataset or the three categories of shredded corn of
VIADUCT dataset). This allows us to ensure a fair comparison between the categories.
The area is computed as the sum of the pixelsp, see Formula 1 wherel andk are the
respective running variables andm andn are the respective maximum number of pixels:

A r =
Ad

A i
=

P n d
kd =0 px;y (k)

P m i
l i =0 px;y (l )

(1)

In order to determine statistically how similar a defect is in comparison to the
corresponding object, there are several image similarity metrics available, but they are
either require images to be of the same shape and dimensions [13] or rely on deep
learning-based feature extraction [26], [5], making them as complex as many anomaly
detection techniques. The primary goal of the AD3 metric is to provide a quick and
straightforward method for assessing the complexity of a dataset before applying more
sophisticated anomaly detection techniques. Unlike other metrics, AD3 is designed to
offer a fast and easy evaluation, making it a practical choice for preliminary analysis.
For that reason the distribution of the pixel values of all three channelsc 2 f R; G; B g
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are computed with a histogramhc(x). Two histograms are computed: One histogram for
each channel for the pixel values of the defecthc;d and one histogram for each channel
for the pixel values of the object (ex defect)hc;o . To determine similarity of histograms
hc;d andhc;o we calculate a bin-wise subtraction of the histograms following Formula 2
wheret is the number of bins:

SiHc;raw =
tX

i =1

hc;d (i ) � hc;o (i ) (2)

SiH represents theSimilarity of Histograms. AfterwardsSiHraw is normalized by
the maximum value of all bins of the corresponding histogramsbc = max

x
(hc;i (x)) ,

wherei 2 f d; og. We average the result overn = 3 color channels, see Formula 3:

SiH =
1
n

nX

c=1

SiHc;raw

bc
(3)

The so-called SiH score has a value of 0 if the distributions are quasi identical. If the
value is 1, the distributions are maximally different.

To achieve a balanced integration ofA r and SiH, we utilize a version of harmonic
mean, similar to F1 score. The AD3 score reaches zero in situations whereA r or SiH
value is zero. This aspect is essential, as a defect lacking any area or one that is visually
identical to its surroundings is practically undetectable. Additionally, we have observed
thatA r typically measures much smaller than the SiH value. In order to prevent the AD3
score from being disproportionately in�uenced by smallA r values, the square root is
applied to enhance the impact of these minimalA r values. The calculation of the AD3
score is outlined in Formula 4:

AD 3 = 2 �
SiH �

p
A r

SiH +
p

A r
(4)

3.3 Metrics

To evaluate the performance we use the Area Under Receiving Operator Curve (AUROC)
metric. AUROC is used to assess the performance of an anomaly detection model at
either the image or pixel level. It measures the model's ability to accurately classify
entire images or individual pixels as normal or anomalous. The AUROC is derived from
the ROC curve, which is plotted by varying the decision threshold and graphing the
True Positive Rate (TPR) against the False Positive Rate (FPR). The AUROC represents
the area under this ROC curve, with values ranging from 0 to 1. A value of 1 indicates
perfect classi�cation, while a value of 0.5 suggests performance equivalent to random
guessing.
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4 Benchmark

4.1 Comparison of the datasets using AD3

Table 4: Comparison of MVTec-AD,
BTAD, VisA and VIADUCT dataset.

MVTec-AD BTAD VisA VIADUCT
# categories 15 3 12 49
# images 4,496 2,2509,621 7,181(good)
# images 1,258 291 1,200 3,707(bad)
# defect 73 2 6 134categories
# defects 1,888 838 6,499 7,622

In this Section the MVTec-AD, BTAD, VisA
and VIADUCT datasets are compared. Table 4
shows the overview for the datasets as presented
in Section 3.

It is obvious that the VIADUCT dataset has
the highest number of categories. BTAD has
only three different categories and is therefore
almost a stand-alone problem. This means that
methods that work well on BTAD can probably
not be transferred to other anomaly detection
problems very well. While VIADUCT has the highest number of images, VisA has the
highest number of defect-free images. In the VIADUCT dataset are fewer defect-free
images per category available for training, which in turn makes it more dif�cult to
train a reliable IAD model. The number of defective images is similar in MVTec and
VisA but VIADUCT dataset has three times more defective images. Our dataset has the
most defect classes and the highest number of defects. Looking at the overview and the
simple number of images, categories and defects it can be seen that VIADUCT dataset
is the largest dataset in the �eld of industrial anomaly detection. The AD3 score shows
which inspection problems are the most dif�cult. When starting with the SiH, Figure 3a
shows the result of the similarity analysis of RGB histograms. Our dataset provides the
examples with the smallest SiH values, thus the defects are very similar to the object.
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(a) The histogram shows the corresponding SiH value for
each image containing one or more defects. Values of the
same bin of the histogram are shown accumulated in the
height of the bars.
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(b) For each bad image of the four datasets, the AD3 is
located in one of the bins of the histogram. AD3 scores of the
same bin are summed up and displayed in the corresponding
bar.

Fig. 3: Histograms of SiH and AD3 in the novel VIADUCT dataset compared to the three other
datasets.
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