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Abstract. Advancements in text-to-image diffusion models have broad-
ened extensive downstream practical applications, but such models often
encounter misalignment issues between text and image. Taking the gen-
eration of a combination of two disentangled concepts as an example,
say given the prompt “a tea cup of iced coke”, existing models usually
generate a glass cup of iced coke because the iced coke usually co-occurs
with the glass cup instead of the tea one during model training. The
root of such misalignment is attributed to the confusion in the latent
semantic space of text-to-image diffusion models, and hence we refer to
the “a tea cup of iced coke” phenomenon as Latent Concept Misalign-
ment (LC-Mis). We leverage large language models (LLMs) to thoroughly
investigate the scope of LC-Mis, and develop an automated pipeline for
aligning the latent semantics of diffusion models to text prompts. Empir-
ical assessments confirm the effectiveness of our approach, substantially
reducing LC-Mis errors and enhancing the robustness and versatility of
text-to-image diffusion models. Our code and dataset have been available
online for reference.

Keywords: Text-to-image diffusion models - Misalignment - Large Lan-
guage Models

1 Introduction

Text-to-image synthesis [7}/15,/18,/21}25H28[30L[33}[36},/38-40] via diffusion models
has made remarkable progress, where high-quality images are generated given
text prompts [24][28]. However, a significant limitation of existing models is
that they can easily face visual-textual misalignment in practice, where certain
elements in the input text are overlooked in generated images. As shown in Figure
none of Midjourney [20], Dall-E 3 [23|, and SDXL [24] can craft an image
containing “a tea cup of iced coke”. Instead, these models exhibit a preference
for generating a glass cup due to inherent biases in concept combination during
the training process of the models.
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Fig. 1: Teaser figures, from three models and our approach MoCE, showcase a classic
example of Latent Concept Misalignment (LC-Mis) in this study: a tea cup of iced
coke. Here, a glass cup, an unfamiliar object, substitutes the anticipated tea cup. We
denote the iced coke as Concept A, the tea cup as Concept B, and introduce a latent
Concept C —the glass. This combination of A, B, and C forms our investigative focus.

Referring to the two main concepts (e.g., “iced coke” and “tea cup”) as A
and B, and a latent concept that inherently correlates with A or B as C (e.g.,
“glass cup”), by our experience, it is non-trivial to address the misalignment
problem based on naive prompt engineering. We refer to such an inherent issue
as Latent Concept Misalignment (LC-Mis). Unlike basic works that only focus
on the mutual encroachment of A and B E[,, our problem involves
a latent concept C that has never been mentioned in the text prompt. The
emergence of this phenomenon can lead to the absence of the expected concept
B (“tea cup”) in the generated output.

We devise an efficient pipeline with the aid of Large Language Models
(LLMSs) to discover an extensive set of LC-Mis examples. Specifically, human re-
searchers first patiently guide the LLM to gradually understand and delve into
the logic behind LC-Mis. The LLM is then leveraged to generate additional LC-
Mis concept pairs according to its own understanding. After acquiring a sub-
stantial number of LC-Mis concept pairs, state-of-the-art diffusion models, in-
cluding Midjourney and SDXL [24], are employed to synthesize high-quality
image samples for evaluation. Subsequently, expert human researchers meticu-
lously evaluate the generated images to identify and select concept pairs that
accurately manifest LC-Mis. This rigorous evaluation process culminates in the
formation of our dataset.

We introduce Mixture of Concept Experts (MoCE) to enhance the alignment
between images and text in text-to-image diffusion models and hence mitigate
the LC-Mis issue. Specifically, inspired by the sequential rule of human drawing
when faced with a concept pair (A, B), we divide the entire sampling process
of diffusion models into two phases based on the drawing advice given by an
LLM, where only one of A and B is provided in the first phase and then the
complete text prompt is used in the second phase. Once the image synthesis
is complete, a quantitative metric based on proven benchmarks, such as Clip-
score and Image-Reward , is employed to measure the alignment between
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Fig. 2: We display the issue of Latent Concept Misalignment (LC-Mis). In the first row
of the images, even the most advanced text-to-image models (SDXL) fail to faithfully
generate the specified concepts. We have developed an autonomous pipeline to explore
this issue and proposed a hotfix, MoCE, to simply fix it.

the generated images and the text prompt. This measurement is then used to
iteratively adjust the lengths of the two phases mentioned above, employing a bi-
nary search method, until the generated images meet the expectation. Empirical
case studies, grounded in thorough human evaluation, provide confirmation that
our approach significantly mitigates the LC-Mis issue. Furthermore, it also en-
hances both the applicability and flexibility of text-to-image diffusion techniques
across diverse fields. This improvement is clearly demonstrated in Figure[2} The
models we used in this paper are those available online as of October 1, 2023.
See Section for the discussion on the latest models.

Here, we summarize our contributions in the following 2 aspects:

— We investigate the neglected Latent Concept Misalignment (LC-Mis) is-
sue within existing text-to-image diffusion models, introduce an LLM-based
pipeline to collect our LC-Mis dataset.

— We propose to split the concepts in text prompt and input them into different
phases of the diffusion model generation process, effectively mitigating the
LC-Mis issue.

2 Related Work

Di [udion Models Diffusion models predict noise in noisy images and pro-
duce high-quality outputs after training. Having gained considerable attention,
they are now considered the state-of-the-art in image generation. These mod-
els find applications in various domains, such as label-to-image synthesis @,
text-to-image generation , image editing , and video genera-

tion . Specifically, text-to-image generation is of practical importance. Open-
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source and commercial solutions like Stable Di usion |[24, 28], Midjourney|[20]
and Dall-E 3 [23] have achieved success, bolstered by advancements in neural
networks [29|34] and large datasets of image-text pairs [31,32]. Nevertheless, the
question of whether these models truly innovate or merely generate combina-
tions encountered in their training data remains unresolved. In this study, we
investigate this issue by examining text-to-image di usion models in the context

of unconventional concept pairings, namely LC-Mis.

Misalignment Issues  While state-of-the-art generative models frequently pro-
duce high-quality, realistic images, they struggle with certain concept combina-
tions. Such models usually mimic combinations seen in training data. Prior work
has emphasized spatial con icts where multiple entities coexist in close proxim-
ity [3/9] 16,17, 35]. Distinct from these investigations, our focus lies on Latent
Concept Misalignment, illustrated by phrases such as a tea cup of iced coke.
Through rigorous experimentation, we investigate this challenge and introduce
a benchmark alongside a hot x solution.

3 Benchmark: Collecting Data on Latent Concept
Misalignment (LC-Mis)

In this section, we detail the process of collecting our LC-Mis dataset. In our
dataset, each pair features Concept and Concept B, which cannot be simul-
taneously generated by text-to-image models due to the existance of the latent
concept, C. The advantages of our collection system are as follows:

Given that extensive human knowledge is required to generate data with
LC-Mis issue, we utilize LLMs (e.g., GPT-3.5 in this paper) to develop an
e cient guidance system, inspired by LLMs Reasoning [8].

These concept pairs often defy common human understanding, making them
challenging to mine. We meticulously craft a generation loop containing 4
phases, allowing the iterative ampli cation of a small dataset into a substan-
tially larger one. The process overview is shown in Figure 3, and the detailed
prompts to guide GPT-3.5 can be found in our Appendix Section A.

Finally, concept pairs discovered by GPT-3.5 require comprehensive evalu-
ation. However, advanced tools such as Clipscore [11] or Image Reward [37]
may exhibit ine ectiveness in LC-Mis problem (Section 5.3). Therefore, the
evaluation of human experts is an important part of our system.

3.1 Phase 1 - Identifying Initial Concept Pairs as Seeds

In Phase 1, human experts identify a small number of concept pairs and extract
patterns from them. These patterns serve as seeds for subsequent dataset expan-
sion. Human researchers begin with analyzing various visual scenes in renowned
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Fig.3: A single loop of our interactive LLMs (i.e., GPT-3.5) guidance system, com-
prising 4 phases. Human researchers provide instruction for GPT-3.5, then GPT-3.5
create new LC-Mis concept pairs and patterns for evaluation. We can iterate the phase
2 - 4 to rapidly expand our LC-Mis dataset.

text-to-image datasets, such as Laion2B-efiand MJ User Prompts & Images
Dataset*, to detect concept pairs prone to LC-Mis. They select 50 concept pairs,
like iced coke and tea cup , which produce inaccurate output images.

Upon analysis, we categorize these concept pairs into 8 distinct patterns.
Among them, 4 patterns belong to the scope of LC-Mis (detailed LC-Mis pat-
terns are shown in Appendix Table 1), mainly including the categories of fore-
ground and background , as well as objects and containers . These patterns
serve as an e ective starting point for identifying additional concept pairs by
means of GPT-3.5.

3.2 Phase 2 - Generating and Verifying Additional Concept Pairs
with GPT-3.5

In this phase, human researchers employ GPT-3.5 to generate additional con-
cept pairs corresponding to each pattern from Section 3.1, using the initial 50
concept pairs for few-shot learning. Using this method, GPT-3.5 generates 499
valid concept pairs. None of these pairs can be generated correctly by text-to-
image models with the simple prompt conceptA, conceptB and they undergo
rigorous veri cation, with most of them proving to be of high quality.

Then a further veri cation is meticulously designed to comprehensively assess
the accuracy of the generated concept pairs. Speci cally, GPT-3.5 generates 5
prompts for each pair, varying in length and richness. Subsequently, text-to-
image models generate 4 images per prompt. After human veri cation of all 20
images, the concept pairs are scored on 5 levels: zero correct images correspond
to Level 5,1 5 correct images to Level 46 10to Level 3,11 15to Level
2,and 16 20to Level 1.

Z https://huggingface.co/datasets/laion/laion2B-en
* https://huggingface.co/datasets/succinctly/midjourney-prompts
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In total, 2,495 sentence-based text prompts are fed into text-to-image models,
which in turn produce 9,980 images. After rigorous screening, 272 concept pairs
(55%) attain a Level 5 rating, representing the pinnacle of quality. Among them,
173 concept pairs belong to the scope of LC-Mis and will be used as the main
data for our subsequent experiments. Utilizing GPT-3.5's generalizing ability and
reasoning skills, our initial dataset of 50 pairs is expanded quickly, maintaining
high quality and diversity. This phase can be repeated on the basis of Phases 3
and 4 to generate more and concept pairs.

3.3 Phase 3 - Discovering New Patterns for Concept Pair
Generation

In this phase, we leverage GPT-3.5 to identify 9 new patterns and apply the
same methodology in Section 3.2 to these patterns.

During previous process, we observe that GPT-3.5 produces duplicates when
tasked with generating additional concept pairs, suggesting that it may have
reached the limits of its knowledge within current patterns. Consequently, GPT-
3.5is encouraged to autonomously identify new patterns to enhance the semantic
scope of LC-Mis. Building upon the 8 meticulously categorized patterns, human
researchers instruct GPT-3.5 to identify 9 additional patterns. Subsequently, we
replicate the procedures from Section 3.2, achieving a Level 5 accuracy rate of
70%, markedly exceeding the capabilities of human experts.

3.4 Phase 4 - Creating Novel Concept Pairs by Merging Patterns

In this phase, we merge concepts from di erent patterns to form new patterns
and concept pairs, which will serve as seeds for the subsequent iteration.

Speci cally, human researchers instruct GPT-3.5 to combine concepts from
one pattern with ones from another pattern. For example, patterns labeled Bev-
erage and Incorrect Container and Jewelry and Inadequate Storage are merged
to create new patterns: Beverage and Jewelry Storage and Jewelry and Bever-
age Container . Following the process in Section 3.3, we observe that each newly
created pattern achieves a Level 5 accuracy rate of at least 60%, demonstrating
GPT-3.5's capability in synthesizing orthogonal patterns into more patterns.

In summary , we collect our dataset leveraging the collaboration between LLMs
(i.e., GPT-3.5) and text-to-image models. Based on our proposed system, we can
further expand our dataset iteratively in the future.

4 Method: Mixture of Concept Experts (MoCE)

Motivation of MoCE Humans always follow a certain order when painting.
Inspired by human painting nature and motivated by dynamic models [10], we
integrate LLMs (e.g., GPT-3.5 in this paper) into our method, Mixture of Con-

cept Experts (MoCE) to alleviate the LC-Mis issues. As shown in Figure 4, we
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Fig. 4. Overview of our method, MoCE. GPT-3.5 determines the drawing sequence of
concepts. The initial concept is sampled for N steps in di usion models before inputting
the full text prompt. We use binary search to nd the optimal N, refer to Section 4
Paragraph Dynamic Binary Optimization and Appendix Figure 2 and 3 for details.

rst input the easily overlooked concept to focus on the attention mechanism
during the early di usion stages, enhancing their representation in the nal im-
age. We base MoCE on SDXL [24], one of the foremost reliable open-source
di usion models. The system includes components listed as follows:

Sequential Concept Introduction Gaining insight from human artistic pro-
cesses, concepts are introduced to di usion models sequentially rather than si-
multaneously to prevent the LC-Mis entanglement. As a result, we need to nd
a reasonable and logical sequence of them. LLMs are naturally suitable for this
task. Therefore, we employ GPT-3.5 to ascertain the most logical sequence for
two concepts based on its comprehension of human behavior. We provide inter-
action details with GPT-3.5 in our Appendix Section A.

Denoising Process Partition In the denoising process of di usion models
across time stepsty;tr 1;::t1;to, the process is split into 2 phases:

First Phase (tr;tt 1;::;tn): We only input the easily lost concept into dif-
fusion models, and save images at each time step as a preparatory list.

Second Phasetly 1;tn 2;::to): tx will be selected from the preparatory
list. Starting from time step tx, we provide the completed text prompt to
di usion models to synthesize the nal image.

However, which imagety to take from the preparatory list reaches the opti-
mal output remains unknown, motivating us to formulate a strategy for au-
tonomously determining the optimal allocation of time steps.
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Automated Feedback Mechanism We iteratively select the most suitable
tx based on the delity of the nal image. In this case, Clipscore, S, is used to
assess the delity of the generated imageM to the desired concept, e.g.A:

Sc(M; A) = ClipScore(M; A) Q)

As the issue of misalignment persists, naively employing Clipscore wouldn't truly
show the correlation between entityA and the nal image M since it may be not
distinguishable (see Section 5.3). Therefore, we calculate the Clipscore between
images and both the concept itself and its corresponding description generated
by GPT-3.5. Some details are not prominent in M, yet they might be further
elaborated in the information further provided by the descriptions. This possi-
bly uplifts the Clipscore of the entity and lowers the in uence of misalignment

to some certain extent. The the score function in MoCE, Description-Concept
Coordination Score, is as follow:

S(M; A): MaX(SC(M; A); SC(M; ADescription )) (2)
We also devise a new metric named Multi-Concept Disparity, denoted a®:
D=S(M;A) S (M;B) 3)

D denotes the di erence in the scores of an image between two concepts. The
larger the size ofjDj, the higher the likelihood that at least one concept within
it will become blurred.

Dynamic Binary Optimization When allocating a larger number of time
steps in the rst stage, the more dominant features of A possibly overshadows
those ofB, then the greater the absolute value oD is, and vice versa. Therefore,
there exists a positive correlation between the time steps allocated in the rst
phase and the image quality, making the binary search method highly suitable
for this scenario. When the score of concepf is signi cantly higher than B,
we choose a largerty as the boundary point for two phases, and vice versa.
If the di erence of their scores is below the threshold, the nal image will be
output. Speci ¢ implementation details can be found in our Appendix Section C.

In summary , our methodology presents a robust solution for addressing entity
misalignment in text-to-image di usion models. It combines intuitive reasoning,
automatic ne-tuning, and e ciency optimizations to produce more precise and
contextually apt image outputs.

5 Experiments

We conduct extensive experiments centered around MoCE, revealing its ability
to alleviate the LC-Mis issue in text-to-image di usion models.
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(a) Iced coke, tea cup

(b) Noodles, basin

(c) Iced co ee, shot glass

Fig.5: Visualizations of images at Level 5 generated by SDXL (baseline) and MoCE.
Here, we present representative examples of the Item and Container pattern.

5.1 Setup

Dataset In Section 3.2, we obtain 272 concept pairs for Level 5. From this
pool, human experts carefully select 173 concept pairs as LC-Mis cases for ex-
periments, while the remaining concept pairs fall into the realm of traditional
misalignment issues, extensively discussed in Section 2.

Model Our remediation, MoCE, is implemented using SDXL [24] due to its
open-source nature and widespread use. We omit Midjourney and DalE 3 from
consideration because of their internal black-box architectures. Our baseline, rep-
resented by these 173 LC-Mis concept pairs in Section 3, demonstrates that all
of them receive a rating of Level 5, indicating that none of the images generated
in 20 attempts faithfully represented the expected concepts. We also incorpo-
rate 3 additional baseline models: Attend-and-Excite (AAE) [3], Dall-E 3 [23],
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SDXL MoCE

(@) Snubnosed monkey, San Fransisco

(b) Black necked crane, London

(c) Watermelon, lemon tree

Fig. 6: Visualizations of images at Level 5 generated by SDXL (baseline) and MoCE.
Here, we present representative examples of the Foreground and Background pattern.

and Anole [4]. AAE aims to mitigate traditional misalignment issues via the
attention map layer, and Dall -E 3 through ne-grained annotation. And Anole

is a novel model that employs autoregressive methods for interleaved image-text
generation, o ering fresh insights into resolving misalignment issues.

Our experiments use a single NVIDIA A100 GPU for image generation via
SDXL, and a RTX 4090 GPU is also su cient.

Evaluation Metric Considering the instability of quantitative score evalua-
tion, as well as the use of Clipscore and Image-Reward in our method, MoCE,we
primarily utilize human evaluation in our experiments. We engage human ex-
perts for a more impartial evaluation. Additionally, the results of quantitative
score evaluation are also included in our Appendix Section D for reference.
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Fig. 7: Human Evaluation for our MOCE. Human experts rate the 173 LC-Mis concept
pairs on SDXL, AAE, Anole, Dalle -E 3 and our MoCE. The brown color represents
the proportion of Level 5 ratings among 173 pairs. A lower Level 5 proportion indicates
the model better alleviates the LC-Mis issue. Compared to baseline models, our MoCE
exhibits a clear advantage when faced with LC-Mis issues, and it has even surpassed
Dalle-E 3, which requires expensive training costs.

5.2 Result

Our method, MoCE, utilizes the 173 Level 5 LC-Mis concept pairs, providing
their corresponding text prompts as input to the model. The second phase of
MoCE is repeated up to three times to ensure the Multi-Concept Disparity D
coverage below 0.6. After obtaining 20 images for each concept pair, human
experts re-evaluate these images based on the criteria discussed in Section 3. We
report the counts of concept pairs at each level after undergoing improvement
by our MoCE and compare them to the baseline results in Figure 7. Meanwhile,
we also present several visualized images in Figure 5 and 6.

In the original Level 5 LC-Mis concept pairs, the baseline model fails to pro-
duce any correct image, as we mentioned in Section 3. Even when sophisticated
engineering strategies, e.g., AAE and Anole, are used, which may be e ective
for traditional misalignment problems, there is little improvement for Level 5
concept pairs when applied to LC-Mis problems. However, following the en-
hancement made by our MoCE, over half of the concept pairs are now correctly
generated, and there are even several concept pairs rated as Level 1. Addition-
ally, Dall -E 3, with its expensive and ne-tuned data annotations, indeed helps
with the LC-Mis problem, achieving improvements for Level 5 concept pairs
comparable to MoCE. However, it is important to note that training Dall -E 3
requires additional data preprocessing, which can be a costly process, suggesting
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Fig. 8: Human Evaluation for Dall-E 3 (baseline) and our MoCE on different patterns
mentioned in Section [3] The brown color represents the proportion of Level 5 ratings
among 173 pairs. A lower Level 5 proportion indicates the model better alleviates the
LC-Mis issue. In Patterns (a), (b), and (c¢), MoCE outperforms Dall-E 3, as its output
includes more concept pairs belonging to Level 1 and 2. And in Pattern (d), Dall-E 3’s
performance is superior to MoCE.

that our MoCE produces more correct images in an economical manner. We also
include a comparison of the scores of images generated by MoCE and baselines
in Appendix Table 4, demonstrating that our method is statistically meaningful.

In addition, we also present the human evaluation results under the seg-
mented patterns. As introduced in Section [3] we have divided these 173 LC-Mis
concept pairs into 4 patterns, and we have presented the results of human eval-
uation in Figure |8 In Patterns (a), (b) and (c), MoCE outperforms Dall-E 3,
as its output includes more concept pairs belonging to Level 1 and 2. And in
Pattern (d), Dall-E 3’s performance is superior to MoCE.

5.3 Analysis

We are deeply concerned about the impact of LC-Mis issues on the existing text-
to-image model landscape, for the most representative and challenging example,
“a tea cup of iced coke”, we present visual restoration results in Figure [0} Both
Clipscore and Image-Reward effectively adjust the time step in our MoCE model
with the help of Description-Concept Coordination Score, while unfortunately
the existing evaluation metrics may sometimes be proven to be not absolutely
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