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Abstract. We introduce Style Tailoring, a recipe to finetune Latent
Diffusion Models (LDMs) in a distinct domain with high visual quality,
prompt alignment and scene diversity. We choose sticker image genera-
tion as the target domain, as the images significantly differ from photo-
realistic samples typically generated by large-scale LDMs. We start with
a competent text-to-image model, like Emu, and show that relying on
prompt engineering with a photorealistic model to generate stickers leads
to poor prompt alignment and scene diversity. To overcome these draw-
backs, we first finetune Emu on millions of sticker-like images collected
using weak supervision to elicit diversity. Next, we curate Human-in-the-
loop (HITL) Alignment and Style datasets from model generations, and
finetune to improve prompt alignment and style alignment respectively.
Sequential finetuning on these datasets poses a tradeoff between better
style alignment and prompt alignment gains. To address this tradeoff, we
propose a novel fine-tuning method called Style Tailoring, which jointly
fits the content and style distribution and achieves best tradeoff. Evalu-
ation results show our method improves visual quality by 14%, prompt
alignment by 16.2% and scene diversity by 15.3%, compared to prompt
engineering the base Emu model for stickers generation.
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1 Introduction

There has been a substantial advancement in diffusion-based text-to-image mod-
els [251[26,/281|30], showcasing an unparalleled ability to understand natural lan-
guage descriptions to generate high quality, visually pleasing images. These mod-
els empower users to conjure up entirely new scenes with unexplored composi-
tions and generate striking images in numerous styles. Finetuning to a specific
visual style has been explored in [11}[1335] as well as in the concurrent work [§],
that finetunes Latent Diffusion Models (LDMs) [26] to generate highly aesthetic
images.

* Core contributors
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Fig. 1: Stickers generated by our text-to-sticker model. They are visually pleasing,
diverse, and with high text faithfulness.

Naively finetuning an LDM on a target style leads to a model whose distri-
bution is aligned with the desired style, but comes at the cost of worse prompt
alignment. We find that there exists a trade-off between consistently generat-
ing prompt aligned images and consistently generating on-style images. While
current finetuning methods have demonstrated the impressive capability
of these models to produce highly aesthetic outcomes, they have not yet delved
into mechanisms that simultaneously: (1) enhance prompt alignment, (2) im-
prove visual diversity, (3) generate visually appealing images that (4) conform
to a distinctive style. In this work, we are interested in training a model with
all four aforementioned properties. In particular, we choose stickers generation
as the motivating application for our proposed method.

We introduce a novel multi-stage fine-tuning approach aimed at optimiz-
ing both prompt alignment and visual diversity, while producing visually ap-
pealing stickers with a target style. Beginning with a domain alignment stage,
weakly aligned sticker-like images are used to adapt the base text-to-image model
Emu to the sticker domain, followed by a human-in-the-Loop (HITL) stage
to improve prompt alignment, and finally an experts-in-the-loop (EITL) stage to
improve the sticker style aesthetics. Notably, in both HITL and EITL stages, the
model is finetuned with generated data only. HITL dataset consists of generated
samples from the domain aligned model, chosen by human raters according to
text faithfulness and quality guidelines. EITL style dataset contains generated
images chosen by design experts using Emu with prompt engineering. Finetuning
the domain aligned model sequentially with HITL data and then style data leads
to a tradeoff between style alignment on one hand, and prompt alignment and
diversity on the other hand. Therefore, we propose a novel training method, Style
Tailoring, which combines and jointly optimizes for two data distribution in a
single stage, and achieves the best tradeoff between prompt and style alignment.
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Style Tailoring decouples the LDM training objective into two parts: content
and style loss. In the first few hundred denoising steps, the content loss is ap-
plied to ensure prompt alignment from content references, while the style loss
is applied to the remainder of the timesteps to get the desired visual aesthetic.
We also incorporate methods to achieve transparency and scene diversity in our
pipeline to further enhance the visual please of generated stickers. We validate
our approach by designing a robust human evaluation framework to measure
visual quality, prompt alignment and scene diversity.

Our experiments show that the sequence in which fine-tuning steps are exe-
cuted plays a crucial role in enhancing both visual quality and prompt alignment.
We also show that the proposed recipe generalizes to more than one target style.
Finally, the proposed methodology does not increase the latency with respect to
the base, pre-trained LDM. We show generated images from our final model in
Fig. [I] and quantitatively show improvements on visual quality, prompt align-
ment and scene diversity compared to prompt engineering Emu in Table

In summary, our main contributions are:

1. We propose a novel training method, called Style Tailoring, aimed at obtain-
ing the best trade-off between prompt alignment, scene diversity and visual
quality. We show with qualitative examples that this method can generalize
to other styles.

2. We conduct an extensive study of finetuning recipes to attain good perfor-
mance along the axis of visual quality in a specific style domain, prompt
alignment and visual diversity. Through this study, we show the need of the
domain alignment finetuning step, as well as the improvements brought by
the HITL and Style datasets.

3. We propose a simple and effective solution to achieve transparency in LDM
generations without introducing any additional latency.

4. We propose a Prompt Enhancer module to enrich the scene diversity of
the generated images, showing a novel use of an instruction tuned LLaMA
model.

2 Related Work

Text-to-Image Generation. There has been a tremendous progress in the
field of text-to-image generation in recent years. The use of the forward and
reverse diffusion process [34] can achieve high fidelity in image generation |2
10L20,/25%/26,/30] compared to their GAN counterparts [14,31/41]. Among dif-
fusion models, Latent Diffusion Models (LDMs) [26] have demonstrated to be
computation efficient and have found application in reconstructing images from
human brain activity [37], video generation [3], 3D environment generation |15],
image editing [4], controllable generation [42], and much more. In this work, we
focus on finetuning LDMs for a specific domain (stickers) and show their domain
alignment capabilities.

Human Preference Alignment. Text-to-image diffusion models do not al-
ways generate images that are adequately aligned with the text description and
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human intent. To improve the alignment between text-to-image models and hu-
man preferences, |17] proposes a reward-weighted likelihood maximization based
on reward models trained from human feedback. [39] demonstrates existing met-
rics |12(18]/21}/31] for generative models have low correlation with human prefer-
ences. Then collects a dataset of human choices of generated images, and derives
a Human Preference Score (HPS) for better alignment with human choices. [40]
trains an ImageReward model using human choices that captures abstractions
like aesthetic, body parts, and toxicity/biases. In our work, we leverage a hu-
man annotation pipeline to filter high-quality generated sticker images, and, we
show that finetuning solely on high-quality generated data yields significant im-
provements in visual quality and prompt alignment, and attains a specific sticker
style.

Finetuning Text-to-lmage Models. Numerous finetuning strategies have
been proposed in pursuit of high fidelity text-to-image generation. [11}/13] in-
troduce new finetuning methods to align the pretrained diffusion models to a
specific style, whereas, |1}6}28/29] show high fidelity subject-driven generations
using user provided images. [33| extends the conditioning of diffusion model to
image embeddings retrieved by efficient k-nearest neighbors, enables generalizing
to new distributions at test time by switching the retrieval database. Emu [8]
shows that finetuning with few thousands of high-quality real images can signifi-
cantly improve the visual quality of the generated images. Styledrop [35] explores
improving compositional power of text-to-image generation models, customizing
content and style at the same time by adapter-guided sampling from adapters
trained independently from content and style reference images. In our work, we
show that there is a trade-off between style and text faithfulness during LDM
finetuning. Then, we propose a novel finetuning approach called Style Tailoring,
to balance such trade-off and optimize for both, without adding any modules or
incurring extra latency at inference.

3 Model and Datasets
3.1 Text-to-Sticker model

Our text-to-sticker model (Fig. [2)) consists of (i) Prompt Enhancer module, (ii)
Text-guided Diffusion Module, and (iii) Transparency Module. Model output
are sticker images with transparent background (alpha channel) conditionally
generated on input or enhanced text prompts.

Prompt Enhancer Module. Sometimes, user input prompts can be simple
and abstract (e.g., “love”). We create a Prompt Enhancer module to generate
variations of input prompts, adding more descriptive details without altering its
meaning. In favor of keeping our pipeline efficient, we decide to use the 1.4B in-
struction finetuned LLaMA model to re-phrase the input prompts in the Prompt
Enhancer module. This model has the same architecture as Gopher 1.4B [23|
and is trained and instruction finetuned following [38]. During inference, we
prompt this LLaMA model with instructions (several examples of re-phrasing
input prompts) and let it improvise another example for the input prompt. As
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Fig. 2: Architecture of our text-to-sticker model (left) and transparency decoder
(right). The text-to-sticker model contains an optional prompt enhancer, a diffusion
U-Net, and frozen text conditioning added via cross-attention. The transparency de-
coder is augemented from a regular VAE decoder, by adding one extra output channel
at final output conv layer. The alpha-channel convolution weights are initialized with
the average of R, G, B channels’ weights.

an example, one random re-write of input prompt “love”, is “a wide-eyed puppy
holding a heart”. With Prompt Enhancer module and instruction prompting, we
manage to add a wide range of flavors and expressiveness without compromising
the fidelity of user intentions.

Text-guided Di [Udion Module. Our text-to-image module is a standard La-
tent Diffusion Model (LDM) [26], with a 2.6B trainable parameter U-net archi-
tecture , and initialized with the smallest version of the text-to-image model
Emu [8] (Emu-256), which generates images of size 256  256. As text condi-
tioning, the concatenation of text embeddings from CLIP ViT-L and Flan
T5-XL are used. We use a 8-channel autoencoder in our model.
Transparency Module. Real stickers are rarely square, and transparent back-
ground usually makes stickers more visually pleasing. In order to balance visual
style with other quality axes efficiently, we propose a novel solution for achieving
transparency. We mask the blank space around the generated sticker area with
full transparency to create non-square stickers with transparent background. We
achieve this by incrementing the output channel of the final convolution layer
of the decoder from 3 (RGB) to 4 (RGBA). The weights for the newly added
alpha-channel are initialized as the mean of the weights for RGB channels, and all
layers in the decoder are finetuned on the dataset discussed in Section while
keeping the encoder frozen. Maintaining a frozen encoder allows for the replace-
ment of the U-Net (e.g., trained for a different sticker style) without requiring
retraining of the transparent decoder. This method of generating transparent
images in text-to-image LDM model is novel, simple yet efficient. The additional
computation is negligible since the only change is 3 to 4 channels in the final
convolution layer.

3.2 Datasets

We utilize three separate datasets to train our model — sticker Domain Alignment
(DA) dataset, Human-In-The-Loop (HITL) alignment dataset, and Expert-In-
The-Loop (EITL) style dataset. Images in the DA dataset are all real sticker-
like images whereas the HITL and EITL datasets contain generated stickers only.
Note that there’s a trade-off between consistently generating prompt aligned and
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style aligned outputs. Hence, the need for two separate datasets that improve
prompt alignment and style alignment respectively. Additionally, we curate a
dataset of stickers with transparency masks to train the transparency decoder.

Domain Alignment Dataset We source 21M weakly aligned image-text pairs
from a set of hashtags (#stickers, #stickershop, #cutestickers, #cartoon, etc.)
corresponding to sticker-like images, then apply two filtering steps. First, we
filter out data with low image-text alignment calculated by CLIP score. Second,
we apply an OCR model on the images and filter out images wherein detected
OCR box 8% of the image area, to minimize text generated on stickers. Note
that this dataset is collected primarily for visually aligning with sticker domain
and has not been curated for high image-text alignment.

HITL Alignment Dataset The stickers domain dataset is noisy, and fine-
tuning on this set alone is not sufficient to obtain high prompt alignment. To
improve the model’s prompt alignment, we systematically create prompt sets
which cover relevant concepts for sticker generation, €.g., emotions, occupations,
actions and activities, etc. Then we generate stickers with the domain aligned
model (Section and involve human annotators to filter for good quality im-
ages with high prompt alignment. We create three prompt buckets as described
below:
Emotion Expressiveness. It contains human and animal emotions, consisting
of 8 nouns which refer to humans (teen, kids, boy, girl, etc.), 22 occupations
(baker, doctor, lawyer, etc.), and 83 animals. We perform Cartesian product
between 36 common emotions and these human/animal concepts to form short
phrases with correct grammar as prompts. For example, an angry hippo, a sloth
feeling tired.
Object Composition. It contains prompts composed by the Cartesian product
of aforementioned human /animal concepts with “single-action” and “pair-action”.
Here “single-action” is defined as an action that can be performed by a single
object, e.g. a bear drinking co[eel or a dog playing frisbee. And “pair-action” is
defined as actions that involves two subjects, €.g. a turtle giving present to a
rabbit or a cat playing with a giral[el
Scene Diversity. We leverage the instruction finetuned 1.4B LLaMA model
to collect prompts that are hard to be structurally composed by sentence tem-
plates, like “landscape” (e.g., river flows down the valley), and “activities” (e.g.,
family trip). To be noted, the LLaMA model here is the same as in the Prompt
Enhancer (Section but the instruction prompting is different. In Prompt
Enhancer, LLaMA model re-writes a given input prompt, but here the prompts
are composed from scratch.

For the Emotion, Scene Diversity and Object Composition sets we generate
5, 5 and 6 images per prompt, respectively. Human annotators rate the generated
stickers as pass/fail based on guidelines for visual quality (particularly for faces
and body parts) and prompt alignment. The stickers labeled as pass become our
HITL alignment dataset. Details on the pass-rate, number of training images in
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Fig. 3: lllustration of our text-to-sticker model netuning recipe. (a) Standard multi-
stage ne-tuning. (b) Our proposed method, Style Tailoring. In Style Tailoring, we
implement a phased dataloader such that the U-Net denoising steps T to T°+ 1 are
trained with HITL alignment data (content distribution Peontent ), and denoising steps
T%to 0 are trained with EITL data (style distribution  psye ).

the HITL alignment dataset and visual examples from each bucket are shown in
the supplementary.

EITL Style Dataset Besides general visual quality and prompt alignment,
we also want to obtain a text-to-sticker model that adhere to a target sticker
style criteria (color, sharpness, linework, layout, shadingetc.). While non-expert
human raters perform well on the task of judging prompt alignment and visual
quality, their label quality for the style criteria are quite low. Instead, we nd
that design experts are much more reliable in selecting generated stickers with
target style. To collect the style dataset, we generate stickers using th&emu-
256 model with prompt engineering. We chooseEmu-256 for this because we
nd that, with prompt engineering carefully designed by experts, it has the
best ability to generate images in the desired style. However, since thEmu-256
model has low prompt alignment as illustrated in Table[], we're only able to
collect data from this model for single subject prompts and not for composition
prompts. Our nal EITL style dataset contains 4235 stickers hand curated by
design experts, with a few random examples shown in the supplementary.

Transparency Dataset We curate a dataset of images with transparency

masks to train the Transparency Module (Section). First, we use Segment
Anything Model [16] to generate foreground masks on a subset of 200K stickers
from our domain alignment dataset. Then, we re ne these masks with a human

curation process, that is accelerated given that the annotators do not need to

start segmenting from scratch.

3.3 Multi-stage Fine Tuning

In this section, we describe the steps in our multi-stage ne-tuning recipe which
turns the general purpose text-to-image model into a specialized text-to-sticker
model. Starting with (i) domain alignment netuning, followed by (ii) prompt
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alignment on HITL data and (iii) style alignment on EITL style data. We nd
there is a clear tradeo between prompt and style alignment, and propose a novel
netuning method Style Tailoring the best in-between solution maintaining
both prompt and style alignment.

Training Objectives.  In all alignment stages, we empirically observe netuning
the full U-Net yields the best results. The U-Net parameters are updated by
optimizing the noise reconstruction objective in all three netuning stagesD 2
{Domain Alignment, HITL, EITL} dataset,

L(;;t)= E (xy)p k (E(X); T (y); )k
N (0:1)

where denotes the Gaussian noise sampl€x;y) denotes the image-text pair,
E denotes the image autoencoder] denotes text encoder andt denotes the
denoising timesteps.

Domain Alignment. Relying on prompt engineering to generate stickers with
the general text-to-image model Emu-256) leads to poor prompt alignment and
low scene diversity (details explained in Section 5.1). One reason this happens
is the Emu models have been netuned on a small high quality dataset. To
spur on diverse sticker generations, we rst alignEmu-256 closer to the sticker
domain by netuning with our Domain Alignment (DA) dataset (Section 3.2),
which contains 21M sticker image-text pairs. DA dataset contains diverse stickers
in assorted styles with loosely aligned captions, we nd the domain alignment
netuning largely improves diversity and weakly improves prompt alignment,
improvements are quanti ed in Table 1.

Prompt Alignment and Style Alignment. To further improve prompt and
style alignment, we netune the domain aligned model with the HITL align-
ment dataset (Section 3.2) and the EITL style dataset (Section 3.2). The for-
mer has high prompt alignment, the latter contains hand-curated stickers with
target style. In our standard netuning recipe (Fig. 3a), we rst netune the
domain aligned checkpoint on HITL dataset for better prompt alignment, and
then we bake-in the target style by ne-tuning the HITL checkpoint on EITL
style dataset. We notice a clear tradeo between prompt alignment and style
alignment. While netuning on EITL style dataset hugely improves style align-
ment, it erases some of the prompt alignment gains from HITL. This motivates
us to develop the novel netuning method called Style Tailoring, which achieves
the best balance between the two objectives, without adding any extra modules
or latency.

Style Tailoring. In the standard LDM training, the timestep t [0;T] is

uniformly sampled. Our key observation is that when denoising the later times-
tamps that are closer to the noise samplezr, the model learns to generate the
coarser semantics thecontent of the image. And when denoising the earlier
timestamps that are closer to the denoised image latentg, the model learns the
ne-grained details the style of the image.
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Di erent from standard LDM training which denoises latents for decoding
images from a single training data distribution pyata , We propose to train it to
denoise latents from two distributions conditioned on timesteps (Fig. 3b). Given
a sampled timestept, we train the denoising U-Net with data points sampled
from a content distribution peontent  fOr timestamps t closer to noiset 2 [T;T9,
and data points sampled from a style distribution psyie for timestamps closer to
the nal image latent. In our case, HITL alignment dataset Dy represents the
content distribution pPeontent » and EITL style dataset Dgye represents the style
distribution pstye . Formally, 8 2 N (0; 1), the joint objective can be written as

L(;5t)= Leontent (5 t)+ Lstyle( ;o)

= E (xy)bw K (E(x); T (y); t)k?
t2(TD;T]

+ E_ (xy)D se Kk (E(X); T (y); t)K?
t2[0.T9]
The timestep T represents the timestep cuto for using the content and style
datasets. Experiments in Section 5 show that Style Tailoring o ers a superior
middle ground, with strong prompt alignment while also generating images that
aligns well with the target style.

3.4 Training Details

Domain Alignment.  We train the model with global batch size 2,240 onD 44
dataset for 300K steps, using learning rate 1e-5 with linear warm up followed by
a constant schedule. It takes around 19,200 A100 gpu hours for stickers domain
alignment. We use eps parameterization to train the model instead of v [32] as
training using eps parameterization led to better body shapes and quality.

Prompt Alignment and Style Alignment. For all subsequent netuning
steps, we use a lower learning rate of 5e-6 and a global batch size of 256. We
initialize from the domain aligned model and netune for 8k steps onDyjy for
prompt alignment. Once trained, we further ne-tune this model for 3k steps on
style referenceDgyie . We stop early at 3k steps since we observe that we get
best results during the warm-up period with less over- tting.

Style Tailoring. In Style Tailoring, we train the model for 5k steps. We empir-
ically set T% 900, which means the 100 timestamps closer to sampled noise are
trained with Dpiy , and the remaining 900 timestamps are trained with Dgyie .

In each batch, training data points from Dyjy and Dgye are sampled in a 1:1
ratio. We show the e ect of T° on the metrics in Table 2.

4 Evaluation Dataset and Metrics

We use a combination of human evaluations and automatic evaluation metrics
to understand the performance of the models regarding the (i) visual quality
(ii) prompt alignment (iii) style alignment and (iv) scene diversity, of sticker
generations.
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Evaluation Dataset . For (i) sticker visual quality, we curated a list of 750
prompts daily activities, aspirational phrases, object compositions, etc , and
generated two images per prompt. For (ii) prompt alignment, we curated 300
hard compositional prompts 100 for emotion expressiveness and 200 for actions
and interactions. In this case, ten images are generated for each prompt. Same
seed and starting noise are used when generating stickers for di erent models,
to ensure accurate and fair comparisons. For (iii) style alignment and (iv) scene
diversity, we prepare a style reference dataset containing around 4150 images.
The style reference data is collected by the same design experts and same pro-
cedure as in Section 3.2, but held-out as a test set. To measure style alignment
and scene diversity, we generate one and two images per prompt respectively.
Human Evaluation . We design comprehensive human annotation tasks to mea-
sure model performance on evaluation dataset. For (i) visual quality, we present
annotators with a sticker and ask them to assess whether it meets the guidelines
based on nine di erent criteria  Color, Sharpness Linework, Detail, Lighting,
Centering and Leveling Flat 2D, Human Faces and No Text. We collaborate
with design experts when designing guideline rubric for each visual axes. For (ii)
prompt alignment, we present raters with a text-sticker pair and ask them to
evaluate whether the sticker accurately passes ve key aspects Subject, Quan-
tity , Face & Emotion, Action, and Body Parts. For each annotation job, we use
three multi-reviews and take their majority vote as the nal label.

Automatic Evaluation Metrics. To measure (iii) style alignment, we pro-
pose Fréchet DINO Distance (FDD), with DINOv2 [19] as a feature extractor
instead of the conventionally used InceptionV3 [36]. InceptionV3 is trained on Im-
ageNet [9], and it performs poorly when generalizing to other out-of-distribution
domains, such as stickers. Instead, DINOv2 is a self-supervised method that
has been shown to generalize better. To measure (iv) scene diversity, we use
LPIPS [43], as is a standard practice in the conditional image generation commu-
nity [5,44]. Higher LPIPS indicates higher scene diversity (perceptual similarity)
between two generated images using the same conditioning.

5 Experiments

Our goal is to train a model which generates visually appealing stickers and are
faithful to the text prompt while being in the target visual style. In this section,

we show experiments on model baseline, analysis of each netuning stage, results
and generalization of style tailoring. Finally, we discuss the e ect of LLaMA for
prompt expansion and share quantitative metrics for our transparency decoder.

5.1 Baseline

We consider applying sticker-style prompt engineering (PE) on general purpose
text-to-image model as our baseline, PE word choices are conjugated by design
experts to achieve the desired style. Compared to Stable Di usion vl (SDv1-
512) [3], Emu-256 has a higher success rate of generating desired sticker style
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