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Abstract. Attribution-based explanations are garnering increasing at-
tention recently and have emerged as the predominant approach towards
eXplanable Artificial Intelligence (XAI). However, the absence of con-
sistent configurations and systematic investigations in prior literature
impedes comprehensive evaluations of existing methodologies. In this
work, we introduce Meta-Rank, an open platform for benchmarking at-
tribution methods in the image domain. Presently, Meta-Rank assesses
eight exemplary attribution methods using six renowned model architec-
tures on four diverse datasets, employing both the Most Relevant First
(MoRF) and Least Relevant First (LeRF) evaluation protocols. Through
extensive experimentation, our benchmark reveals three insights in at-
tribution evaluation endeavors: 1) evaluating attribution methods under
disparate settings can yield divergent performance rankings; 2) although
inconsistent across numerous cases, the performance rankings exhibit re-
markable consistency across distinct checkpoints along the same training
trajectory; 3) prior attempts at consistent evaluation fare no better than
baselines when extended to more heterogeneous models and datasets.
Our findings underscore the necessity for future research in this domain
to conduct rigorous evaluations encompassing a broader range of models
and datasets, and to reassess the assumptions underlying the empirical
success of different attribution methods. Our code is publicly available
at https://github.com/TreeThree-R/Meta-Rank.
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1 Introduction

Explainable Artificial Intelligence (XAI) [1] has emerged as a prominent research
field within computer vision, with a multitude of approaches proposed for ex-
† Corresponding author.

https://github.com/TreeThree-R/Meta-Rank


2 J. Duan et al.

plaining and interpreting the internal mechanisms of diverse neural network
architectures across various application domains. Among these approaches, at-
tribution methods have gained significant traction in the realm of deep learning.
By generating an explanation map in the form of a heatmap (also referred to
as a relevance map or a saliency map), these methods attribute the prediction
to specific regions within the input image, thereby facilitating interpretation.
Over the years, researchers have devised a large number of attribution methods
from diverse perspectives, including gradient-based methods [5, 43, 44, 47, 48],
perturbation-based methods [34,37,39,53], and CAM-based methods [12,42].

Nevertheless, given the absence of ground truth regarding the inner work-
ings of deep neural networks, evaluating attributions directly poses a formidable
challenge. Presently, various studies have endeavored to assess the reliability
of attribution methods, which can be roughly categorized into two schools:
expert-grounded methods [6, 15, 16, 32, 35, 54], and functional-grounded meth-
ods [4,17,26,37,40,41,51]. Expert-grounded evaluations capture how well the ex-
planations imitate the human-annotated importance of the image regions. Such
methods not only require human effort, but also suffer from the faithfulness1 is-
sue, as deep neural networks could rely on non-intuitive, spurious cues that differ
from human perception [20]. In contrast, functional-based approaches evaluate
attribution methods based on some fundamental axioms. For instance, feature
ablation [37], as a functional-grounded evaluation, systematically removes fea-
tures in a predetermined order and observes the resulting changes in predic-
tions. This approach enables more faithful assessments of the attribution expla-
nations by comparing the model behavior with and without specific individual
features [19,21,26,37,39,58]. Unfortunately, the current literature often evaluates
attributions under divergent settings, with different datasets, models and evalu-
ation protocols [26, 40]. The efficacy of attribution methods in practice is often
called into question due to restricted and inconsistent experimental conditions.

The goal of this work is to gain a thorough understanding of the current
state of attribution methods while setting the stage for critical problems to be
worked on. To this end, we present Meta-Rank, an open-sourced attribution
benchmark featuring rigorous evaluations, comprehensive analyses as well as
extensive baselines. Our benchmark carefully examines eight widely-used attri-
bution methods (Saliency [45], Input⊙Gradient [44], Integrated Gradients [48],
Guided Backpropagation [47], DeepLift [43], Deconvolution [53], LRP [5] and
Guided Grad-CAM [42]), with a wide range of models (ResNet-18 [23], ResNet-
50 [23], Inception-v4 [49], VGG-19 [46], EfficientNet_b2 [50], and DenseNet-
121 [27]), on various domain datasets (NWPU-RESISC45 [14], Food-101 [9],
ImageNet-1k [18], and Places-365 [56]), using two evaluation protocols (Most
Relevant First and Least Relevant First). Specifically, we place a strong em-
phasis on comprehensive and consistent experimental settings that have been
largely overlooked in previous works. Through extensive experiments on the ex-
haustive combinations of methods, datasets, models and evaluation protocols,

1 Faithfulness refers to the degree of alignment between the results intepreted by an
attribution method and the decision of the model.



On the Evaluation Consistency of Attribution-based Explanations 3

our benchmark reveals three main findings regarding previous attribution evalu-
ation endeavors: 1) evaluating attribution methods under disparate experimental
settings, such as different model architectures, datasets and evaluation protocols,
can yield highly divergent performance rankings; 2) although highly inconsistent
across datasets, models and evaluation protocols, the performance rankings ex-
hibit remarkable consistency across distinct checkpoints along the same training
trajectory; 3) prior attempts towards more consistent evaluation, like Remove
and Debias (ROAD) [40], fare no better than simple baselines when it is extended
to more heterogeneous models and datasets.

We further propose a benchmark metric, named Meta-Rank, to facilitate a
more comprehensive benchmark comparison between attribution methods. Meta-
Rank aggregates ranking results from a diverse array of settings, thereby miti-
gating biases associated with specific configurations. By employing this metric,
we conduct systematic comparisons among existing attribution methods, and
provide extensive experiment results and discussions on the status quo. Beyond
extensive experiments, our benchmark is designed as a flexible framework that
standardizes experimental settings and simplifies the integration of novel algo-
rithmic implementations. We hope our work will not only facilitate reliable eval-
uations of attribution methods across a broader range of models and datasets,
but also inspire the research community to delve further into the development
of more consistent attribution methods.

In summary, we make the following contributions:

• We present Meta-Rank, an open-sourced attribution benchmark featuring
rigorous evaluations, comprehensive analyses as well as extensive baselines.

• Through extensive experiments, we identify three pivotal insights from pre-
vious attribution evaluation efforts, which provide directions for future ad-
vancements in attribution research.

• We propose an evaluation metric to facilitate a more comprehensive bench-
mark comparison across multiple settings, with which extensive experiments
and discussions are provided on the status quo.

2 Related Work

The development of attribution methods has prompted researchers to seek the
best approach to assist models in downstream tasks. In this section, we delineate
the progress of attribution evaluation chronologically.
Expert-grounded evaluations [6, 16, 35, 54, 55] rely on human judgment to
evaluate attribution methods. For example, Zhang et al . [54] proposed the pointing-
game method as a means of evaluating attention maps based on detecting
whether the highest value point in the map hit the target category. However,
such methods are inherently subjective and fail to guarantee the reliability of
evaluation results.
Functional-grounded evaluations [2,7,26,37,41] provide more objective eval-
uations of the model by comparing how it behaves when certain individual fea-
tures are present or absent. Samek et al . [41] proposed two evaluation protocols,
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namely Most Relevant First (MoRF) and Least Relevant First (LeRF), to ob-
serve the impact on the model’s output. In MoRF, effective attribution methods
should produce a greater reduction in model accuracy when removing features
with higher attribution values, and vice verse. Similarly, [37] suggested eval-
uating attribution methods through the deletion and insertion of features by
using their attribution values. These methods violate the assumption of a con-
sistent distribution between training and test data, making it hard to determine
if the decline in model performance solely results from feature deletion. Hooker
et al . [26] further demonstrated that the performance degradation from feature
deletion partly stems from such a distribution shift. To address this, they devel-
oped RemOve And Retrain (ROAR), which resolves inconsistent distributions
by synchronously deleting the features of the training set and test set based on
the attributions of each attribution method, and then retrained the model on
the generated datasets. The effectiveness of the attribution method is measured
by the retrained model’s accuracy decline. Better methods identify more impor-
tant features, whose removal causes sharper performance drops. ROAR has been
widely adopted in evaluation studies [7, 22, 28]. However, due to its exorbitant
expense, this type of evaluation method is unfeasible for scaling up. Rong et
al . [40] discovered inconsistent MoRF and LeRF rankings from ROAR, which
they attributed to information leakage based on information theory analysis.
Thus, they proposed a noisy linear imputation method, named RemOve And
Debias (ROAD), to effectively generate consistent results. However, as a pixel
filling method, ROAD still suffers from several inherent defects, e.g ., the fea-
tures are replaced with substantial values instead of entirely dropped, which can
hardly guarantee their neutral effects on the predictions. Deng et al . [17] noted
the lack of unified theoretical frameworks for evaluating attribution methods.
To resolve this limitation, they proposed a Taylor interaction system to unify
fourteen attribution methods under a common mathematical formulation and
suggested three principles for evaluation. However, applying this framework to
new methods requires manual theoretical analysis, hampering both scalability
and efficiency. Recently, attribution evaluation has been explored from more di-
verse perspectives [30,38,57], including comprehensive viewpoints [24,25] as well
as the consistency lens [8,11,26,40]. Unfortunately, the absence of standardized
experimental settings and systematic evaluations in previous literatures poses
challenges for comparing existing methods universally. To overcome this lim-
itation, we propose Meta-Rank, a novel evaluation benchmark, to provide a
comprehensive evaluation of attribution methods across multiple settings.

3 Preliminaries

Attribution methods explain deep models by generating saliency maps that high-
light pixels critical for predictions. In our work, we benchmark eight prevalent at-
tribution methods: Saliency [45], Input⊙Gradient [44], Integrated Gradients [48],
Guided Backpropagation [47], DeepLift [43], Deconvolution [53], LRP [5], and
Guided Grad-CAM [42]. More details regarding these methods are recorded
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in Appendix B. In the following, we formalize the key concepts in attribution
evaluation, deriving a general assessment paradigm in XAI.

To begin with, let D = {(xi, yi)}ni=1 be an image classification dataset with
n samples and C categories, where yi is the label of RGB image xi ∈ R3×H×W .
Considering a deep network ŷ = fΘ(x) that predicts ŷ for input x, an attribution
method aims to generate a heatmap H ∈ R3×H×W so that each input pixel is
assigned to a saliency score to the network’s prediction. Such a procedure can
be formulated as the following form:

H = AttrΓ (fΘ|x, ŷ), (1)

where AttrΓ denotes a certain attribution method parameterized by Γ .
To evaluate the faithfulness of different attribution methods, we adopt two

most common strategies: with progressively removing the most or least salient
pixels of each image in the query dataset, we measure the performance degrada-
tion of the target model. The two strategies are usually referred to as the Most
Relevant First (MoRF) and the Least Relevant First (LeRF) evaluation proto-
cols. Specifically, we construct a top-t removed query dataset D̃(t) by removing
the top-t most or least salient pixels of the original image xi and derive the
modified image x̃

(t)
i as follows:

x̃
(t)
i = Remove(xi, Hi|t). (2)

Here, the operation Remove specifies how features are eliminated, representing
feature ablation in this paper.

Effective attribution methods can accurately pinpoint significant pixels, and
the elimination of these pixels would result in a swift deterioration in the model’s
performance. Thus, the evaluation of attribution methods can be facilitated by
quantifying the reduction in model performance, which is defined by:

∆ =
1

n
(
∑n

i=1
p(ŷi = yi|xi)−

∑n

i=1
p(ỹ

(t)
i = yi|x̃(t)

i )). (3)

In this work, we focus on faithfulness to acquire a broadly applicable stan-
dard among multiple experimental settings. Ultimately, attribution methods are
ranked according to this metric to generate a ranking list. The schematic diagram
of the attribution and evaluation is depicted in Figure 1 (b).

4 Meta-Rank Settings and Benchmark

To acquire a comprehensive comprehension of the experimental configurations
employed in previous investigations, we present a summary of the datasets and
models utilized in these works, as depicted in Table 1. Notably, despite the lim-
ited choice of datasets and models, there remains considerable variation in the
evaluations conducted thus far. The issue of evaluation consistency has largely
been overlooked in prior research endeavors. To bridge this gap, in this section,
we first establish standardized settings and subsequently provide a comprehen-
sive outline of the Meta-Rank evaluation benchmark. The workflow of Meta-
Rank is illustrated in Figure 1.
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Table 1: Comparison of experimental configurations employed in previous studies.
The lack of consistency in these settings may lead to disparate observations. The term
“Cons.” refers to whether the study addresses the issue of consistency. Only a limited
number of works have explored the issue, but their scope is limited to specific datasets,
models, or both.

Methods Venue Datasets Models Cons.

[45] ICLR 2014 ImageNet ConvNet ✗
[44] ICML 2016 Tiny ImageNet, DNA sequence VGG-16, 1 CNN ✗
[48] ICML 2017 ImageNet GoogleNet ✗
[47] ICLR Workshop 2015 ImageNet, CIFAR-10/100 3 CNNs ✗
[43] ICML 2017 MNIST, DNA sequence 2 CNNs ✗
[53] ECCV 2014 ImageNet, Caltech, PASCAL VOC 2 CNNs ✗
[5] PLOS ONE 2015 ImageNet, PASCAL VOC, MINIST 1 DNN, 1 CNN ✗
[42] ICCV 2017 ImageNet, PASCAL VOC VGG-16, AlexNet ✗
[26] NeurIPS 2019 ImageNet, Birdsnap, Food-101 ResNet-50 ✗
[11] ECCV Workshop 2020 ImageNet ResNet-50 ✓
[3] FUZZ-IEEE 2022 ImageNet, Dogs vs. Cats, MAMe, MIT67 AlexNet, VGG-16, ResNet-18 ✗
[40] ICML 2022 CIFAR-10, Food-101 ResNet-18, ResNet-50 ✓
[10] ICLR Tiny Paper 2023 ImageNet ResNet-50 ✗
[8] CVPR 2023 ImageNet VGG-16, ResNet-34 ✓
[24] JMLR 2023 ImageNet ResNet-18 ✗

4.1 Standardized Settings

The main idea of the proposed Meta-Rank is evaluating attribution explanations
on a diverse array of datasets, models, and evaluation protocols.
Datasets. To streamline standardized evaluations of attribution methods, we
meticulously select four commonly used datasets for benchmarking: NWPU-
RESISC45 [14], Food-101 [9], ImageNet-1k [18], and Places-365 [56]. NWPU-
RESISC45 is a medium-scale dataset for remote sensing image classification,
containing 45 categories of remote sensing images covering various scenes such
as streets, airports, factories, forests, grasslands, and deserts. Food-101 is a
medium-scale dataset for fine-grained food image classification, compassing a
total of 101 different food categories. ImageNet is a large-scale dataset employed
for image classification, consisting of 1,000 different categories. Places-365 is a
large-scale dataset designed for the purposes of scene recognition, covering a wide
range of 365 diverse scene categories. These datasets allow us to examine each
attribution method under various domains, providing us with a more thorough
view of the current literature. Further details are provided in Appendix C.
Models. The selection of models presents a prominent source of inconsistency
in previous research. In order to comprehensively validate the effectiveness of
the attribution techniques across various models, we adopt six widely employed
convolutional neural networks (CNNs) to evaluate existing attribution methods.
These CNNs include ResNet-18 [23], ResNet-50 [23], Inception-v4 [49], VGG-
19 [46], EfficientNet_b2 [50], and DenseNet-121 [27]. It should be noted that
most attribution methods are specifically tailored for CNNs and cannot be di-
rectly applied to vision transformers (ViTs) [13,33,52]. As such, for maintaining
an equitable evaluation across attribution methods with a consistent set of evalu-
ation settings, our benchmark does not take ViTs into consideration. Additional
details regarding these used models can be found in Appendix C.
Evaluation protocols. Recent advances have discovered that different eval-
uation protocols, MoRF and LeRF [41], may produce conflicting rankings of



On the Evaluation Consistency of Attribution-based Explanations 7

MoRF

LeRF 3. Leaderboard

Dataset Model Protocol

Meta-RankTest Case Generation

Item Test Case

# RankMeta-RankMethod

2. Ranking Fusion
1. Case Execution

Model

Saliency Maps Masked Images

Images

Attribution Evaluation

Feature Ablation

Attribution

Evaluation

Rank

+

Ranking Principle:
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Fig. 1: Meta-Rank benchmark. It is mainly divided into two stages: Test Case Gen-
eration and Meta-Rank (a). Test Case Generation: multiple factors (i.e., datasets,
models and evaluation protocols) are combined to generate τ different cases. Meta-
Rank: (1) Case Execution. All m competitors (i.e., attribution methods) are applied
to these cases, resulting in a collection of rankings. The details of attribution evaluation
on an individual case are provided in (b). (2) Ranking Fusion. All rankings {R1, R2,
. . ., Rτ} are subsequently fed into this module. The comparison of two competitors is
transformed into the differences in their rankings across all cases, then integrated and
converted into the discrepancy in Meta-Ranks. (3) Leaderboard. Ultimately, a unified
leaderboard is obtained based on the Meta-Ranks of the competitors. “T ” is the test
case, “C” is the competitor, and “κ” is the Meta-Rank value.

attribution methods [40]. To provide a comprehensive view of the attribution
methods, the proposed Meta-Rank considers both protocols for evaluation.
Test case settings. To gain a generalized evaluation for attributions, our an-
alytical experiments evaluate existing attribution methods on a wide array of
experiment settings, necessitating the initial preparation of baselines. We first
train ResNet-18, Inception-v4 and VGG-19 on NWPU-RESISC45 and Food-
101. Subsequently, we exclusively train EfficientNet_b2 and DenseNet-121 on
the NWPU-RESISC45 dataset. These baselines are implemented with the Py-
Torch [36] framework. Adam [31] is used to optimize the models, with the learn-
ing rate of 1× 10−4 and the weight decay rate of 5× 10−4. The cosine annealing
is adopted as the learning rate decay schedule. Furthermore, we also incorpo-
rate pre-trained ResNet-18, ResNet-50 sourced from Places-365, and pre-trained
ResNet-18, Inception-v4, VGG-19 from ImageNet-1k. The aforementioned base-
lines, combined with two evaluation protocols, are served as the test cases for the
benchmark. Detailed information for each test case can be found in Appendix C.
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4.2 The Proposed Benchmark Metric

We further propose a benchmark metric, named Meta-Rank, to facilitate a more
comprehensive benchmark comparison between attribution methods. The main
idea of the Meta-Rank metric is viewing each specific configuration of the model,
the dataset and the evaluation protocol as one test case. Meta-Rank aggregates
the ranking results (i.e., rank the rankings) from a diverse array of test cases,
thereby mitigating biases associated with specific configurations.

Formally, let the triplet ⟨Di,Mj , Pk⟩ be one test case for evaluating the attri-
bution algorithms, where D, M and P denote the dataset, model and evaluation
protocol respectively. The subscript i, j and k denote one specific configuration
from the candidate datasets, models and protocols as described in Section 4.1.
Let C = {C1, C2, ..., Cm} be the set of the competitors (i.e., attribution meth-
ods). In the proposed benchmark, all the competitors are evaluated on every
generated test case, thus producing a ranking among the competitors. For the
test case ⟨Di,Mj , Pk⟩, we use R(i,j,k) = (r

(i,j,k)
1 , r

(i,j,k)
2 , ..., r

(i,j,k)
m ) to denote the

rankings of all the competitors, where r
(i,j,k)
m denotes the rank of the m-th attri-

bution method. After evaluating the attribution methods on all the test cases,
the probability that Cp outperforms Cq is formally defined as follows:

Pq≺p =
1

|Ω|
∑Ω

(i,j,k)
1(r(i,j,k)q ≺ r(i,j,k)p ), (4)

where 1 denotes the indicator function, and rq ≺ rp represents the ranking rq
is outperformed by rp. Ω is the joint space of datasets, models and evaluation
protocols. The probability Pq≺p is then converted into the logistic odds, obtain-
ing a more sensitive metric Logitq≺p that can better capture slight differences
between Cp and Cq:

Logitq≺p = logodds(Cp, Cq) = log(Pq≺p/(1− Pq≺p)). (5)

Based on the above derivation process, we can obtain a set of standardized
results {Logitq≺p} that quantify the performance differences between any two
competitors on all test cases. Then, we transform the performance discrepancy
into the difference on the Meta-Rank metric:

κ1 − κ2 = Logit2≺1, Competitor #1 vs. #2
κ1 − κ3 = Logit3≺1, Competitor #1 vs. #3
κ1 − κ4 = Logit4≺1, Competitor #1 vs. #4
. . . . . .
κ2 − κ3 = Logit3≺2, Competitor #2 vs. #3
κ2 − κ4 = Logit4≺2, Competitor #2 vs. #4
. . . . . .
κm−1 − κm = Logitm≺m−1. Competitor #m-1 vs. #m

(6)

Here, κm represents the Meta-Rank value of Cm. After solving the system of
equations in Equation 6, we can derive a score κ for each competitor, serving
as an identifier for its comprehensive performance. Through the arrangement
of competitors in descending order of their κ values, a unified leaderboard can
finally be constructed.
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(c) IN-ResNet18(M)
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(e) Food-Inceptionv4(M)
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(f) Food-Inceptionv4(L)
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(i) Food-VGG19(M)
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Fig. 2: Evaluation results on 12 test cases. These cases consist of two datasets:
Food-101 (a)(b)(e)(f)(i)(j), ImageNet-1k (c)(d)(g)(h)(k)(l), three models: ResNet-
18 (a)(b)(c)(d), Inception-v4 (e)(f)(g)(h), VGG-19 (i)(j)(k)(l), and two protocols:
MoRF(a)(c)(e)(g)(i)(k), LeRF(b)(d)(f)(h)(j)(l). “Baseline” represents the accuracy of
the model when no features are ablated.

5 Main Results

This section provides a detailed elaboration of extensive experiments on Meta-
Rank, with a particular emphasis on the following pivotal questions.

• RQ1: Are attribution methods consistently effective across diverse settings (i.e.,
datasets, models, evaluation protocols) and distinct checkpoints? (Section 5.1)

• RQ2: Does the state-of-the-art evaluation method, ROAD, yield consistent
rankings across different test cases? (Section 5.2)

• RQ3: According to our proposed Meta-Rank, which attribution methods
exhibit superior performance across a wide range of cases? (Section 5.3)

• RQ4: Can Meta-Rank conduct the evaluation of substantial methods within
a feasible timeframe? (Section 5.4)

5.1 RQ1: Consistency Investigation

In this section, we investigate the consistency of performance rankings for exist-
ing attribution methods across diverse evaluation settings. Specifically, we focus
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Fig. 3: Spearman correlation among nine test cases (NWPU, Food, and ImageNet
datasets paired with ResNet-18, Inception-v4, and VGG-19 models) in MoRF (a) and
LeRF (b), and between MoRF and LeRF on the same nine cases (c). The labels along
the horizontal arrow are equivalent to those along the vertical arrow. Here, we define
a correlation score higher than 0.8 as strongly correlated ( ), between 0.6 and 0.8 as
moderately correlated ( ), and lower than 0.6 as weakly correlated ( ).

on the model-, dataset-, protocol- and checkpoint-level ranking consistencies by
varying these factors in the evaluation. To this end, we assess the aforementioned
eight attribution methods on all the generated test cases, i.e., with six models,
four datasets and two ablation protocols (MoRF and LeRF). This yields a total
of 26 groups of results, each corresponding to one test case. Some experimental
results are presented in Figure 2. For more details of the experimental results,
please refer to Appendix D.
Model-level Consistency. It is evident that the attribution methods exhibit
varying performance across different models. To elaborate: (1) LRP has the
worst performance on the “ImageNet-Inceptionv4(M)” case but significantly bet-
ter results on the “ImageNet-ResNet18(M)” and “ImageNet-VGG19(M)” cases.
(2) Integrated Gradients and Guided Grad-CAM exhibit comparable perfor-
mance on the “Food-ResNet18(M)” case, but show great disparity on the “Food-
VGG19(M)” case. For a more clear measurement of the inconsistency, we cal-
culate the Spearman Rank correlations among several cases and illustrate them
in Figure 3. Here, we extract area under the curve (AUC) [4] of all attribution
methods (detailed in Appendix D) to generate a ranking list for each case. In the
MoRF protocol, removing the most critical pixels identified by the attribution
method causes a substantial drop in model performance. Thus, a lower AUC
value indicates a superior method. And the LeRF protocol follows the inverse
principle. The results suggest a pronounced weakness in the consistency at the
model level, with a strong correlation found in only 2 cases (i.e., the correlation
between ResNet-18 and Inception-v4 on the Food-101 dataset in both MoRF
and LeRF protocols) out of 18 cases.
Dataset-level Consistency. Analogously, attribution methods have shown no-
ticeable inconsistency in performance on different datasets. For instance, Guided
Backpropagation demonstrates superior performance on “ImageNet-VGG19(M)”
yet ranks third-worst on “Food-VGG19(M)”. In addition, according to the results
of Spearman analysis, only 5

18 cases show strong correlations at the dataset level.
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Table 2: AUC rankings of the eight
methods at different checkpoints along
the same trajectory. Here, ResNet-18
trained on NWPU-RESISC45 is taken as
an illustrative example.
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Table 3: Comparison of Spearman results
among four cases between ROAD and fea-
ture ablation. a | b represents a pair of
Spearman results, where a denotes using
feature ablation (in Section 5.1) and b de-
notes using noisy linear imputation. The
settings of color blocks in this table are
the same as those in Figure 3.

NWPU-ResNet18 Food-Inceptionv4

MoRF (#1) LeRF (#2) MoRF (#3) LeRF (#4)

#1 | | | |

#2 | | | |

#3 | | | |

#4 | | | |

Protocol-level Consistency. The evaluation results indicate that significant
inconsistencies between the MoRF and LeRF protocols still exist. A detailed
comparison between “Food-Inceptionv4(M)” and “ ‘Food-Inceptionv4(L)” reveals
marked discrepancies in Saliency method under MoRF versus LeRF. Besides,
the Spearman correlation between MoRF and LeRF is computed for nine test
cases (in Figure 3 (c)). It can be easily seen that the correlation of all cases at
the protocol level is either moderately correlated or weakly correlated, with no
strong correlation observed.
Checkpoint-level Consistency. We also consider the consistency of attri-
bution methods at different training stages of the model. To illustrate, using
ResNet-18 trained on NWPU-RESISC45 as a case study, we extract distinct
checkpoints from the same training trajectory and employ two evaluation pro-
tocols for attribution analysis. The results of the AUC rankings are recorded
in Table 2. It can be easily observed that the rankings of attribution methods
demonstrate high consistency across different checkpoints. In MoRF, the out-
comes of Epoch-200 differ by only one distinction from those at both Epoch-100
and Epoch-150, while exhibiting slightly greater disparities when compared to
those at Epoch-50. Similarly for LeRF, the rankings at Epoch-200 also exhibit a
single deviation from those at Epoch-100 and Epoch-150, respectively, and show
two distinctions in comparison to those at Epoch-50. These findings suggest a
notable consistency in the ranking of attribution methods across different check-
points. Moreover, the rankings tend to stabilize rapidly as the model converges.
More detailed results under other settings can be found in Appendix D.

5.2 RQ2: Necessity of Meta-Rank

To further substantiate the indispensability of the Meta-Rank benchmark, we
employ the state-of-the-art attribution evaluation method known as ROAD for
assessing the attribution methods across various cases. Starting from informa-
tion theoretic analyses, ROAD identifies the class information leakage problem
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Table 4: Leaderboard of the eight attri-
bution methods. The larger Meta-Rank in-
dicates the stronger ability of attribution
method. The top three methods exhibit
more positive performance, while the re-
maining five methods perform negatively.

Methods Meta-Rank Score #Rank

Input⊙Gradient 2.3200 1
Integrated Gradients 2.0736 2
DeepLift 1.0780 3
Saliency −0.0483 4
LRP −0.2234 5
Guided Backpropagation −0.2585 6
Guided Grad-CAM −0.9679 7
Deconvolution −3.9734 8

0.0015

0.1800

Ti
m

e 
(s

)

2 4 8 16 32 64
Number of Methods

0.0000

0.0003

Fig. 4: Time consumption of the “Rank-
ing Fusion” module in Meta-Rank. 2, 4,
8, 16, 32, and 64 are the number of eval-
uated attribution methods. The gray bar
represents the relative error.

dictated by the ablation mask and finally derives the noisy linear imputation for
minimally revealing imputation, which is empirically demonstrated to produce
consistent rankings of attribution methods between evaluations with MoRF and
LeRF. However, it overlooks consistency at both the model and dataset lev-
els. Thus, we randomly select four cases, namely NWPU-ResNet18(M), NWPU-
ResNet18(L), Food-Inceptionv4(M), and Food-Inceptionv4(L), to assess the eight
aforementioned attribution methods using ROAD. The evaluation metric used in
this study aligns with those in RQ1. Table 3 presents the Spearman correlations
among the evaluation results of the four cases. Further information regarding
the accuracy decay curves is available in Appendix E.

It can be easily seen that, even when ROAD is employed as a substitute for
feature ablation, the correlation between the rankings of attribution methods
on different cases remains inconsistent. Specifically, all correlations demonstrate
either moderate or weak, with no instances of strong correlation. This indicates
that relying solely on ROAD for evaluating attribution methods across distinct
cases is inadequate. Consequently, there is a critical need for a cross-case bench-
mark to ensure robust ranking results.

5.3 RQ3: Attribution Evaluation with Meta-Rank

Following the evaluation scheme outlined in the Meta-Rank benchmark (de-
scribed in Section 4), we have carried out a unified measurement of the eight
attribution methods. The consistency validation experiments in Section 5.1 gen-
erate evaluation results for attribution methods across distinct configurations,
encompassing four datasets, six models, and two protocols, resulting in 26 sets
of data. We then transform these results into AUC scores, which serve as the
performance metric for the attribution methods.

Meta-Rank generates a comprehensive value for each attribution method.
These uniquely determined scores enable us to establish a unified ranking list
for all the methods. The finalized leaderboard for the eight attribution methods
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is presented in Table 4. The results reveal Input⊙Gradient as the top-performing
approach, while Deconvolution exhibits the poorest performance. (1) In partic-
ular, Input⊙Gradient achieves the highest score among the eight methods. By
element-wise multiplying the gradients with the inputs, Input⊙Gradient pro-
duces more stable attributions in the face of perturbations, which contributes to
its superior performance across multiple test cases. (2) Furthermore, the second-
ranked method, Integrated Gradients, also shows great potential, with its score
closely approaching that of the top-ranked method. (3) In contrast, Deconvo-
lution obtains the lowest score, likely attributable to the hierarchical structure
of the network accumulating noise during backpropagation. It is worth noting
that a Meta-Rank score can assume both positive and negative values. Positive
values signify comparatively superior attribution performance, whereas negative
values indicate inferior performance.

The experimental findings demonstrate that Meta-Rank furnishes a compre-
hensive benchmark for attribution evaluation across diverse test cases, while
effectively ameliorating the issue of inconsistent performance across heteroge-
neous cases. It computes the discrepancies between methods and converts them
into the differences in capacity to derive the Meta-Rank. This result is unique,
consistent, and aligned with practical application needs.

5.4 RQ4: Efficiency of Meta-Rank

To measure the time consumption, we conduct experiments on the CPU de-
vice (Intel(R) Xeon(R) Platinum 8260L CPU @ 2.40GHz) using different num-
bers of methods. Here, we focus on the additional “Ranking Fusion” module, as
the “Case Execution” module has been generically applied in all evaluations. In
particular, we compare the time expenses of Meta-Rank during the calculation
of the 2, 4, 8, 16, 32, and 64 methods. It is important to highlight that the first
three test groups (i.e., 2, 4, and 8 methods) rely on real data gathered from
previous experiments, whereas the last three test groups (i.e., 16, 32, and 64
methods) employ simulated data randomly generated. The data here refers to a
set of accuracies (i.e., {acci} in Figure 1) obtained on each test case according
to every attribution method.

The results in Figure 4 indicate that as the number of attribution meth-
ods increases, the computation time also increases. However, since the number
of attribution methods is finite, the computational time remains within an ac-
ceptable range. For example, when 64 methods are involved in the Meta-Rank
evaluation, the time required to generate the leaderboard is approximately 0.12s,
which completely meets expectations. Additionally, using GPUs for Meta-Rank
calculations can further enhance the computation speed. This efficiency is ben-
eficial for the promotion and application of Meta-Rank.

6 Discussion

Choice of faithfulness metric. Although there are many dimensions for at-
tribution evaluation in previous work [24], faithfulness remains the most solid
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and general criteria for benchmarking attribution methods. In the context of
multiple experimental settings, as such, we opt to use it as the base metric ∆ in
our framework to facilitate subsequent Meta-Rank assessment and then enable
broader evaluation on novel tasks. Meanwhile, Meta-Rank can also accommo-
date evaluations on other dimensions by enabling the derivation of a ranking list
along each respective evaluation metric.
Missingness bias in feature ablation. Previous work has discussed the miss-
ingness bias problem caused by the removal of pixels through masking values
in CNNs [29]. Hooker et al . proposed ROAR to address this issue, but it inad-
vertently introduced the problem of information leakage. Subsequently, Rong et
al . developed ROAD to mitigate this leakage, but it failed to fully remove the
pixels (explained in Appendix E). We recognize that completely eliminating this
bias poses substantial difficulties, since the root of missingness bias lies in the
operation of removing pixels within CNNs. Furthermore, the impact of bias ex-
hibits variability across individual cases, also posing additional challenges in
quantification and measurement. However, we believe that with a more diverse
array of test cases, the missingness bias is more neutralized. Future research will
further explore solutions for eliminating this bias.
Scalability of Meta-Rank. When introducing new attribution methods to
the ranking, we initially conduct tests on several existing cases. The time com-
plexity of evaluating a method on an individual case is linear, which has been
demonstrated in previous studies [37,40]. Subsequently, the obtained results, in
conjunction with historical data, are fed into the “Ranking Fusion” module to
generate an updated ranking list. The time overhead associated with this pro-
cess is also optimistic, as illustrated in Section 5.4. This flexibility allows for the
inclusion of any attribution method into the leaderboard at any time. Future
endeavors will focus on expanding the corpus of test cases and pursuing further
computational efficiency by leveraging parallel computing paradigms.

7 Conclusion

To address the lack of systematic research in feature attribution, we propose
Meta-Rank, a novel standardized benchmark for robust and unified evaluation
of methods. Meta-Rank aggregates relative comparisons between all method
pairs across diverse settings, mitigating inconsistencies. Through extensive ex-
periments, we reveal three critical insights: diverse evaluation settings yield di-
vergent performance rankings, assessment results remain consistent across dis-
tinct checkpoints along the same training trajectory, and previous attempts at
consistent evaluation exhibit limitations on heterogeneous models and datasets.
Meta-Rank provides a leaderboard that highlights the broader applicability of
Input⊙Gradient and Integrated Gradients. Remarkably, Meta-Rank exhibits ex-
ceptional computational efficiency, enabling ranking computations to be com-
pleted within milliseconds even for a substantial number of methods. In the fu-
ture, we hope the proposed benchmark will facilitate the development of faithful
and consistent explanations, fostering transparency and accountability.
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