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A Comparison with our Consistency Baseline

Tables S1 and S2 present quantitative comparisons between the proposed domain
adaptation method (MC-PanDA) and our consistency baseline (BC). We observe
that our method consistently outperforms the baseline, which suggests a clear
advantage of the proposed contributions. The advantage is the largest in Table S1
where the supervision is available only for the synthetic domain.

Table S1: Comparison of MC-PanDA with our consistency baseline (BC) on Synthia
→City and Synthia→Vistas. All experiments are averaged over three random seeds.

Synthia→City Synthia→Vistas
Method SQ16 RQ16 PQ16 SQ16 RQ16 PQ16

BC 73.4±0.6 50.0±1.7 39.6±1.5 72.3±0.6 42.0±1.1 32.2±0.9

MC-PanDA 76.7±0.4 59.3±1.0 47.4±0.8 71.0±0.7 49.8±0.8 38.7±1.0

Table S2: Comparison of MC-PanDA with our consistency baseline (BC) on
City→Foggy and City→Vistas. All experiments are averaged over three random seeds.

Cityscapes→Foggy Cityscapes→Vistas
Method SQ19 RQ19 PQ19 SQ19 RQ19 PQ19

BC 82.6±0.1 73.9±0.5 61.7±0.4 79.1±0.1 59.8±0.8 48.2±0.7

MC-PanDA 83.0±0.2 73.9±0.7 62.0±0.4 79.6±0.1 63.9±0.3 51.7±0.3

B Impact of hyperparameters τ1 and τ2

We did not optimize hyperparameters to prevent over-optimistic results. Ta-
ble S3 explores the impact of τ1 and τ2 on Synthia→Cityscapes performance.
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Due to limited GPU resources, these experiments were conducted with one ran-
dom seed. The experiments were run with τ1 ∈ {0.95, 0.96, 0.968, 0.98, 0.99}
and τ2 ∈ {0.7, 0.75, 0.8, 0.85, 0.9}. The results show a minimum performance of
45.6 PQ16, a maximum performance of 48.6 PQ16, and a mean performance of
47.0±0:8 PQ16, which represents improvements of 4.4, 7.4, and 5.8 percentage
points over the state-of-the-art method EDAPS [4], respectively.

Table S3: Impact of �1 and �2 on Synthia→City PQ16 performance.

�2\�1 0.95 0.96 0.968 0.98 0.99

0.7 46.9 47.7 47.8 46.7 46.4
0.75 48.6 48.0 48.3 47.8 47.3
0.8 46.1 46.0 47.2 46.4 46.3
0.85 46.0 45.6 46.7 46.8 48.1
0.9 47.0 46.5 46.7 47.1 46.6

C Additonal ablations

Table S4 presents the ablation study of the proposed mask-wide loss scaling
(MLS) and confidence-based point filtering (CBPF) on Synthia→Vistas. The
baseline consistency model (BC) surpasses the supervised model trained on Syn-
thia by 7 points. Including MLS or CBPF further improves the performance over
the consistency baseline by 4.9 or 2.9 points, respectively. Finally, the combina-
tion of MLS and CBPF outperforms the consistency baseline by 6.5 points, and
demonstrates the complementary effect of the proposed contributions.

Table S4: Ablation study on Synthia→Vistas: baseline consistency (BC), mask-level
loss scaling (MLS), and confidence-based point filtering (CBPF). Top row represents
supervised training on Synthia. We report mean±std over three random seeds.

BC MLS0.99 CBPF0.9 PQ16

– – – 25.2 ↱

✓ – – 32.2±0.9 +7.0
✓ ✓ – 37.1±1.0 +11.9
✓ – ✓ 35.1±1.3 +9.9
✓ ✓ ✓ 38.7±1.0 +13.5
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D Per-mask vs. All-mask Teacher Confidence for Point
Filtering

Figure S1 provides a visual comparison between all-mask confidence-based point
filtering (CBPF) used in our method and per-mask CBPF, as detailed in Table 6
and Figure 6 of the main manuscript. The left and middle columns highlight com-
plementary contributions of mask-wide loss scaling (MLS) and all mask CBPF.
The transition from the middle to the right column demonstrates the differ-
ence between all-mask CBPF and per-mask CBPF. A closer examination of the
top-right image reveals that per-mask CBPF is unable to detect false negative
assignments far from the mask border. Incorporating these points into the fil-
tering process would imply learning on a substantial number of false negative
pixels in the lower portion of the left leg. These observations are in concordance
with Table 6 from the main manuscript, which reports considerable advantage
of all-mask CBPF in comparison with per-mask CBPF.

Fig. S1: Visual comparison of per-mask point filtering and all-mask point filtering
(cf . main manuscript - Table 6). The top row shows a mask classified as a person (left
image), uncertain pixels with all-mask filtering (middle image), and uncertain pixels
with per-mask filtering (right image). The bottom row shows the same intermediate
results for a mask that corresponds to a motorcycle. We observe that all-mask filtering
outperforms per-mask filtering as a detector of false negative pixel assignments for the
two considered masks.
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E Failure Modes

Figure S2 illustrates over-pessimistic mask-wide loss confidence estimates dur-
ing the initial phases of training as produced by a teacher checkpoint after 25k
iterations of domain adaptation learning. We notice considerable discrepancies
between the observed localization performance and our mask-wide loss confi-
dence estimates λ. This observation suggests that our method might benefit
from either per-class or adaptively defined thresholds τ1.

Fig. S2: Failures due to overly pessimistic estimates of mask-wide confidence in several
examples generated by the teacher model during the early stages of training. Qualita-
tively, we observe masks that were assigned a mask-wide confidence of � = 0 in spite
of being nearly perfectly localized.

F Further Implementation Details

F.1 Augmentations

We follow the usual image augmentation pipeline from M2F [1] that consists of
random image resizing with constant aspect ratio, random cropping, horizontal
flipping, and SSD color jittering [2]. We use crop size of 512 × 1024 pixels in all
our experiments. We randomly sample the size of the shorter image side from
the following intervals:

• [512, 2048] for Cityscapes and Foggy Cityscapes,
• [640, 1408] for Synthia, and
• [1024, 4096] for Vistas.

We omit the color jitter when preparing the unlabeled image for the teacher. We
additionally perturb the student image using the following sequence of trans-
forms from torchvision [3]:
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1. ColorJitter(
brightness=(0.2, 1.8),
contrast=(0.2, 1.8),
saturation=(0.2, 1.8),
hue=(-0.2, 0.2))

2. RandomGrayscale(p=0.2)
3. RandomApply(GaussianBlur(sigma=(0.1, 2)), p=0.5)

Finally, we apply SegMix as described in the main manuscript. Figure S3 il-
lustrates three random training examples from the Synthia→Cityscapes exper-
iment. The first two columns show augmented images from the source and the
target domain. The last two columns show the student image and the corre-
sponding labels after SegMix. Note that the student labels correspond to a mix
of the teacher pseudolabels and ground truth labels from the source domain.
We observe that in some cases most of the student pixels come from Synthia,
which may be suboptimal. We believe that our segment-oriented mixing strategy
represents a fertile ground for future upgrades.

Source Image Target Image Student Image Augmented Pseudolabels

Fig. S3: Target domain training examples are augmented by pasting masks from la-
beled images from the source domain. SegMix samples half of the segments from the
source image and pastes them on top of the target image. Note that this is different
from ClassMix, which samples half of the classes present in the source image and pastes
all corresponding segments.

F.2 Hyperparameters

In experiments where Cityscapes and Synthia serve as the source domains, we
set the number of Mask2Former queries to 100 [1] and 200, respectively. We
increase the number of queries for Synthia→* due to larger average number of
instances per image in Synthia (approximately 152). In contrast, average number
of instances per image in Cityscapes is only 27. We follow [1] and sample Np =
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112 × 112 points for loss computation, where β = 75% of them correspond to
points with largest sampling affinity.

G Qualitative Examples

We complete this appendix by presenting qualitative experiments on test target
images for the four domain adaptation benchmarks from the main manuscript.
Figures S4 and S5 illustrate predictions of MC-PanDA (single-scale inference)
for the Synthia→Cityscapes and Synthia→ Vistas, respectively, and offer a com-
parison with the state-of-the-art method EDAPS [4]. We generate EDAPS pre-
dictions by applying single-scale inference with the publicly available weights1.
Figures S6 and S7 present predictions for the Cityscapes→Foggy and Cityscapes
→ Vistas scenarios, respectively. EDAPS predictions are not included due to lack
of public weights for these configurations.

Image GT EDAPS [4] MC-PanDA

Fig. S4: Qualitative comparison between our MC-PanDA and the state-of-the-art
method EDAPS [4] on Synthia→Cityscapes.

1 https://github.com/susaha/edaps

https://github.com/susaha/edaps
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