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Abstract. Remote photoplethysmography (rPPG) is an emerging tech-
nology that can detect the pulse rate remotely from face videos. How-
ever, it is easily influenced by the recording environment, as robust-
ness to noise is still an open problem. This vulnerability can therefore
be exploited to inject fake signals or impair predictions physically. In
this study we propose the first dataset containing a wide set of phys-
ical domain attack scenarios divided in three categories (illumination,
movement, concealment) that directly target the main weaknesses of
rPPG. We propose the Oulu rPPG Physical Domain Attacks Database
(ORPDAD) as a benchmark for evaluation of robustness to physical at-
tacks. We perform extensive experiments on conventional hand-crafted
and deep learning (end-to-end, non-end-to-end, CNN, transformer, self-
supervised) methods and study their susceptibility to the attacks. We
conclude by discussing the most critical vulnerabilities discovered and
stress the importance of designing more secure solutions. Our code and
instructions for requesting the dataset (with trained models) are avail-
able at: https://github.com/marukosan93/ORPDAD/.

Keywords: Remote Photoplethysmography - Facial Video - Physical-
Domain Attack - Dataset

1 Introduction

Physiological signals measured via photoplethysmography (PPG) and electro-
cardiogram (ECG) are used to determine vital healthcare parameters such as
heart rate (HR), heart rate variability (HRV), respiratory rate (RR) and oxy-
gen saturation (SpO2). However, they are limited by the necessity for physical
contact that can make them uncomfortable in long term monitoring scenarios,
especially with acute skin condition patients or fragile skin neonates, and very
inconvenient in natural interactions. On the other hand, Remote photoplethys-
mography (rPPG) is a technology that allows extracting a signal akin to the
blood volume pulse (BVP) without any contact, by utilising ubiquitous RGB
cameras to record facial videos. Relying on the same principle as contact PPG [2],
rPPG exploits subtle variations in reflected light from the skin that are caused
by the cardiac cycle [43]. Several early methods had been proposed that relied
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on hand-crafted features or blind source separation [8}/16}28}29,43}|44]. How-
ever, they lacked environmental robustness and were surpassed by deep learning
approaches. Most deep learning methods employed supervised learning via Con-
volutional Neural Network (CNN) based models [5,[7,(21}24,25, 37,46, 47| or
more recently, self-attention based transformer architectures [13}[20L[31}/49]. Self-
supervised methods such as [11}/35,/40] have also been a recently proposed to
learn without annotations.

Factors such as illumination variation, subject movement, camera sensor
noise and occlusion give rise to a poor signal-to-noise ratio (SNR), making ro-
bustness to environmental noise challenging. Most rPPG methods developed in
recent years try to solve this environmental noise issue, and they are evalu-
ated on benchmark datasets designed to contain a certain degree of noise, €.g.
different head motions [38], facial expressions [50|, different illumination condi-
tions [1/15,/42], and also challenging motion and lighting in indoors [23] or in
car driving scenarios [27]. A few studies also consider skin occlusions either via
opaque masks [33] or translucent make-up [45]. Despite numerous methods and
increasing number of datasets, robustness to environmental conditions is still an
open research problem. To be widely used and applicable in real world settings,
rPPG needs to be both robust and secure. From a security standpoint, lack of
environmental robustness can be considered a critical vulnerability that should
be addressed. Thus far, security related research in rPPG has been limited to the
digital domain, as most works focus on editing the underlying physiological sig-
nals |[4)/41] (considered a digital attack) or de-identifying the data while retaining
physiological features |30]. Digital injection of an attack is studied in [34], where
a limited physical attack involving lighting is proposed.

The lack of robustness to environmental conditions is a key issue, and we wish
to draw attention to the fact that it is a significant vulnerability that attackers
can potentially exploit. As rPPG is in its early stages, exposing and patching
security vulnerabilities is crucial for the development of robust and secure solu-
tions. We propose a new dataset aiming specifically at potential physical domain
attacks that can either spoof the rPPG with a target signal or deteriorate it.
Our novel Oulu rPPG Physical Domain Attacks Database (ORPDAD) consists
of three different types of attacks (i.e. illumination, movement and concealment)
that result in 26 different recording scenarios across 30 subjects. Through these
attacks, we physically inject periodical signals that can spoof the rPPG (via a
pulsating light and rhythmical movements) or conceal skin to deteriorate the
rPPG. The purpose of this dataset is to aid in developing more secure solutions
to physical domain attacks and to provide a new benchmark for rPPG robustness
to physical attacks. Our contributions are as follows:

— ORPDAD is the first dataset to consider a comprehensive range of physical
domain rPPG attacks, that can spoof rPPG signals or deteriorate them.

— Ours is the first work to introduce rhythmical movement as a potential at-
tack, and expands greatly on illumination and concealment based attacks.

— We carry out an extensive comparative study for each attack’s effectiveness,
with experiments encompassing thirteen hand-crafted, deep learning based
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supervised and self-supervised rPPG methods. We analyse and share our
findings on attack susceptibility and uncovered weaknesses.

— We establish a novel benchmark for physical domain rPPG attacks and share
our dataset and materials (data, evaluation protocols, code and baselines).

2 Related works

Hand-crafted rPPG: The first rPPG method [43] extracted a signal from
the green channel via averaged facial video pixels in a region of interest (e.g.
forehead and cheeks). Model based methods have been proposed to better dis-
criminate rPPG signals from motion noise such as CHROM [8] and POS [44],
that leverage optical /physiological considerations expressed through mathemat-
ical models. Common blind source separation approaches such as PCA [16] and
ICA [29] have been applied as well. In LGI |28] a new feature space is proposed
that is more robust to motion and illumination changes via differentiable lo-
cal transformations. However, the assumptions and hand-crafted features of the
aforementioned methods did not hold in less constrained scenarios. For exam-
ple, CHROM |8] assumes a standardized skin color profile, ICA [29] assumes
independence of source signals and PCA [16] assumes their uncorrelation. Deep
learning has shown to be more effective, especially in less controlled scenarios.

Deep learning based rPPG: The first 2D-CNN models extracted the HR
from two adjacent frames, such as HR-CNN [37] and DeepPhys [5], only taking
spatial information into account. End-to-end spatial-temporal 3D-CNN mod-
els such as PhysNet [46], TPPGNet [47] and TS-CAN [19] have been used to
exploit the temporal information. To suppress the HR unrelated information
spatial-temporal maps are introduced as input, like in non-end-to-end meth-
ods such as Niu et al. [26], RhythmNet [24], Dual-GAN [21|, BVPNet |7], and
CVD |25]. Recently, Efficientphys [20], PhysFormer [49], RADIANT [13] and
PhySU-Net [31] have shown promising improvements by leveraging self-attention
based transformers. To overcome the need for (expensive) annotated data, self-
supervised methods that leverage the data alone have been proposed. They
learn contrastively with artificial augmentations [11], via instance-wise sam-
pling Contrast-Phys [40], exploit inter-data differences in a non-contrastive man-
ner SiNC [35] or use a large set of diverse priors RS-rPPG [32]. In addition,
rPPG has been widely utilised as an important face anti-spoofing cue |14}18],
as the presence of an rPPG signal can be an effective face liveness indicator.

rPPG Datasets: Given the crucial role of data, both for evaluation and for
training supervised methods, rPPG datasets have been essential in the develop-
ment of new methods. The challenge of the rPPG task on a specific dataset is
highly dependent on the recording environment, as less constrained (variable illu-
mination, large motion, unstable fps, compression, etc.) scenarios lead to higher
error. PURE [39] contains facial videos with PPG groundtruth, with a total of
60 one-minute-long 640x480 30fps videos from 10 subjects. It was recorded un-
der ambient lighting with small motion tasks (steady, talking, slow translation,
fast translation, slow rotation, medium rotation). MMSE-HR [50] has 102 videos
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(with PPG, blood pressure, RR) of 20-70s recorded with stable lighting from 40
subjects in emotion elicitation experiments, it contains spontaneous facial ex-
pressions and head motions. COHFACE! [15] consists of 40 participants with 160
total 1-minute 640x480 20fps recordings (with PPG), where controlled studio
and natural ambient lighting are used. OBF |17] contains 200 5-min 1920x1080
60fps RGB videos (with PPG, ECG, RR) recorded from 100 diverse subjects,
under stable lighting and with minimal movement, with both resting and ele-
vated HR conditions. UBFC-rPPG [1] is a dataset of 50 participants with 2-min
640x480 30fps recordings each (with PPG). It has variable indoor lighting and
contains both 8 at-rest recordings and 42 recordings where participants play a
time-sensitive mathematical game to increase their heart rate. VIPL-HR |[23]
contains 2,378 RGB videos of 20-30s length recorded from 108 subjects, it was
recorded in a challenging environment with: di erent devices, varied and unsta-
ble frame rates, large movements and variable lighting. MR-NIRP ([27] is the
rst rPPG dataset containing driving scenarios, it was recorded from 19 subject
with 190 total 640x640 60fps videos (with PPG), both during driving and while
parked. On top of the variable lighting, subjects were asked to speak or perform
random head movements. MMPD ([42] is the rst dataset recorded entirely with
smartphone cameras (with PPG). It includes 33 subjects with 330 one-minute
videos total, recorded under di erent lighting conditions (LED high, LED low,
incandescent, natural), and di erent motions such as: resting, head rotation,
conversation, and walking. Currently, there are numerous rPPG datasets con-
taining di erent kind of environmental noise. Nevertheless, none of these large
scale datasets contain intentional periodical noise as a physical attack medium,
via movement or illumination. Furthermore, skin concealment via opaque cloth
or transparent make-up is also not present in the aforementioned datasets.
Security in rPPG:  As rPPG deals with sensitive biometric facial videos
and physiological signals, security and privacy based research has also been a
focus in recent years. Protecting privacy by removing identity related features
while preserving physiological features has been attempted rst via a Gaussian
decomposition that maintains the low frequency spatial features|[3]. A visual
utility preserving method has also been proposed, that removes identity related
features but preserves the physiological and visual utility via a semi-adversarial
framework |30]. In contrast to rPPG preservation, PulseEdit |4] and Privacy-
Phys [41] were devised to alter the rPPG signal in videos by using small pertur-
bations. The original purpose of the aforementioned works is to conceal identity
or the physiological signals, but they can be repurposed to alter the rPPG signal
digitally and thus employed as a digital attacks that alter the underlying physi-
ological data to result in a target signal. However, all these works are limited to
the digital domain. In [34] digital-domain rPPG attacks are explicitly studied by
injecting a target periodical signal. Furthermore, the authors propose a simple
pulsating single LED attack by collecting a small dataset. However, most attack
frequencies were outside the normal resting heart rate ( Itered out during post-
processing), the data contained only ve two-minute videos from four subjects,
attack intensity and range were limited, and the attack was a simple sinusoidal
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wave. A similar attack was proposed in MSPM [36] involving pulsating light
from a monitor. Apart from illumination variation, motion is also a large noise
source that datasets try to incorporate in varying degrees. However, no studies
have yet tried to inject a speci c target signal by utilising periodical motion
as a medium. Finally, as rPPG is measured from light re ected from the facial
skin, concealing it can be considered as physical domain attack with the aim to
deteriorate the signal. In [33], the authors propose the MPM dataset containing
159 3-minute recordings of 54 subjects wearing facial masks, and show the im-
portance of having methods robust to face occlusions, but only consider opaque
face masks. In [45] foundation is considered as a translucent mask with 22 sub-
jects, as make-up can a ect rPPG readings with a notable decrease in SNR, but
the authors only create one scenario involving foundation alone. Current rPPG
solutions are not robust to noise and struggle in challenging scenarios, their
robustness to physical domain attacks lacks su cient investigation, as current
physical domain attack research is limited in scope and only considers specic
instances.

3 Oulu rPPG Physical Domain Attacks Database

As rPPG is an emerging technology that deals with sensitive data and could be
employed in applications where security is critical (clinical, remote driver mon-
itoring, anti-spoo ng, authentication, etc.), it is crucial to critically assess its
vulnerabilities early and work towards mitigating potential security exploits. In
this work, we focus on the scarcely studied physical-domain attacks. A physical-
domain attack assumes that the attacker cannot in uence the digital data after
acquisition or the rPPG method used for estimation, namely the attacker can
only inject noise during the acquisition process using physical means. We are
inspired by previous works [33, 34, 36, 45] that deal with a subset of potential
attacks in a limited scope. To fully understand and mitigate potential physical
attacks to rPPG, we propose the ORPDAD dataset that aims to study a large
set of diverse physical attacks within the same recording environment, thus iso-
lating the variable of interest associated with the specic attack. The attacks
we propose are simple to execute, but can have a large in uence on the rPPG
estimation.

3.1 Motivation and reasons for setup

We identify vulnerabilities based on the properties of rPPG measuring, in Fig. 1
we display three major vulnerabilities. Firstly, as rPPG is measured from re-
ected light, a possible attack vector is the light source. Adding a weak pertur-
bation signal to the incident light source means that it will be present in the
estimated rPPG signal as well. Secondly, subject movement induces noise to the
extracted signal, consequently having the subject move at a set rhythm will make
this added motion perturbation strongly periodical. Therefore, we can leverage
both motion and illumination to inject strongly periodical (rPPG like) signals
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Fig. 1: (Left) Major rPPG measurement environment vulnerabilities and related po-
tential attack vectors. (Right) Data recording setup with equipment as listed in Tab. 1

Table 1: Equipment used for data collection, also shown in Fig. 1 (Right)

Device/Tool Description/Speci cations

Blackmagic Ursa Mini 4K EF1920x1080 30fps 500Mbps
1) RGB Camera 8.7 360 1SO400 WB4000K 24mm
2) 2 Studio lights Aputure LightStorm LS 1c 3500lux 4000K
3) 2 Custom LED panels | 1600Im 11.5W 4000K (96 2835SMD LED) 20 13.3cm?
4) LED Control Circuit RPi 4B + IRL540N MOSFET + Resistors + 12V3A PSU

5) Finger-oximeter PPG Beurer PO80 120Hz

6) ECG Bittium Faros 180 1Khz 1ch

7) Metronome Google Metronome Web App

8) Concealment (C1-C3) Blue Medical Mask and Black Beanie Hat

Maybelline Fit Me Matte Poreless

9) Concealment (C4-C6) Primer + Foundation 220 + Powder 220

into the data. Thirdly, the light measured is re ected from the skin, so either
blocking the light (with an opaque cloth) or attenuating it (with make-up) can
a ect the rPPG negatively. Consequently, we de ne these three physical-domain
attack categories: lllumination (1), Movement (M) and Concealment (C).

3.2 Study design

We record data from 30 healthy (no history of heart disease) volunteers under
di erent scenarios based on the three aforementioned categories of attacks. All
the participants gave written informed consent. For the active attacks we choose
50 bpm and 100 bpm as attack frequencies as they can be considered border-
line resting heart rates, thus plausible but di erent from the real HR in most
recordings. We avoid results being biased by the real HR trend by averaging
results over both frequencies. We record 70 second videos for each scenario, for a
total of 26 scenarios per subject, resulting in 780 videos equivalent to 15.2h of
footage. For the synchronised ground truth physiological signals, we record both
PPG waveforms via a nger-oximeter and ECG waveforms via an ECG device.
Based on the de ned attack categories, we de ne the following scenarios:



ORPDAD 7

Fig. 2: Raw signal (GREEN [43]) and its spectrogram for diverse attacks. For active
illumination (11, 16) and motion based attacks (M1, M9), the target attack frequency
is clearly visible in the spectrogram and can take over the prediction. On the other
hand, passive concealment attacks (C1, C6) signi cantly a ect the estimation's SNR.

Still (S1-S3) : Subject is recorded at a still and resting state before each
attack category. Motion is kept at a comfortable minimum.

lllumination (11-16) : We combine the two attack frequencies (50bpm, 100bpm)
and three di erent intensity settings (S=7%, M=14% and L=21% of the at-
tack device max brightness), resulting in 11=50S, 12=50M, 13=50L, 14=100S,
15=100M, 16=100L. The intensities are much weaker than the base lighting, and
cause perturbations are visually imperceptible in the recordings.

Movement (M1-M11) : We explore simple movements such as small ver-
tical (SV), large vertical (LV), small horizontal (SH), large horizontal (LH),
mouth open/close (M) at the two target frequencies (50bpm, 100bpm). Re-
sulting in M1=50SV, M2=50LV, M3=50SH, M4=50LH, M5=50M, M6=100SV,
M7=100LV, M8=100SH, M9=100LH, M10=100M. We also include natural talk-
ing motion M11 that is not at a set attack frequency.

Concealment (C1-C6) : The rst three opaque (C1-C3) scenarios involve
wearing a forehead concealing beanie C1, a facial mask C2 and then both C3.
The transparent concealment scenarios (C4-C6) contain progressive application
of make-up with primer C4, foundation C5 and setting powder C6.

In Fig. 2 we visualise a subset of the aforementioned attacks and their e ect
on the raw signal from the GREEN [43] method.

3.3 Equipment and setup

To study each attack vector in an isolated manner, we set up a controlled record-
ing environment as to minimise the in uence of external factors that are not
related to the attack. Thus, we keep the same base environment for all subjects
and scenarios, enabling us to study the speci ¢ contribution induced by the at-
tacks. For the base video recordings, we use a professional RGB camera and two
xed LED lights. We record the physiological signals with a nger PPG oximeter
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and a portable ECG belt device. All the recording devices are synchronised by
keeping internal clock times consistent. The subjects are seated at 1m from
the camera and the lights are positioned above the camera and illuminate the
subject at a 45 angle at 1.5m distance.

For the illumination attacks, we design two modulated light panels that each
operate at 1600lm maximum, by using LED strips and a control circuit. These
panels allow the injected light signal to be more uniformly distributed over the
face surface, instead of attacking only part of it (single led case). We pilot the
panels with Pulse Width Modulation (PWM) signals, thus being able to create
a light source that can output any waveform and at any fraction of the max
intensity. For this experiment, we simulate a typical rPPG waveform, with the
main frequency component placed at the target frequency and a second harmonic
at 1/4 of the peak intensity. For the L, M, H settings we use 7%, 14%, 21% of
the max power and set the lights at 1m distance from the subject. For the
movement scenarios, we simply utilise an audio metronome and instruct the
subjects to move according to the set rhythm and movement type. For opaque
concealment, we use medical face masks and black beanie hats. For translucent
concealment we choose a primer, foundation and setting powder, and keep the
brand and shade (220 natural beige) consistent among all subjects.

We provide a detailed list of all the equipment and settings utilised for record-
ing in Tab. 1, and show all the equipment in Fig. 1 (right).

4 Experiments

We assess the e ects of each physical attack on a large set of rPPG meth-
ods that represent the past and current state of the art, as they include both
common hand-crafted and CNN based methods, as well more recent trans-
former based and self-supervised works. We choose the following hand-crafted
non-learning based methods: GREEN [43], CHROM [8], POS [44], LGI [28],
ICA [29] and PCA [16]. As for learning based CNN methods, we choose the
end-to-end methods DeepPhys [5], TS-CAN [19] and PhysNet [46], and the non-
end-to-end method CVD [25]. We also include two transformer based methods
that are Physformer [49] (end-to-end) and PhySU-Net [31] (hon-end-to-end).
Finally, we include an end-to-end self-supervised method Contrast-Phys [40].
We faithfully re-implement the aforementioned methods and ne-tune them
to obtain the best performance on our dataset. All our code can be found at
https://github.com/marukosan93/ORPDAD/, with instructions for requesting

the dataset (containing both raw data, preprocessed data and trained models).

4.1 Experimental setup

Preprocessing : Firstly, we utilise PyFeat [6] with RetinaFace [9] model for
face detection and PFLD [12] model for landmark localisation, the landmarks are
then stabilised with a 5-point moving average lter. For the end-to-end methods,
we crop the images to 128x128 so that the face is centered. For hand-crafted



ORPDAD 9

methods we use the landmarks to de ne a ROI (including forehead, cheeks and
chin) and average the pixels to the raw signal input. Finally, as both non-end-to-
end methods CVD [25] and PhySU-Net [31] utilise multi-scale spatial-temporal
maps (MSTmaps) as input, we follow the suggested processing [25] to generate
the input MSTmaps. For the ground-truth signal, as ECG is considered the gold
standard, we choose to primarily use ECG for experimentation. We rst Iter
the ECG with the method in [10] via NeuroKit2 [22], and then apply the 10-
point average method from [48] to get a resulting signal containing the same
physiological features but with a shape better correlated to the rPPG signal.
All ground-truth signals, original videos and pre-processed videos (landmarks,
MSTmaps, cropped) will be included in the shared dataset version.

Metrics : We follow previous works by using mean absolute error (MAE),
root-mean-square error (RMSE), and Pearson's correlation coe cient (R). Fur-
thermore, we calculate the SNR, de ned as the ratio between the power in the
dominant frequency and second harmonics versus the remaining power [8]. Note
that good SNR does not coincide with accurate prediction, as it measures the
spectrum sparsity around the predicted rPPG (without considering the true la-
bel). For active attacks, we also calculate success rate, de ned as the percentage
of times when the predicted HR is closer to the two attack frequencies than the
ground truth, meaning that the attack successfully hijacked the prediction.

Protocol : To ensure fair validation we adopt a 5-fold subject exclusive pro-
tocol for all experiments. Additionally, we consider two di erent training condi-
tions. Attack Unaware (AU), where the learning based methods are trained only
on the still (S) scenarios and are not exposed to attacks during training, but only
during testing. Attack Aware (AA), in this case, the training data contains the
attack scenarios so that we can assess whether awareness improves robustness.
For AA, we add an attack frequency exclusive cross-validation to the protocol,
we train on all passive scenarios and active scenarios with one attack frequency,
and then test on the non-seen attack frequency. As the attack frequencies are
xed, supervised methods could easily cheat by learning to not predict the seen
speci ¢ attack frequency, without learning any useful features from the attacks.
Our AA protocol is aware of the attacks, but not of the speci ¢ attack frequency.

In testing 30 second non-overlapping segments are evaluated, and we calculate
the HR by nding the highest PSD peak.

4.2 Experimental Results

We analyse each attack category separately, regarding the signal deterioration
in terms of accuracy and SNR. Subsequently, we study the success rate of the
active attacks.

Firstly, we evaluate all the studied methods on the illumination scenarios,
as shown in Tab. 2. On the base scenarios (S1-S3) almost all methods (except
GREEN [43]) have very good performance ( 1 RMSE) as the base task is
not very challenging by design, due to the controlled environment. It stands
out noticeably that hand-crafted methods are very susceptible to the illumina-
tion attack as most methods have a large drop in accuracy, with only the skin
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Table 2: Results on illumination attacks 11-16. Symbols denote: Hand-crafted, Su-
pervised End-to-end and } Non-end-to-end, H Self-supervised. RMSE and SNR are
shown, complete metrics including MAE and R are in supplement.

S1-S3 | 11+14 12+15 13+16

RMSE# S\R (still) (small) | (med.) | (large)
GREEN [43] 8.57 -7.4|25.7 -6.7|27.9 -4.1[27.7 2.5
CHROM [8] 0.91 -3.7|1.87 -4.7(13.3-4.4(19.5 -4.3
POS [44] 0.70 -3.4|5.77 -4.4[11.4 -4.8]13.8 -4.8
LGI [28] 1.05 -3.5[8.16 -4.4/20.7 -4.2[25.9 -3.3
ICA [29] 1.14 1-2.9(22.3-3.7[27.6 -1.4|27.7 1 0.2
PCA [16] 1.35-5.1]10.5 1-6.2|15.6 -6.5[13.1 -7.2

AU [1.02 -2.7|5.53 -3.9|22.6 -3.426.8 -2.4
AA[0.79 -2.8|0.63 -3.7|8.23 -4.0/13.9 4.4
AU [1.16 -3.6/6.31 -4.7|23.5 -4.1]27.4 -3.1
AA[0.88 -3.50.76 -3.9|1.09 -4.2|5.90 -4.5
AU
AA

DeepPhys [5]

TS-CAN [19]

0.88 -3.1|4.58 |-4.2|13.2 |-4.6|16.1 |-4.7
0.55}-2.8|0.51 }-3.1|0.46 |-3.5|1.61 |-4.1
AU [1.03 |-3.1|1.51 |-3.9|5.47 }-4.6{7.17 |-5.2
AA [0.79 }-2.4|1.10 }-2.7]0.95 }-3.0{4.08 |-3.4
AU |0.95 |-3.0(1.01 |-3.8|10.0 |-4.5({14.8 |-4.6
AA [1.34 }-2.4|1.59 |-2.7]|0.57 |-3.1|7.51 |-3.8
AU |0.74 |-1.9/|0.62 }-2.9|5.71 |-3.7|6.24 -4.0
AA|0.50 }-1.8]/0.93 |-2.1(1.41 |-2.6|3.15 |-2.7
AU |0.95 |-2.8|1.51 |-3.8|13.9 |-4.3|17.2 [-4.4
AA |20.1 -3.6]20.9 |-3.7|21.6 |-4.1|21.9 }-4.5

PhysNet [46]

CVD [25]}

Physformer [49]

PhySU-Net [31] }

Contrast-Phys [40] H

model based CHROM [8] and POS [44] having comparable performance only
with the weakest attack (11+14). Moreover, decrease in accuracy does not neces-
sarily mean decrease in SNRe.g. ICA [29] improves in SNR by having a higher
intensity attack, as the output spectrum contains more power in the dominant
attack frequency. For supervised deep learning methods there is an overall better
degree of innate robustness as the learned features are more complex and phys-
iology speci c. However, in the AU case, except for the weakest setting (11+14),
the supervised methods are signi cantly a ected by the attack. The illumina-
tion based attacks a ect non-end-to-end methods CVD [25] and PhySU-Net [31]
less, as the spatial-temporal map inputs are more resistant to the illumination
variation. When adding the attacks into the training data (AA), the perfor-
mance signi cantly improves for the supervised methods, as the networks learn
to ignore the features speci ¢ to the attack, showing the important role of new
data in protection against physical attacks. On the other hand, self-supervised
Contrast-Phys [40] is very receptive to the attacks as it focuses on salient fre-
quency features without supervision. In the AA case, the learned features lose
their physiological meaning as the method learns from inter-data di erences that
are most pronounced between the attacks, leading to inaccurate predictions even
for the non-challenging still scenarios.

Secondly, we study the movement based attacks as shown in Tab. 3. The
hand-crafted methods all have a signi cant performance drop, that is closely cor-
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Table 3: Results on movement attacks M1-M11. Symbols denote:  Hand-crafted,
Supervised End-to-end and } Non-end-to-end, H Self-supervised. RMSE and SNR
are shown, complete metrics including MAE and R are in supplement.

S1-S3 |M1+M6 |M2+M7 |M3+M8 |M4+M9 |M5+M10 M11

RMSE # [SNR (still) (s. ver.) | (I. ver.) |(s. hor.) | (I. hor.) | (mouth) (talk)
GREEN [43] 8.57 |-7.4|26.6 -4.4|26.8 |-2.8/23.5 -6.7|31.0 |-5.6( 26.9 |-5.2|23.1 -8.7
CHROM [8] 0.91}-3.7|10.4 |-4.9|11.5 |-5.8|6.34 |-5.0{19.3 |-5.9/10.6 |-5.5|1.35 |-6.8
POS [44] 0.70 }-3.4|8.60 }-4.8/13.8 |-5.7|8.22 }-4.8|14.5 -6.1{10.3 |-5.4{1.20 |-6.5
LGI [28] 1.05-3.5/18.0 |-4.9|26.1 |-3.8|11.4 |-4.9|24.2 |-5.1|12.7 |-5.3|5.45 |-6.7
ICA [29] 1.14 -2.9(25.5 |-3.3|24.9 |-2.7|21.8 |-4.7|26.3 |-4.1|23.4 -4.0|3.99 |-6.4
PCA [16] 1.35}-5.1{13.4 |-5.4/{16.6 |-7.3|14.5 |-5.9|23.9 |-6.4{13.5 |-5.7|6.13 |-7.1

AU[1.02 -2.7|19.4 -4.626.3 -3.5(23.7 -4.6|25.1 -4.7|17.2 -4.9|5.65 6.6
AA[0.79 -2.86.16 -3.9|15.9 -5.1|15.0 -4.6|20.6 -5.3|9.38 -4.1|7.47 5.4
AU |1.16 -3.6[24.2 -4.5(26.8 -3.2|24.4 -5.326.0 -4.8/19.8 -5.0|1.79 -7.2

DeepPhys [5]

TS-CAN [19] AA|0.88 -3.5/5.99 -4.3|18.5 -5.3|15.2 -5.0|21.0 -5.8| 11.7 -4.7|1.45 5.7
PhysNet [46] AU [0.88 -3.1]17.1 -5.0(22.6 -4.9]9.45 -5.3]20.6 -6.3|8.86 -4.5|6.21 -5.0
4 AA[0.55 -2.8|3.61 -3.3|11.5 -4.4|3.62 -3.7|9.11 -5.5|0.71 -3.6|3.37 -4.2

N I I I I [N 1,
VD [25]] AU [1.03 -3.1|10.6 1-5.516.8 -7.4]6.62 -4.2|11.2 -6.1|5.23 1-5.1|8.74 -4.9

AA [0.79 |-2.4|4.64 |-3.4(12.9 |-5.8/|0.83 |-2.7|5.96 |-4.5/2.97 |-3.6(6.30 |-3.7
AU |0.95 |-3.0|11.0 -4.3|18.3 |-5.0|12.0 |-4.8|20.5 |-5.7|8.55 |-4.6 [8.68 |-5.2
AA [1.34 }-2.4]/0.69 }-2.6(10.8 |-4.0|7.30 |-3.1{11.7 -4.8|5.94 |-3.2|5.67 |-3.9
AU |0.74 |-1.9|5.93 |-4.2|15.2 |-6.5|3.58 |-3.9/9.48 |-6.2| 0.69 |-3.6|7.71 -4.2
AA|0.50 }-1.8]1.31 }-2.3]|9.17 |-3.8|0.69 |-2.2|7.04 |-4.2|0.62 |-2.2|7.56 |-3.1
AU (0.95 |-2.8|15.0 |-4.8|21.6 |-4.6|6.84 |-4.9]18.1 -5.9/9.54 |-4.6|3.41 |-5.0
AA |20.1 -3.6(25.5 |-4.6|27.1 -5.8|27.8 |-5.2|128.8 |-5.4|22.3 |-4.4|24.1 }-5.0

Physformer [49]

PhySU-Net [31] }

Contrast-Phys [40] H

related to the movement intensity, as larger movements yield larger errors. There
is a contrast between the strongly periodical mouth active attack (M5+M10) and
the normal talking motion (M11), as the performance is better when the noise is
not periodical (e.g. CHROM [8] and POS [44] have comparable performance to
the still scenarios), even though the SNR is lower signifying a noisier spectrum.
All the supervised deep learning methods are severely a ected by the attack,
with non-end-to-end PhySU-Net [31] and CVD [25] having lower accuracy drops
overall. Similarly to the illumination attacks, in the AA case the performance
signi cantly improves for supervised methods, as the networks learn to ignore
attack speci c features to a certain degree. On the other hand, for the AU sus-
ceptible Contrast-Phys [40] the addition of attack awareness is even aggravating,
similarly as in the illumination case.

Thirdly, we study the concealment based attacks as shown in Tab. 4 and
visualise the SNR changes in Fig. 3. In this case, hand-crafted methods obtain
variable performance on partial concealment (C1 and C2), with C2 having strong
drops in accuracy for LGI [28], CHROM [8] and PCA [16]. This is due to the
medical mask covering a larger surface of the ROI than the forehead covering
hat. In case of total coverage C3, due to the small portion of uncovered skin
the task is extremely challenging and leads to low accuracy. There is an overall
decrease in SNR when applying the concealment, as the physiologically irrelevant
surface is larger. In the make-up related attacks (C4-C6), the performance only
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Table 4. Results on concealment attacks C1-C6. Symbols denote: Hand-crafted,
Supervised End-to-end and } Non-end-to-end, H Self-supervised. RMSE and SNR
are shown, complete metrics including MAE and R are in supplement.

. sis3| c1 | c2 | c3 | ca | o5 | c6
RMSE# SNR (stil) | (hat) | (mask) | (both) |(primer) |(found.) |(powder)
GREEN [43] 8.57 [ 7.4]14.0 [8.7]18.9 19.1/21.9 19.2(9.46 [-7.7[12.1 [-8.8[13.7 8.7
CHROM [g] 0.913.7(0.72 15.3|11.1 [ 7.8|17.6 -9.5[0.87 14.1|1.16 [5.2[0.95 5.3
POS [44] 0.70 -3.4]0.69 [4.7]0.96 16.0/23.7 110.|0.57 3.5/0.94 1-4.6[0.80 4.6
LGI 28] 1.05 13.5/0.70 4.9[14.1 18.7|22.0 -9.6[0.84 -3.6|1.13 4.9]0.92 4.9
ICA [29] 1.14 12.9/0.81 13.8|1.03 15.2[17.7 -9.2[0.75 13.0{1.05 [4.4]0.87 4.2
PCA [16] 1.3515.1/1.37 5.4[24.1 -0.4[22.0 -9.0[1.08 [4.8|7.78 6.0/8.32 [6.1

AU [1.02 -2.7|0.77 -3.415.3 1-9.4]18.9 1-9.3]|0.76 -2.8/0.84 -3.6/0.75 |-3.4
AA[0.79 -2.8|0.82 -3.3|1.18 -4.0|0.85 -5.8|0.73 -2.8/0.80 -3.8/0.81 3.7
AU [1.16 -3.6{1.05 -4.9[18.4 -9.0[17.7 -8.9[0.77 -3.7|0.91 -4.9]1.21 145

DeepPhys [5]

TS-CAN [19] AA[0.88 -3.5/0.93 -4.0|1.48 -4.4|3.35 -6.1]0.76 -3.4|1.01 -4.8|1.38 4.7
PhysNet [46] AU [0.88 -3.1[0.50 -3.3[0.67 -4.514.8 -7.6|0.71 -3.1]0.76 -4.0{0.60 3.7
4 AA[0.55 -2.8/0.50 -3.1]0.51 -3.2|0.79 -3.9|0.54 -2.8|0.60 -3.6/0.52 3.3

I I I I [N [R R
VD [25]] AU [1.03 -3.1|1.24 -3.5[7.07 -7.5|10.4 -8.5[7.76 -3.1|1.05 -3.7/0.75 3.8

AA[0.79 -2.4|0.82 -2.9|1.16 -3.8|8.43 -7.1]0.87 -2.3|1.03 -2.9|0.73 3.0
AU [0.95 -3.0[0.94 -3.410.8 -6.6|16.1 -7.9]0.71 -3.0/0.68 -3.9/0.66 |-3.6
AA|1.34 -2.4|1.87 -2.8|1.00 -3.1|2.33 -3.9|0.54 -2.4|0.60 -3.2/0.50 1 2.8
AU [0.74 -1.9[0.58 -2.8[6.47 -7.2|18.7 -8.7|0.67 -1.9|0.57 -3.0[0.55 2.7
AA[0.50 -1.8]0.62 -2.3/0.84 -2.8|10.3 -6.7|0.62 -1.8|0.63 -2.5/0.51 2.1
AU [0.95 -2.8]0.73 -3.4{13.8 -8.7|13.6 1-9.0/0.81 -2.8/0.72 -4.3[0.86 4.4
AA[20.1 -3.6|18.9 -3.4/37.0 -6.3|35.8 -6.0|20.1 -3.4|18.3 -3.6|16.7 3.5

Physformer [49]

PhySU-Net [31] }

Contrast-Phys [40] H

signi cantly drops for GREEN [43] and PCA [16] that are more susceptible to
the drop in SNR. For the fully transparent primer C4 (optically similar to a
facial creme), the drop in SNR is negligible not signi cantly a ecting the rPPG
signal. For the foundation C5 and powder C6 scenarios, the drop in SNR is
very noticeable ( 1dB on average) due to the changed optical properties of
the skin. Between C5 and C6 (same shade, but C6 has an additional layer) the
di erence in negligible, meaning that with regards to the rPPG the shade is most
relevant. Similarly, for AU supervised deep learning methods the facial mask is
more damaging to the accuracy of non-end-to-end methods, as they rely on the
ROI only, and C3 is too challenging of a task. For make-up the behaviour is
analogous to the hand-crafted case, with C4 being negligible, and C5 and C6
having a similar overall SNR drop ( 1dB). In the AA case, all methods can
adapt to the partial attack (C1, C2), and surprisingly end-to-end methods are
even able to obtain good performance on the challenging C3 scenario, as they
are able to nd alternative physiologically relevant patches of skin. Regarding
make-up C5 and C6, in the AA case SNR increases noticeably (0:5dB) as the
networks partially mitigate the change in skin shade. As for the self-supervised
Contrast-Phys [40], it is vulnerable to C2 and C3 in the AU case. Analogously
to the previous two attack categories, in the AA case the features decline in
physiological meaning.
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