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1 Virtual-to-Real Transfer

We apply our embodied vision tracker, trained with synthetic data, on a real-
world mobile robot and test it in a complex indoor environment, including occlu-
sions, obstacles, and active distractors, to verify the generalization of the learned
policy.

1.1 Robot Setup
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Fig. 1: The robotic deployment in a real-world scenario. The robot’s onboard camera
captures images, which are then transmitted wirelessly to the laptop for real-time
processing. The model on the laptop processes these images and outputs the actions.
These actions are relayed back to the robot via WiFi, prompting it to adjust the
movement.

We use the RoboMaster EP1, a 4-wheeled robot manufactured by DJI, as our
experimental platform (Figure 1). Equipped with an RGB camera, the Robo-
Master allows us to capture the image and provide direct control signals for both
linear speed and angular motion via Python API. Leveraging its advanced de-
sign, our experiments benefit from precise control over the robot’s movements.
To facilitate real-time image processing, we rely on a wireless LAN connection
to transmit data captured by the robot’s camera to our laptop. Our laptop,
equipped with an Nvidia RTX A3000 GPU, serves as the computational hub
1 https://www.dji-robomaster.com/robomaster-ep.html
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Table 1: We directly map our adopted action space(continuous actions) from virtual
to real. The second and the third columns are the value ranges of velocities in the
virtual and the real robot, respectively

Bound of Action Virtual_Linear(cm/step) Real_Linear(m/s)
Virtual_Angular(degree/s) Real_Angular(rad/s)

High 100, 30 0.5, 1.0
Low -100, -30 -0.5, -1.0

for running the model, enabling action prediction based on the received raw-
pixel images. Subsequently, the corresponding control signals are generated and
transmitted back to the robot, completing the closed-loop control system. This
seamless integration of hardware and software components enables us to execute
complex tasks with efficiency and accuracy, pushing the boundaries of sim-to-
real experimentation. Note that, we can also deploy the embedded AI computing
device for on-board computing, such as NVIDIA Jetson TX2, to replace the wire-
less solution.

In our training phase, we employ a continuous action space, allowing a map-
ping to real robot control commands. The details regarding this mapping are
provided in Table 1.

1.2 Results on Real-World Environments

For real-world deployment, in addition to the long image sequences shown in the
main paper, we also evaluate our tracker in several different environments, fea-
turing low-quality light conditions, wild animals (cat), and static obstacle occlu-
sions. The videos are shown on: https://sites.google.com/view/offline-
evt.

2 Virtual Environments

We use high-fidelity environments from previous works [?,?], which are of diverse
obstacles or distractors in the environment. A room-like environment (“Complex
Room") is used for data collection or training baselines in an online manner. The
other environments are used for evaluating the generalization and robustness of
the agents. The advantages of training and evaluating in these environments
are threefold. Firstly, all of them are constructed based on UnrealCV [?] and
simulate the physical properties of the real scene properly. Secondly, it provides
information required for calculating long-term returns and evaluation metrics in
experiments. Thirdly, it avoids the high cost of trial-and-error interaction in the
real scene. We describe each environment in detail and demonstrate how they
place challenges to active tracking tasks as below.

Complex Room and Simple Room. The Complex Room is a plain room
used for training, with randomized obstacles, players, background textures, and
illumination conditions. The left six images on Figure 3 show the third-person

https://sites.google.com/view/offline-evt
https://sites.google.com/view/offline-evt
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Fig. 2: The tracking demonstration of our agent in Virtual environments. The color
image is the first-person view observation of the embodied agent. The mask on the
bottom of the color image is the corresponding text-conditioned segmentation mask
based on DEVA.

view of the Complex Room. We use five humanoid models as targets and re-
set them every episode as shown in Figure 4. Besides, to learn an appearance-
invariant feature, we randomly choose pictures from a texture dataset [?] and set
the textures of walls, floors, and players separately. Some examples are shown in
Fig. 4. To establish various illumination conditions, we randomize the intensity
and color of each light source at the beginning of each episode. Additionally,
in order to simulate the complex and challenging scenes, we shuffle twenty ob-
stacles in Complex Room at the beginning of each episode. Their shapes can
be cubes, cones, spheres, and cylinders and their scales, textures, and locations
are randomized. The Simple Room is the clean version of the complex room for
evaluating the most basic tracking ability of the agent. There are only four gray
walls on the side, without any obstacles in the room. The other environmental
factors are not randomized in the room. To evaluate the generalization on the
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Fig. 3: Examples of the high-fidelity scenes for training and testing(from left
to right): ComplexRoom(the first three columns), UrbanCity(top in fourth col-
umn), UrbanRoad(top in fifth column),Parking Lot(down in fourth column), and
SnowForest(down in fifth column )

Fig. 4: Left Top: Five humanoid models used in Complex Room. Their textures are
randomized in training, using the pictures shown on the Right Side. Left Bottom:
The humanoid models used in Complex Room. The four humanoid models on the right
are used in Parking Lot, UrbanCity, UrbanRoad, and SnowForest. Note that the red
one is only used in Parking Lot (4D) to produce multiple distractors with the same
appearance as the target.

unseen target, we also introduce four animals (Horse, Sheep, Dog, and Pig) as
the target and distractors in the Simple Room, as is shown in Figure 5.

Urban City. It is constructed to mimic a street intersection scene with
tall buildings, street lights, stone piers, and some puddles which reflect other
objects, as a consequence, it would be difficult to track a target there due to the
unseen textures and shapes of objects. In this scene, we also test the distraction
robustness by adding four distractors, which are of similar appearance to the
targets.

Urban Road. Similar to UrbanCity, UrbanRoad is a street scene that is
mainly composed of urban roads and roadblocks. What makes it more difficult
for embodied visual tracking is that there are many different kinds of obstacles,
most of which are unseen in the training environments.

Parking Lot. This environment looks like an underground parking lot with
uneven lighting conditions. While tracking in Parking Lot, the tracker is required
to recognize the target from a background with challenging illustrations and even
track the targets occluded by some pillars. There are four unseen humanoids
are used, illustrated in the Fig. 4. This scene is also used for evaluating the
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Fig. 5: An Example of the multiple animal’s environments for evaluating the general-
ization on the unseen category of target. The animals have different sizes and appear-
ances, such as horses, dogs, sheep, and so on.

distraction robustness. Note that the distractors and the target share the same
humanoid model to make the distractions more challenging.

Snow Forest. This is a typical snowy scene, where both the target and the
surrounding scenery, such as trees, shrubs, and houses, are often veiled in snow
fog. It’s important to note that in such conditions, first-person observations may
experience impaired visibility due to snowflakes and fog, affecting the line of
sight. Moreover, the undulating terrain adds to the difficulty of tracking.

Figure 2 shows four typical cases of our agents that successfully track the tar-
get in the virtual environment. We can see that the segmentation mask extracted
by VFM (DEVA) is noisy in such complex cases, but the learned recurrent policy
still can keep tracking. More vivid examples of the collected data and the track-
ing videos are shown in the demo page: https://sites.google.com/view/
offline-evt.

3 Offline Data Collection

In this section, we introduce the implementation details of the data collection
process, including the state-based controller for the expert tracker, the noise
action applied in data collection, and the distribution of the collected data.

3.1 State-based Controller

We adopt PID controllers to move an agent to follow a target object and keep
the target in a specific distance and relative angle (in the front 3 meters) as
follows:

– Define the expected distance and angle as the setpoints for the PID con-
troller. For example, the expected distance can be 3 meters and the desired
angle can be 0 degrees (directly in front of the agent).

– Measure the actual distance and angle between the agent and the target
object using the grounded state, which is accessible by the UnrealCV API.
These are the process variables for the PID controller.

https://sites.google.com/view/offline-evt
https://sites.google.com/view/offline-evt
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– Calculate the errors between the setpoints and the process variables. These
are the inputs for the PID controller.

– Apply the PID equation to generate the control output, which is the speed
and direction of the agent. The PID equation can be written as:

u(t) = Kpe(t) +Ki

∫ t

0

e(τ)dτ +Kd
de(t)

dt
(1)

where u(t) is the control output, e(t) is the error, Kp, Ki, and Kd are the
proportional, integral, and derivative gains, respectively.

– Adjust the gains to achieve the desired performance of the PID controller. For
example, increasing Kp will make the agent respond faster to the error, but
may also cause overshoot or oscillation. Increasing Ki will reduce the steady-
state error, but may also cause integral windup or slow response. Increasing
Kd will reduce the overshoot and oscillation, but may also amplify the noise
or cause a derivative kick. Note that when the output is out of the range
defined in the action space, we will clip it. The tuned gains are shown in
Table 2.

Table 2: The gains we used in the PID controller.

Controller Kp Ki Kd

Speed 5 0.1 0.05
Angle 1 0.01 0

3.2 The Noise Level and Dataset Size

In this section, we first present our detailed data size and noise level ablation
result mentioned in Sec 5.6, shown in Table 3. Then, we introduce our strategies
for incorporating noise actions. We set a threshold p, and if the probability value
at time t is greater than p, which is P (t) > p, the agent takes a random action
from the action space and continues for L steps. We also adopt a random strategy
for setting the step length L, with an upper limit of 5. After random actions of
the agent ends, we use a random function to determine the duration of the next
random action L. Here, we set the upper limit to 5 because we found that the
number of times the agent failed in a round significantly increased beyond 5.
Therefore, we empirically set the upper limit of the random step length to 5.

3.3 Data Distribution

We visualized the distributions of four different noise levels used in the experi-
mental section. We defined the noise levels based on the distribution of cumula-
tive rewards for each episode in each dataset. The range of cumulative rewards
was divided into five categories: 500-350, 350-300, 300-250, 250-200, and below
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Table 3: Evaluating the effect of the data size and noise level in data collection in
Complex Room.

Data Size Noise Level Results (AR/EL/SR)
Ours 40k 1 17/297/0.18
Ours 40k 2 282/473/0.82
Ours 40k 3 221/439/0.68
Ours 40k 4 123/373/0.45
Ours 20k 2 49/328/0.23
Ours 80k 2 263/454/0.76
BC 200k 0 143/341/0.32
BC 500k 0 199/371/0.45
BC 1000k 0 222/387/0.49

Fig. 6: Comparison of data distribution for each noise level.

200. The higher the cumulative reward, the fewer noise actions in this episode.
We calculated the number of episodes belonging to different noise categories in
four datasets, and their detailed distributions are shown in Figure 6. We can
observe that as the noise level increases, the number of episodes containing high
noise actions also increases. At noise level 4, all episodes are distributed in the
range of cumulative rewards below 300.

4 Implementation Details

4.1 Baselines

We further explain the details of the baselines, including DiMP, BC methods,
and other end-to-end methods.

DiMP (Discriminative Model Prediction) serves as an off-the-shelf two-stage
tracker. It consists of a visual tracker and a PID controller. We utilize the official
implementation provided by its repository at https://github.com/visionml/
pytracking. The camera controller outputs actions based on the specific error
of the bounding box, provided by the visual tracker. The controller chooses an
action from the action space according to the horizontal error Xerr and the size
error Serr = Wb ×Hb −Wexp ×Hexp, shown as Figure 7.

Behavior Cloning (BC) is an offline reinforcement learning (RL) method akin
to supervised learning, utilizing labeled data (expert data) for training. In our

https://github.com/visionml/pytracking
https://github.com/visionml/pytracking
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Fig. 7: An example to illustrate errors for the PID controller [?]. Xerr measures how
far the bounding box is horizontally away from the desired position. Xerr is negative,
meaning that the camera should move left so the object is closer to the center of the
image. The distance to the target is reflected by the size of the bounding box Serr.

implementation, for a fair comparison, we employ the same visual representation
(text-condition mask generated by VFM and re-targeting mechanism) as input
for the BC methods. However, we diverge by employing pure data as training
data, aiming for the tracker to learn the tracking policy under expert policy
supervision. While the offline training strategy ensures high training efficiency
akin to our proposed method, it is susceptible to overfitting due to the limited
coverage of conditions in the dataset, potentially resulting in weak generalization.

End-to-end Methods, including SARL, AD-VAT, AD-VAT+, and TS, follow
the networks used in [?]. We implement them based on the official implemen-
tation in https://github.com/zfw1226/active_tracking_rl/distractor.
We strictly follow the hyper-parameters used in the original version. 4 parallel
workers are launched during training.

4.2 VFMs

In this paper, we employ 4 different VFMs (DEVA, SAM-Track, DINOv2 and
E-SAM) to generate visual representation.

DEVA extends the Segment Anything Model (SAM) to video, integrating
Grounding-DINO with SAM for text-prompted open-world video segmentation
of novel objects. It provides pixel-wise segmentations and realizes zero-shot
transferring to open-vocabulary objects. We utilize the official implementation
provided by https://github.com/hkchengrex/Tracking-Anything-with-
DEVA.

SAM-Track combines the interactive key-frame segmentation model SAM
with the proposed AOT-based tracking model (DeAOT), which can dynamically
detect and segment new objects. We utilize the official implementation provided
by https://github.com/z-x-yang/Segment-and-Track-Anything.

DINOv2 is trained via a novel approach for computer vision tasks, har-
nesses the power of self-supervised learning. Unlike traditional methods that

https://github.com/zfw1226/active_tracking_rl/distractor
https://github.com/hkchengrex/Tracking-Anything-with-DEVA
https://github.com/hkchengrex/Tracking-Anything-with-DEVA
https://github.com/z-x-yang/Segment-and-Track-Anything
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rely on labeled data, DINOv2 trains directly from images, bypassing the need
for text-image pairs. By doing so, it acquires rich information about input im-
ages, making it versatile for a wide range of tasks. DINOv2 features a Vision
Transformer (ViT) head that readily computes embeddings for image-to-image
retrieval, classification tasks, segmentation, and depth estimation. In this pa-
per, we utilized its segmentation function. We use the official implementation
https://github.com/facebookresearch/dinov2.

Efficient-SAM adopts the self-supervised MAE method. It masks out part of
the image, then restores it, and compares it with the features generated by the
original SAM’s ViT-h for contrastive learning. Ultimately, it also replaces the
ViT module with a lightweight encoder module, successfully improving infer-
ence speed. We use the official implementation https://github.com/xetdata/
EfficientSAM.

4.3 Comparing the Computation Cost of Different VFMs

Table 4: The inference time of deploying various VFMS in our model. All configura-
tions are run on Nvidia GTX 3090.

Name Average Inference Time (ms/step) GPU memory AR/EL/SR
DEVA 66 8280MB 306/479/0.92
SAM-Track 100 1730MB 339/497/0.97
DINOv2 100 1130MB 234/434/0.74
E-SAM 256 1800MB -34/253/0.19

Real-time inference is crucial for embodied visual tracking. In Table 4,
we present the average inference times for different VFMs. DEVA, SAM-Track,
and DINOv2 are well-suited for real-time inference, with DEVA and SAM-Track
demonstrating superior efficiency.

4.4 Offline RL

Our CQL implementation is based on a Github Repository: https://github.
com/BY571/CQL. We modify the data sampler and the optimization process to
support the RNN-based recurrent policy. The hyper-parameters that we used
in offline reinforcement learning and the neural network structures are listed in
Table 5 and Table 6.

https://github.com/facebookresearch/dinov2
https://github.com/xetdata/EfficientSAM
https://github.com/xetdata/EfficientSAM
https://github.com/BY571/CQL
https://github.com/BY571/CQL
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Table 5: The hyper-parameters used for offline training and the policy network.

Name Symbol Value
Learning Rate α 3e-5
Discount Factor γ 0.99
Batch Size - 32
LSTM update step - 20
LSTM Input Dimension - 256
LSTM Output Dimension - 64
LSTM Hidden Layer size - 1

Table 6: The neural network structure, where 8×8-16S4 means 16 filters of size 8×8
and stride 4, FC256 indicates fully connected layer with dimension 256, and LSTM64
indicates that all the sizes in the LSTM unit are 64.

Module Mask Encoder Temporal Encoder Actor Critic
Layer# CNN CNN FC LSTM FC FC

Parameters 8×8-16S4 4×4-32S2 256 64 2 2
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