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Abstract. Visual Place Recognition (VPR) plays a critical role in many
localization and mapping pipelines. It consists of retrieving the closest
sample to a query image, in a certain embedding space, from a database
of geotagged references. The image embedding is learned to effectively
describe a place despite variations in visual appearance, viewpoint, and
geometric changes. In this work, we formulate how limitations in the
Geographic Distance Sensitivity of current VPR embeddings result in
a high probability of incorrectly sorting the top-k retrievals, negatively
impacting the recall. In order to address this issue in single-stage VPR,
we propose a novel mining strategy, CliqgueMining, that selects positive
and negative examples by sampling cliques from a graph of visually sim-
ilar images. Our approach boosts the sensitivity of VPR embeddings at
small distance ranges, significantly improving the state of the art on rel-
evant benchmarks. In particular, we raise recall@1 from 75% to 82% in
MSLS Challenge, and from 76% to 90% in Nordland. Models and code
are available at https://github.com/serizba/cliquemining,
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1 Introduction

Visual Place Recognition (VPR) refers to identifying a place from a query image
7, € R¥*"3 which boils down to retrieving the k closest images {Z, ..., Zy}
from a database where they are georeferenced. VPR is fundamental in several
computer vision applications. It constitutes the first stage of visual localization
pipelines by providing a coarse-grain pose that reduces the search space in large
image collections. This pose can be later refined by robust geometric fitting from
local feature matches [37,/42]. It is also essential in visual SLAM, in which it is
used to detect loop closures and remove geometric drift [9,[11], or as the basis
for topological SLAM [161[18].

In VPR pipelines, every RGB image Z; is typically mapped to a low-dimen-
sional embedding z; € R? by a deep neural network fy : Z; — x; that extracts
and aggregates visual features that are relevant for the task. The closest sam-
ples are retrieved by a nearest-neighbour search using distances in the embedding
space df = ||xy — 2;||2, which hopefully correspond to the views with smallest
geographic distance d = ||p, — pi||2 between them, with p; € R?® standing for
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Fig. 1: Geographic Distance Sensitivity (GDS). We illustrate a typical case of
top-5 retrieval without (left) and with (right) our proposed CliqueMining. Note how
retrievals on the left are not properly sorted based on geographic distance, impacting
the recall for the selected threshold (green circle). We conceptualize this effect as GDS in
the central plot, which shows the distribution of descriptor distances against geographic
distances. A low slope of the mean (orange line) and a high dispersion (orange area),
indicative of low GDS, raise the probability of an incorrect order. To address this, we
present CliqueMining, a novel batch selection pipeline that increases the GDS of a
model (blue line and area) and produces more correct retrievals.

the camera position for Z;. The challenge lies on learning the wide variabil-
ity in the visual appearance of places, caused among others by environmental,
weather, seasonal, illumination and viewpoint variability, or dynamic content.
Recent years have witnessed significant advances in VPR, driven among others
by enhanced network architectures [2}3,25,33.|67], loss functions [21,/30L59,/61],
or two-stage re-ranking strategies [12,/231|46L58,/67].

In this work, we start by analyzing the Geographic Distance Sensitivity
(GDS) of VPR embeddings, that can be illustrated by a plot of the distribution
of embedding distances d° vs. geographic distances d?, as in the centre of Fig. [T}
The plot shows two cases: in orange the distribution a typical VPR pipeline
would achieve, and in blue the distribution that would be obtained by a model
with enhanced GDS, result of training using our novel CliqueMining, which we
will introduce later. Note how a high variance and a small slope results in a high
probability of incorrectly sorting the top-5 retrievals. The top-1 retrieval on the
left is, as it is written in the title, close but not there. By decreasing the variance
and increasing the slope the probability of an incorrect ordering decreases.

Fig.[2)shows this phenomenon occurring in real datasets when using the state-
of-the-art baseline DINOv2 SALAD |[25]. Observe how the top-5 retrievals with-
out our CliqueMining in MSLS [60] and Nordland [52] are not properly sorted by
real geographic distance. While two-stage re-ranking approaches might assist in
alleviating this, their local feature matching stage come with a prohibitive stor-
age and computational footprint. Additionally, recent methods using only global
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features [25, 45] already surpass those that involve local features for re-ranking.
Although mining strategies also aim to improve performance by compiling infor-
mative batches during training, existing strategies are not speci cally tailored
to enhance GDS in densely sampled data.

In addition to analyzing GDS, in this work we propose a novel mining strat-
egy, CligueMining, explicitly tailored to address it. Our hypothesis is that, in
order to boost the GDS, the training batches should include images of highly
similar appearance at small distances, that are not explicitly searched for in cur-
rent mining schemes. We achieve that by organizing our training samples as a
graph from which we extract cliques that represent sets of images that are ge-
ographically close. Our experiments show that, in this way, using CligueMining
on top of a baseline model obtains substantial improvements in recall metrics.

Fig. 2: Top-5 retrievals for DINOv2-SALAD [25] without and with our CligueMining

in MSLS [60] and Nordland [52]. Green frames represent correct retrievals and red
frames incorrect ones, under the standard 25-meters (1 frame for Nordland) decision
threshold. Our CliqueMining achieves a better sorting of the retrievals with respect to
their geographical distance to the query, which positively impacts the recall.
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