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This appendix provides additional material related to our proposed surface re-
construction method, DiffCD, and the experiments. In Appendix A, we expand
on the implementation details of DiffCD and our reimplementation of the base-
line methods. In Appendix B, we provide the full proof of Theorem 1. In Ap-
pendix C, we analyze the impact of o on the sample approximation ﬁg‘s A-In
Appendix D, we provide a toy example where the minimizer of the SIREN [27]
loss has a closed-form solution. In Appendix E, we provide additional exper-
iments, demonstrating that increasing the eikonal weight results in smoother
surfaces. We also provide additional results showing that all methods — Neural-
Pull, IGR, SIREN and our DiffCD — benefit from the choice of the parameters
used in Sec. 6. Finally, Appendix F expands on the comparison between our
method and Neural-Pull with a 2D example.

A Additional implementation details

Network architecture and training. We use the same coordinate MLP
f(0, -) for all loss functions, consisting of 8 fully connected layers with 256-
dimensional features and softplus activations, using geometric initialization as
introduced by Gropp et al. [14]. We also use a skip connection from the input
to the 4th layer. We train each method for 40K iterations of Adam [35] with
a learning rate of 102 for the “No Noise” and “Medium Noise” settings, and
5x10~° for the “Max Noise” setting. We use cosine annealing and a linear warm-
up spanning the first 1000 iterations.

Batch sampling. FEach training batch consists of 5K points Z; sampled uni-
formly from the input point cloud P. These points are used to compute the
points-to-surface loss. For DiffCD, we sample an additional 5K surface points
x;(0) from Sy following our sampling scheme (c¢f. Sec. 4). For the eikonal loss,
we use a mixed sampling scheme similar to Gropp et al. [14]. Specifically, we
sample 625 “global” points uniformly from 2, along with 5K “local” points ob-
tained from a normal distribution centered at each Z;. The standard deviation
of each normal distribution is determined by the distance from Z; to its 50t®
nearest neighbor in P. Inspired by the implementation of Baorui et al. [4], we
scale each standard deviation by a factor of 0.2, as we find that it tends to im-
prove surface detail. For Neural-Pull [4], we only use the 5K local sample points
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as in the original implementation. For computing ﬁg‘s A» We sample 5K points
uniformly from {2 following the original paper.

Normalization. Before training, we follow Baorui et al. [4] and compute a
XYZ-aligned bounding box around each point cloud, and normalize it by sub-
tracting the box center and scaling by the maximum side length. As a result,
the normalized point cloud fits into a [—0.5,0.5]> bounding box. We de-normalize
all shapes to their original size and position before computing metrics.

B Proof of Theorem 1

Proof. Note that, in the limit of large «, the function %e‘““' approaches the
Dirac delta distribution® 6(7). Using this fact, we can take the limit of Eq. (16)
as @ — oo to obtain:

L) = Jim 1564(0) = | 5(7(6.2)do. 1)

At this point, the theorem follows directly from e.g. Hérmander [34, Theorem
6.1.5]. Nevertheless, we will provide a proof in our notation with the purpose of
providing a geometric interpretation. The main idea is to decompose the volume
integral over (2 into a surface integral over Sy and a line integral over a short
segment along the surface normal §(6,z) = g(0,z)/||g(8,2)||:

[ ot@anas= [ [ 500+ 5000 aras. )
2 zeSy J —e€

This decomposition is valid since the surface normal is orthogonal to the surface
element dS everywhere on the surface. The particular value of € does not affect
the result as long as it is chosen small enough to ensure there are no additional
O-level crossings of f(x + 7G(6,x)) on the interval 7 € [—¢, €].

We then use a property of the Dirac delta, namely that 6(h(7)) = §(7)/h’(0)
for any function h : R — R whose only zero occurs at 7 = 0. In our case, we
set hy (1) = f(0,2 + 7G(0,x)), which satisfies h,(0) = f(0,z) = 0 and h/(0) =
llg(8, )|, for all x on Sy. We can then rewrite Eq. (2) in terms of h, to get:

LA (0) = /Q 5(£(0,2)) da

z/ he(7)drdS
€Sy J—e

VAR I
- /517659 [e Hg(@,m)H drds (3)
1

= o(t)dt————— dS
Lo L0
1
- 45,
|

! The delta distribution is an idealized function, defined such that §(7) = 0 for 7 # 0,
and [*°_6(7)dr = 1. For an introduction, see e.g. Arfken et al. [33, Chapter 1].
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Fig. 9: Comparison between Theorem 1 and the sample approximation from Eq. (20).
Top row: Neural implicit surface at initialization. Bottom row: implicit surface after
40K iterations of DiffCD on the bunny point cloud marked in blue. In each case, we
sample 100 sets of 5K points uniformly from {2 marked as black dots (left) and show the
resulting gradient norm histograms (center) and the mean sample approximations of
L&sa, £ 1 standard deviation for a range of « (right). Dashed lines indicate the actual
values of the surface integral and surface area, as computed from a mesh obtained using
marching cubes [19].

which completes the first part of the proof. If f(6,z) is an SDF, we additionally
have ||g(8,2)|| =1 for all 2 € Sy, so:

L5a0) = [ ds=sil (@
x€Sy
which completes the second part of the proof. ad

C Siren loss sample approximation

In this section, we investigate the sample approximation from Eq. (20):

K

- 2«
Ga0) = LS 3 emelsom, )
=1

We have shown in Theorem 1 that ﬁg‘s A approaches a surface integral in the
idealized setting of & = K = oo. Yet, it is natural to ask whether the approxi-
mation is valid in practice. To this end, we perform a numerical experiment, as
summarized in Fig. 9. Specifically, we sample multiple point sets (each with 5K
points), from which we compute Lgg, for various values of a.
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The first row of Fig. 9 shows the sample approximations for a surface before
training. With weights obtained using the initialization scheme from Gropp et al.
[14]. While the initialization ensures that the initial surface is roughly a sphere,
the neural field f(6, -) is far from an SDF. In fact, the histogram reveals that
most gradient norms are strictly smaller than 1. In this case, the sample aver-
age indeed converges to the surface integral weighted by the inverse gradient;
Js, 1/lgll dS # |Sp|, as predicted by Theorem 1.

The second row of Fig. 9 shows the same experiment after fitting f(6, - ) to
a point cloud using DiffCD. In this case, most gradient norms, ||g||, are close to
1 due to the eikonal loss. As a result, the SDF approximation is valid, and the
sample average approaches the true surface area |Sp|. This confirms that mini-
mizing the sample approximation Lssa along with the eikonal loss is equivalent
to minimizing the surface area of the implicit surface.

In both cases, we can also note that increasing « leads to a larger sample
variance. This is because any given sample is less likely to land close enough to
the surface to contribute a nonzero value to the average. On the other hand, when
« is too small, the sample average is more or less independent of the surface. We
use @ = 100 for our experiments, as proposed by Sitzmann et al. [27]. We can
verify that this value is reasonable by noting that it allows the sample average
to converge without having an overly large variance.

D A toy example

We can demonstrate how the SIREN [27] loss can lead to disappearing surfaces
using the following toy example of a 2D circle. Suppose the points Z; all lie on
a circle of unknown radius r in 2 = R2. We then parameterize the neural SDF
as f(0,z) = ||z|| — 6. We can confirm that, as V, f(0,z) = T the field f(, )
satisfies the eikonal constraint everywhere except at x = 0. Furthermore, the
0-level set is a circle of radius 6, so clearly the true shape is obtained by setting
=r.
Plugging f(6, - ) into Eq. (17), we obtain a closed-form expression:

1 — «
o 9) == E | — 6P = —alf(6,2)] q
SirEN(0) ni:1|||ff | | +M2/}R26 z

0 0
=|r—06P+ wua(/ re=0=r) g —1—/ re=o(r=9 dr> (6)
0 0

=|r— 0"+ p(276 + Z6_0‘6’).
o
For a large «, the loss function tends towards Lg3, () = |r — 0|P + p276, which
is minimized by

1
o =" M<217T, for p =1,

0* = max{0,r — wu}, for p = 2.
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Fig. 10: Reconstructed shapes and gradient norm histograms obtained using DiffCD
for various eikonal weights A. A larger )\ leads to smoother surfaces, which prevents
overfitting.

With the mean squared error (p = 2), the estimated radius 6* is always strictly
less than the actual radius r and shrinks linearly with the weighing parameter
w until the surface collapses to a single point at = 0 for x> /7. In the mean
error case (p = 1), the true radius will be recovered perfectly if p is below the
threshold 1/27. However, the radius will suddenly collapse to a point when p goes
above the threshold. Although the threshold can be determined in closed form
in this example, it will be generally unpredictable and depend on the magnitude
of the gradient of the surface area w.r.t. the surface parameters 6.

E Parameter ablation and eikonal weight smoothing

We find that the value of the eikonal weight, A, has a significant impact on
the overall smoothness of reconstructed shapes. In particular, larger A tends to
produce smoother shapes. This is likely due to the fact that non-flat surfaces have
more non-differentiable points in the distance field, where the gradient changes
direction abruptly. Such points are difficult to approximate without violating the
eikonal constraint, and they are therefore naturally avoided by the optimization
process if A is sufficiently large. We demonstrate this effect qualitatively in Fig. 10
the noisy scenarios. When A is too small, the field collapses to the degenerate
solution f(#, -) = 0. As X increases, a distinct O-level set eventually appears.
However, the reconstructed shapes are initially “wrinkly”, since nothing prevents
the surface from overfitting to the noise. With larger A, the surfaces become
smoother, and the gradient norms concentrate around the value 1. On the other
hand, setting A too large results in over-smoothing, so the optimal value for any
given shape will lie somewhere in between. We can also note that, in contrast to
LsireN, increasing A does not lead to the surface disappearing.
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Medium Noise

Methods A LR CD CD? CA (°)

Neural-Pull ~ 107® 0.924 4.086 4L.7 SIREN [27] ~ DiffCD (ours)
IGR 0.1 1073 1.454 13.185 49.8 =) )

SIREN (1=0.033) 0.1 1073 0.782 1.348 45.4 5 P ~ gm e
SIREN (u=0.33) 0.1 1073 0.719 1.639 33.8 < <

DiffCD (ours) 0.1 107 0.654 0.698 35.7

IGR 0.5 1073 1.504 15.914 35.1

SIREN (1=0.033) 0.5 1073 0.963 3.647 32.5 s s

SIREN (p=0.33) 0.5 1073 0.739 1.724 26.8 I PR
DiffCD (ours) 0.5 1073 0.690 1.069 26.6 <~ )

Table 3: Parameter ablation on FAMOUS in the medium noise setting.
Lower is better. The best performing optimization-based method in each category is
marked in bold.

Max Noise
Methods A LR CD CD? CA (°)
Neural-Pull - 107% 158 5.101 66.9  _  SIREN[27]  DiffCD (ours)
IGR 0.1 107 8.613 281.441 87.1 ] /]
SIREN (1=0.033) 0.1 1073 2.828 16.140 85.9 ;ﬁ e -
SIREN (p=0.33) 01 1073 1.845 5936 79.2 g .
DiffCD (ours) 0.1 1073 2.042 7.888 84.3 <-4 e
Neural-Pull ~  5x107° 1.926 11.114 44.9 D
IGR 1.0 5x107° 2.553 27.912 45.7 !
SIREN (£=0.033) 1.0 5x107° 2.079 14.268 44.9 B -
SIREN (p=0.33) 1.0 5x107° 1.658  7.698 41.1 T [l .I" ‘ o i
DiffCD (ours) 1.0 5x107° 1.416  4.306 37.4 <4 o

Table 4: Parameter ablation on FAMOUS in the max noise setting. Lower is better.
The best performing optimization-based method in each category is marked in bold.

We find that using the base settings of A = 0.1 and a learning rate (LR)
of 1073 works well for the noise-free setting. However, in the “medium noise”
and “max noise” settings, we observe that these parameter settings result in an
under-regularized problem, and the surface tends to overfit the noise.
Medium noise. In the medium noise setting, we observe that optimization-
based methods tend to overfit to the point cloud by introducing “wrinkles” in
the surface such that it passes through all the points. We demonstrate this
phenomenon quantitatively and qualitatively in Tab. 3. The overfitting is par-
ticularly noticeable in the Chamfer angle (CA) metric, where all methods have
a CA of above 35° when using A=0.1. In order to reduce the degree of overfit-
ting, we increase the eikonal weight to A=0.5. The larger eikonal weight results
in smoother surfaces across all methods, with a substantial decrease in the CA
metric, although at the cost of a slight increase in CD and CD?.

Max noise. In the maximum noise setting, we observe a different kind of
overfitting. Namely, the surface tends to “fold” into several layers. This folding
does in fact result in a lower Chamfer distance (both symmetric and one-sided)
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between the implicit surface and the point cloud. Therefore, mitigating this
phenomenon again requires regularization. In this case, we set A = 1 and LR=
5x1075. We verify in Tab. 4 that these settings yield better results across all
methods.

F Comparison to Neural-Pull

Neural-Pull [4] tackles the surface reconstruction problem by defining a pulling
operation:

Vo f(0, )

which “pulls” the point x a distance of |f(6, z)| along the direction of the gradi-
ent. The pulled point will be close to the implicit surface Sy as long as f(6,z)
approximates an SDF. The idea behind Neural-Pull is then to sample a set of
points, z, € P,, and minimize the average distance? between the pulled location
of each sample point and the corresponding closest point in the point cloud P:

1
L%P(G) = w 27; ||$proj(737xs) - zpull(07x8)||' (9)
Ts€Ps

xpull(ea .13) =T — f(97 J})

Here, zproj(A, z5) denotes the closest point to z, in the set A:
Tproj (4, z5) = min [z — . (10)

With this definition, we have zpun (8, £s) =Zproj(Se, ) in the case when f(6, -)
is an SDF. We can therefore view minimizing Eq. (9) as a method for sampling
correspondences between the point cloud and the implicit surface, and then
minimizing the resulting distances.® This approach works well in cases where
Zproj(P,x) is a good approximation of the closest point on the true surface .S,
as is the case when P densely samples S. However, it introduces problems when
the point cloud is noisy or sparse — the scenario we addressed in this work.

We illustrate the drawbacks of Neural-Pull for a sparse 2D point cloud in
Fig. 11. In the sparse scenario, the sample points zs are more likely to end up
in-between the training points, resulting in the surface being pulled apart and
introducing “wrinkles”. IGR [14] and DiffCD, which are based on the implicit
points-to-surface loss (¢f. Eq. (5)), tend to instead smoothly interpolate between
surface samples.

We note that our surface-to-points loss used in DiffCD also “pulls” the surface
towards the point cloud. However, the choice of the minimum norm gradient in
Sec. 4 ensures that the pulling stops when the direction towards the closest point
in the point cloud is orthogonal to the surface normal. Ensuring that a smooth
surface is obtained even for sparse point clouds.

2 While Eq. 2 in Baorui et al. [4] denotes the mean squared distance between the point
correspondences, the released implementation uses the mean distance. We opt for
the mean distance to match the implementation.

3 Eq. (9) cannot be directly interpreted as a Chamfer distance, as 2proj(Ss,zs) and
Zproj(P, xs) are not necessarily the closest points w.r.t. each other.
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Initialization Neural-Pull [4] IGR [14] DiffCD (ours)
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Fig. 11: Comparison between Neural-Pull and other optimization-based methods for a
sparse 2D point cloud. Neural-Pull [4] tends to pull the surface apart, causing wrinkles
between training points. In contrast, methods based on the implicit points-to-surface
distance (cf. Eq. (5)) tend to smoothly interpolate the points.
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