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Abstract. Neural implicit surfaces can be used to recover accurate 3D
geometry from imperfect point clouds. In this work, we show that state-
of-the-art techniques work by minimizing an approximation of a one-
sided Chamfer distance. This shape metric is not symmetric, as it only
ensures that the point cloud is near the surface but not vice versa. As
a consequence, existing methods can produce inaccurate reconstructions
with spurious surfaces. Although one approach against spurious surfaces
has been widely used in the literature, we theoretically and experimen-
tally show that it is equivalent to regularizing the surface area, resulting
in over-smoothing. As a more appealing alternative, we propose DiffCD,
a novel loss function corresponding to the symmetric Chamfer distance.
In contrast to previous work, DiffCD also assures that the surface is near
the point cloud, which eliminates spurious surfaces without the need for
additional regularization. We experimentally show that DiffCD reliably
recovers a high degree of shape detail, substantially outperforming ex-
isting work across varying surface complexity and noise levels.

1 Introduction

Neural implicit surfaces parametrize a 3D surface as the zero-level set of a scalar
field predicted by a multi-layer perceptron (MLP) f(θ, · ) : R3 → R:

Sθ = {x : f(θ, x) = 0}, (1)

where θ are the network parameters. Neural implicit surfaces are naturally suited
for surface reconstruction. In contrast to meshes, they are continuous everywhere
and can represent shapes of arbitrary topology; in contrast to point clouds, they
provide surface normal information and enable occlusion reasoning. The implicit
surface representation is also malleable and allows for complex shape manipula-
tions, such as topological changes [31]. Yet, as Fig. 1 illustrates, optimizing over
such a flexible parametrization of the surface also comes with some difficulties.

Project code is available at https://github.com/linusnie/diffcd.
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(a) Ground truth (b) LIGR [14] (c) LSIREN [27] (d) LDiffCD (ours)

Fig. 1: Surface reconstruction. Comparison between optimization-based methods
for neural implicit surface reconstruction. a) Input point cloud and ground-truth sur-
face. b) The IGR [14] loss function may produce spurious surfaces. c) The SIREN
[27] loss function (here with � = 0:33) trades off the spurious artifacts against over-
or under-smoothing of the surface. d) Our symmetric differentiable Chamfer distance
resolves the issue of spurious surfaces while recovering high-quality surface details.

State-of-the-art techniques [4, 14, 27] struggle to accurately recover surfaces in
practical scenarios, especially when the sensor data is incomplete and noisy.
Problem setup. We consider the problem of reconstructing an underlying
surface S from an unoriented, sparse and possibly noisy point cloud P = {x̃i}ni=1,
contained in a bounding region Ω. Our goal is to estimate the network parameters
θ such that the zero-level set Sθ approximates the true surface, i.e. Sθ ≈ S.
We further require that f(θ, · ) approximates a Signed Distance Field (SDF),
characterized by the eikonal equation:

∥∇xf(θ, x)∥ = 1. (2)
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This ensures that the absolute value of the field at any point equals the distance
to the surface. Training f(θ, · ) to satisfy the eikonal equation adds regularity
to the optimization problem by preventing the degenerate solution f(θ, · ) = 0.
Contributions. Firstly, we show that the widely used approach of training the
network output to vanish on the point cloud [5, 14, 27, 29, 32] corresponds to
minimizing only one side of the Chamfer distance – the average distance from
the input point cloud to the implicit surface. We will refer to this quantity as the
points-to-surface Chamfer distance. Although minimizing the one-sided Chamfer
distance works in some scenarios, it may lead to spurious surfaces, see Fig. 1b.

Spurious surfaces are large surface chunks located in the “blind spot” of the
one-sided Chamfer distance. This observation suggests that minimizing the full,
symmetric Chamfer distance could lead to a more accurate surface reconstruc-
tion. As a second contribution, we therefore develop a novel loss term corre-
sponding to the “missing” one-sided surface-to-points Chamfer distance. This
term measures the average distance from the implicit surface to the point cloud.
Our proposed loss function combines the two one-sided Chamfer distances into
a single loss function, the Differentiable Chamfer Distance (DiffCD). By min-
imizing the symmetric Chamfer distance, DiffCD reliably mitigates the issue of
spurious surfaces, achieving a substantial improvement in surface reconstruction
accuracy across various types of shapes and noise levels.

As our third contribution, we theoretically justify DiffCD against a popu-
lar alternative for mitigating spurious surfaces, the off-surface loss adopted by
SIREN [27]. We prove that minimizing the SIREN loss term is equivalent to reg-
ularizing the surface area of the implicit surface. This implies that the SIREN
approach mitigates spurious surfaces at the cost of shrinking the surface area,
resulting in over-smoothing, or even to the surface disappearing.

Overall, our work provides novel theoretical insights into surface reconstruc-
tion with neural implicit surfaces. Building on these insights, we develop DiffCD.
It minimizes the symmetric Chamfer distance between the point cloud and the
implicit surface, leading to a more reliable surface reconstruction.

2 Related work

The two dominant categories of techniques for reconstructing neural implicit
surfaces from point clouds are supervised and optimization-based. Here, we pro-
vide a condensed summary of the most relevant previous work. For a broader
overview, we refer interested readers to the recent survey by Sulzer et al. [28].
Supervised methods. Supervised methods approach the surface reconstruc-
tion problem by learning from a large collection of point clouds with correspond-
ing ground-truth meshes. Supervised methods typically extract feature vectors
from the point cloud, which are used to predict either occupancy or a signed dis-
tance value. Points2Surf [11] employs PointNet [26] and regresses the sign and
distance separately by combining a fine-grained local descriptor with a coarse-
grained global descriptor. POCO [6] instead uses point cloud convolutions [7].
Neural Kernel Surface Reconstruction (NKSR) [16] defines the surface as the
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zero-level set of a Neural Kernel Field [30]. It relies on PointNet-like [26] en-
coder to extract a voxel hierarchy of kernel features from the point cloud.
Optimization-based methods. More relevant to our work are optimization-
based methods [2–4, 20, 24, 27]. They reconstruct the surface by formulating
a loss function, which is optimized from scratch at inference time. IGR [14],
Neural-Pull [4] and SIREN [27] all employ different loss functions to ensure that
the zero-level goes through the point cloud points. Leveraging normals in the in-
put significantly simplifies the problem, leading to more accurate reconstruction
with classical [17] and neural-based [3, 14, 25, 27] formulations alike. Surface
reconstruction without normals – the scenario addressed in this work – is highly
ill-posed. It inspires interest in regularization techniques, which typically en-
courage smooth solutions by means of additional loss terms. Several methods
penalize deviations from the SDF properties, most notably the eikonal equation
[14, 27]. A related property, which can be derived from the eikonal equation,
is that the gradient of an SDF lies in the nullspace of the Hessian [22]. This
property has been used to motivate regularizing the determinant of the Hessian
[32] and the norm of the Hessian-gradient product [29]. Level-set alignment [21]
also makes use of this property indirectly by regularizing the misalignment of
the gradient in the query points and their level-set projections. DiGs [5] goes
beyond SDF properties and minimizes the divergence of the scalar field, which
increases surface smoothness by encouraging flat level sets. PHASE [20] and, as
we will see in Sec. 5, SIREN [27] both include loss functions that regularize the
surface area of the implicit surface. In contrast to regularization, our loss term
is geometric in nature. In fact, we find that tuning the weight of the eikonal loss
is sufficient for adapting our method to various noise levels.
Chamfer distance for shape reconstruction. Point2Mesh [15] and SAP
[25] also develop differentiable variants of the symmetric Chamfer distance, but
use an intermediate mesh representation. In contrast, our DiffCD is defined di-
rectly in terms of the implicit surface.

3 Background

3.1 Chamfer distance

As the base of our analysis and our novel loss formulation, we leverage a widely
used metric in shape reconstruction, the Chamfer distance1 [12]. The Chamfer
distance between two point sets, P1 and P2, is given by:

CD(P1,P2) =
1

2

�
CD!(P1,P2) + CD!(P2,P1)

�
. (3)

The term CD!(P1,P2) is the one-sided Chamfer distance from P1 to P2. It
simply measures the average distance between each point in P1 and its corre-

1 The Chamfer distance is not a distance metric in the mathematical sense, as it does
not satisfy the triangle inequality; it is an average over point-to-set distances.
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sponding closest point inP2:

CD! (P1; P2) =
1

jP1j

X

x 1 2P 1

min
x 2 2P 2

kx1 � x2k; (4)

where k � k is the `2-norm and jP1j is the number of points in P1. Although the
one-sided Chamfer distance can be a reliable similarity metric ifP1 and P2 have
similar density and size, it can be misleadingly small even in cases of substantial
shape mismatch. Notably, points in P2 which are not the nearest neighbor of
any point in P1 will have no impact on the value of CD! (P1; P2).

3.2 IGR and spurious surfaces

Let us recall implicit geometric regularization (IGR) [14], which serves as the
base loss function for several follow-up works [5, 27, 29, 32]. In the normal-free
unoriented setting, IGR tackles the surface reconstruction problem by minimiz-
ing the following loss function:

L IGR (� )=
1
n

nX

i =1

jf (�; ~x i )j + �L eikonal (� ): (5)

The �rst term in Eq. (5) ensures that the network output is close to 0 on the
points in the point cloud, ~x i 2 P . The second term is theeikonal loss. It ensures
that f (�; � ) approximates an SDF by penalizing deviations from the eikonal
equation in Eq. (2):

L eikonal (� ) =
1

jPs j

X

x s 2P s

(kr x f (�; x s)k� 1)2: (6)

Ps is the set of sample points at which the eikonal loss should be computed. The
hyperparameter � in Eq. (5) is the eikonal weightand it determines the trade-o�
between the two terms. As we discuss in Appendix E, the value of� can have a
signi�cant impact on the reconstructed surface.
IGR approximates a one-sided Chamfer distance. Using the fact that
f (�; � ) will approximate the signed distance �eld of S� , we can adopt a geometric
interpretation of Eq. (5). Namely, when the eikonal loss is small, each term in
the sum will approximate a distance to the implicit surface:

jf (�; ~x)j � min
x 2 S�

k~x � xk, when L eikonal (� ) � 0: (7)

Plugging this approximation back into Eq. (5), it becomes clear that L IGR in
turn approximates the average distance between the point cloud and the implicit
surface, which we can identify as a one-sided Chamfer distance (cf . Sec. 3.2).
That is, we have:

L IGR (� ) �
1
n

nX

i =1

min
x 2 S�

k~x i � xkp = CD! (P; S� ), when L eikonal (� ) � 0: (8)
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(a) Initialization (b) L IGR [14] (c) L SIREN [27] (d) L Di�CD (ours)

Fig. 2: 2D surface reconstruction. Fitting a neural implicit surface to a 2D point
cloud. a) Initial surface. b) IGR [14] only minimizes the points-to-surface chamfer
distance, leaving a large spurious surface even after many optimizer steps. c) Adding
the loss term proposed in SIREN [27] removes the spurious surface, but also produces
an overly smooth solution. d) Our method, Di�CD, also minimizes the missing surface-
to-points distance, resulting in a tight �t.

Note that Eq. (8) expands the de�nition of the Chamfer distance from Eq. (4):
the minimum here is taken over a continuous surfaceS� . We will refer to Eq. (8)
as the points-to-surface Chamfer distance between the point cloud and the im-
plicit surface.
Spurious surfaces. A critical shortcoming of minimizing only one side of the
Chamfer distance is that it cannot account for the surface parts far away from
every point in P. As illustrated in Fig. 1 and Fig. 2, this leads to spurious surfaces
in the reconstructions produced by IGR. Speci�cally, large blob-shaped artifacts
tend to accumulate near repeated thin structures and in the areas where the
point cloud has missing coverage. Introduced next, our approach addresses this
issue.

4 Di�CD: A Symmetric Di�erentiable Chamfer Distance

In order to resolve the issue of spurious surfaces, we propose extending the one-
sided Chamfer distance in Eq. (5) to a fullsymmetric Chamfer distance. By doing
so, we explicitly account for the spurious surfaces with the loss function. To this
end, we add the �missing� Chamfer term, namely thesurface-to-points Chamfer
distance. The surface-to-points Chamfer distance is the average distance from
the surface to the point cloud:

CD! (S� ; P) =
1
n

nX

i =1

min
j =1 ;:::;N

kx i (� ) � ~x j k; (9)
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wherex i (� ) are points sampled uniformly from the implicit surface S� . Note that
Eq. (9) is an explicit loss; it is de�ned geometrically and does not assumef (�; � )
to be an SDF. Below, we propose an e�cient sampling procedure and a method
for computing the gradients of the surface-to-points loss.

Fig. 2 illustrates a 2D example of jointly minimizing both sides of the Cham-
fer distance. The sample pointsx i (� ) depend on the network parameters� and
are constrained to lie on the implicit surface. By minimizing Eq. (9), the gradi-
ent descent will tend to move each surface pointx i (� ) toward the closest point
in the point cloud. This surface pulling toward the point cloud will eventually
remove any spurious surfaces by molding them into the existing surface.

Having de�ned the surface-to-points loss, we introduceDi�erentiable Cham-
fer Distance, or Di�CD . Similar to the Chamfer distance for point clouds, we
take the average of the two one-sided Chamfer distances to obtain:

L Di�CD (� ) =
1
2

�
1
n

nX

i =1

jf (�; ~x i )j + CD! (S� ; P)
�

+ �L eikonal (� ): (10)

Using Eq. (8), we can con�rm that Eq. (10) indeed approximates the symmetric
Chamfer distance when the eikonal loss is small:

L Di�CD (� ) � CD(S� ; P), when L eikonal (� ) � 0: (11)

That is, minimizing our proposed loss function Eq. (10) implicitly minimizes the
fully symmetric Chamfer distance between the point cloud and the surface, as
opposed to just the one-sided Chamfer distance.

4.1 Computing gradients

In order to minimize Eq. (9) with backpropagation, we need a method for com-
puting surface point derivatives, r � x i (� ), where� 2 R is a scalar network param-
eter. For this, we use the method for controlling level sets proposed by Atzmon
et al. [1]. The key idea is to make use of the level set equationf (�; x i (� )) = 0 ,
which must hold for all � . Di�erentiating both sides of the level set equation
w.r.t. � and rearranging terms yields the constraint:

gT r � x i (� ) = � f � ; (12)

where we have used the shorthandsg := r x f (�; x i (� )) and f � := r � f (�; x i (� )) .
That is, the gradient r � x i (� ) lies on a plane with normalg at a distancejf � j=kgk
from the origin. So we can setr � x i (� ) = � � f � g=kgk2, where � 2 R3 is any
vector orthogonal to g.

Similarly to Atzmon et al. [1], we take the minimum norm solution, � = 0 .
While this choice may seem arbitrary, we �nd that it has a signi�cant advantage
when combined with gradient descent. Namely, it will naturally lead to linearly
interpolating surfaces when the input point cloud is sparse. To see this, we note
that the derivative of each term in Eq. (9) is:

r � kx i (� ) � ~xk = � f �
(x i (� ) � ~x)T g

kx i (� ) � ~xkkgk2 : (13)
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Importantly, Eq. (13) has the property that r � kx i (� ) � ~xk = 0 whenever the
residual vector x i (� ) � ~x is orthogonal to the surface normalg=kgk. This means
that �at surfaces are stable solutions, in the sense that the gradient of Eq. (9)
will be 0 if the closest point to each sample point lies on the plane orthogonal
to the surface normal at the sample point.

4.2 Sampling S�

pi

x � pi � fg

Fig. 3: Closest point x � compared
with the SDF approximation. Due to
the inaccurate level set (dashed line)
at the sample point pi , the gradient
g does not point towards the closest
point on the surface (full line).

In order to compute Eq. (9), we also need
an e�cient method for uniform sampling of
points from S� in batches. To this end, we
build on the approach from Yang et al. [31].
It operates by �rst sampling a large number
of points pi uniformly from 
 and rejecting
the points if jf (�; p i )j > � . Then, it generates
the surface samples by computing

x i (� ) = pi � f (�; p i )r x f (�; p i ); (14)

which equals to the closest point ofpi on S�

for the case whenf (�; � ) is an SDF. How-
ever, sampling 
 densely enough to obtain
a su�cient amount of points on S� k at each
iteration k of network training is costly. To
improve e�ciency, we leverage the observa-
tion that S� k changes gradually during training. We extract a meshM k every
K mesh iterations using marching cubes, which approximatesS� k . On this mesh
M k , we uniformly sample a large bank of pointsPmesh . It is from this Pmesh ,
rather than 
 , that we sample pointspi uniformly in Eq. (14) for the next K mesh

training iterations. This approach greatly decreases the number of rejected points
at each iteration. We useK mesh = 1000 to strike the balance between the com-
putational cost of marching cubes and the approximation quality of the implicit
surface.

We further account for the fact that f (�; � ) may not be a good approximation
of an SDF everywhere in
 . Using Eq. (14) when f (�; x ) is not an SDF can
produce points that are far from the zero-level setS� , as demonstrated in Fig. 3.
As a solution, we propose to replace the projection in Eq. (14) withSDF-descent
by setting x i (� ) = xM

i , where

xm +1
i = xm

i � f (�; x m
i )

r x f (�; x m
i )

kr x f (�; x m
i )k

; x0
i := pi ; (15)

which will take multiple steps using the SDF approximation. Note that Eq. (15)
is equivalent to Eq. (14) when f (�; � ) is an SDF. We reject any sample point
with jf (�; x M

i )j > � , which indicates that SDF-descent did not converge to a
point on the implicit surface. In our experiments, we set� = 0 :001 and M = 4 .
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5 The SIREN loss � a surface area regularizer

The o�-surface term from SIREN [27] is a widely used alternative to mitigating
spurious surfaces. Here, we will examine this loss term and establish its link to the
surface area, which explain some undersirable side-e�ects of this regularization
in surface reconstruction.

Let us begin by recalling the regularization term from SIREN [27]:2

L �
SSA (� ) =

�
2

Z



e� � j f ( �;x ) j dx; (16)

which penalizes having distance �eld values close to zero uniformly in
 . Eq. (16)
is commonly referred to as an o�-surface or non-manifold loss [5, 32]. However,
our upcoming analysis reveals thatL �

SSA , in fact, behaves as asurface area
regularizer, when it is combined with the eikonal loss. For this reason, we opt to
refer to it as the SIREN Surface Area (SSA) loss. The full SIREN loss without
normals is given by:

L �
SIREN (� ) =

1
n

nX

i =1

jf (�; x i )j + �L eikonal (� ) + ~�L �
SSA (� ); (17)

where ~� is a weighting parameter. To ensure consistency of the weighting pa-
rameter with SIREN [27], we will from now on work with the rescaled weight
� = ~� j
 j�= 2.

Looking closer at Eq. (16), the value of the penalty term e� � j f ( �;x ) j will be
close to 1 near the surface, and close to 0 otherwise, with a cut-o� distance at
roughly 1=� from the surface. We might therefore already expect the integral
to be proportional to the area of the implicit surface, denoted by jS� j. The fol-
lowing theorem will con�rm this intuition by reinterpreting L �

SSA (� ) as a surface
integral. In fact, the value of L �

SSA (� ) approachesjS� j in the limit of large � �
at least in the case whenf (�; � ) is an SDF.

Theorem 1. If L �
SSA (� ) is de�ned as in Eq. (16) and g(�; x ) = r x f (�; x ), then

L �
SSA (� ) approaches the surface integral of1=kg(�; x )k over the surfaceS� as

� ! 1 . That is:

L 1
SSA (� ) = lim

� !1
L �

SSA (� ) =
Z

x 2 S�

1
kg(�; x )k

dS: (18)

Additionally, if f (�; � ) is an SDF, L �
SSA (� ) approaches the surface area ofS� :

L 1
SSA (� ) = jS� j: (19)

2 Our de�nition varies slightly from Sitzmann et al. [27] in order to simplify the up-
coming analysis: (i) We scale the loss by a factor � /2, and (ii) integrate over 

instead of 
 n S, which better models the sampling-based implementation.
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Proof. See Appendix B. The key idea is to recognize that the penalty term
�
2 e� � j f ( �;x ) j approaches a Dirac delta centered onS� as � ! 1 . This allows us
to integrate out one spatial dimension, leaving a surface integral weighted by the
factor 1=kg(�; x )k. When f (�; � ) is an SDF, the surface integral reduces to the
surface area sincekg(�; x )k = 1 for all x. ut

As a consequence of Theorem 1, minimizingL �
SSA (� ) will tend to �shrink

away� spurious surfaces. But it will also tend to remove details from the ac-
tual shape. If the weight parameter � is too large, the zero-level set may even
disappear fully. We demonstrate this e�ect analytically for a toy example in
Appendix D, and empirically in Sec. 6.3.

We remark that Theorem 1 is a variant of the �co-area� formula [13, 23]
adapted to the special case of neural implicit surfaces. The idea of regularizing
surface area using an integral over delta functions dates back to Chan and Vese
[9], where it was used for image segmentation.
Sample approximation. In practice, the volume integral in Eq. (16) cannot
be computed exactly. Instead, the loss term is computed using a sample average:

L̂ �
SSA (� ) =

j
 j
K

�
2

KX

i =1

e� � j f ( �;x i ) j ; (20)

where the points f x i gK
i =1 are sampled uniformly from 
 . We numerically verify

that Eq. (20) is a good approximation of Eq. (16) in Appendix C.

6 Experiments

6.1 Implementation details

We compare Di�CD against the loss functions from IGR [14], Neural-Pull [4]
and SIREN [27] (without the normal alignment term). In order to ensure a
fair comparison between loss functions, we implement all methods in a common
framework using JAX [8]. We use the same MLP architecture and training pro-
cedure for all methods. See Appendix A for more details. We also compare our
approach with supervised methods Points2Surf [11], POCO [6] and NKSR [16].
For Points2Surf and POCO, we use the checkpoints trained on the ABC dataset
[18]. For NKSR, we also use the model trained on ABC. Since this model requires
normals as input, we use the normal-free model trained on ScanNet [10] in order
to estimate surface normals. We note that this leaves NKSR at a disadvantage
compared to the other supervised methods, which were trained fully on ABC.
We will denote this variant by NKSR y in order to emphasize the distinction.
Parameter settings. As our base setting, we use� = 0 :1, as in IGR [14].
We use � = 0 :033 to keep the same ratio between the point cloud loss and the
SSA loss as in SIREN [27]. We also evaluate SIREN with� = 0 :33 since we
�nd that the original value is too small to remove the most prominent spurious
surfaces (see Sec. 6.3). As we demonstrate in Appendix E, using larger� produces
smoother surfaces and helps avoid wrinkly surfaces that over�t the noise. We
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Table 1: Reconstruction accuracy on FAMOUS. Lower is better. The best-
performing method in each category is marked in bold. (y ) indicates that the nor-
mal estimator of NKSR is trained on ScanNet. Di�CD consistently outperforms other
optimization-based methods and remains competitive with supervised methods.

No Noise Medium Noise Max Noise

Methods CD CD 2 CA ( � ) CD CD 2 CA ( � ) CD CD 2 CA ( � )

Supervised

Points2Surf [11] 0:589 1:099 26:8 0:652 1:261 30:1 1.151 2.786 47:4
POCO [6] 0.539 0:646 20.9 0:642 0:932 25:8 1:385 4:945 44:7
NKSR y [16] 0.539 0.519 21:4 0.610 0.642 24.7 1:636 5:298 44.6

Optimization-based

Neural-Pull [4] 0:641 1:851 21:1 0:924 4:086 41:7 1:926 11:114 44:9
IGR [14] 0:772 3:092 23:0 1:454 13:185 49:8 2:553 27:912 45:7
SIREN [27] ( � =0 :033) 0 :602 1:151 22:1 0:963 3:647 32:5 2:079 14:268 44:9
SIREN [27] ( � =0 :33) 0 :605 1:525 19:2 0:739 1:724 26:8 1:658 7:698 41:1
Di�CD (ours) 0.518 0.542 17.5 0.690 1.069 26.6 1.416 4.306 37.4

therefore increase� to 0.5 and 1 in the �Medium Noise� and �Max Noise� settings,
respectively, for all methods that use the eikonal loss.

6.2 Surface reconstruction

We test our method on the FAMOUS dataset [11]. The dataset consists of 22
ground-truth meshes representing the true surfacesS, each with three simulated
point cloud scans: �No Noise�, �Medium Noise� and �Max Noise�. The point
density varies signi�cantly across each shape due to the realistic scanning pro-
cedure. Several shapes also have chunks of missing points, such as on the bunny
in Fig. 1. Additionally, we test our method on the �No Noise� variant of the
larger Thingi10k test set, also prepared by Erler et al. [11]. It consists of 100
point clouds obtained with the same scanning procedure. On average, we �nd
that Di�CD takes roughly 6 � longer for the same number of iterations com-
pared to IGR [14], which is the fastest optimization-based method. The most
time-consuming part is the sampling ofS� ; improving this aspect is a promising
direction for future work.
Metrics. After �tting each neural implicit surface, we extract a mesh using
marching cubes [19] with a resolution of 512 and evaluate the following shape
metrics: (i) Chamfer distance (CD), as de�ned in Eq. (4). We use 30K sample
points from both S and S� . (ii) Chamfer squared distance (CD2), which is similar
to the Chamfer distance, except for computing the averagesquared distances
from P1 to P2 and vice versa. In contrast to CD, CD2 is more sensitive to outlier
surfaces.(iii) Chamfer angle (CA) is the average angle in degrees between the
surface normal at each sample point inS and its closest point in S� , and vice
versa. In order to take surface orientation into account, we compute CA usingS
with and without �ipped normals, and pick the one yielding the smaller value.
We scale CD and CD2 up by a factor of 100 and 1002 each for readability.
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