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Abstract. Multi-view hand reconstruction is a critical task for applica-
tions in virtual reality and human-computer interaction, but it remains a
formidable challenge. Although existing multi-view hand reconstruction
methods achieve remarkable accuracy, they typically come with an inten-
sive computational burden that hinders real-time inference. To this end,
we propose MLPHand, a novel method designed for real-time multi-view
single hand reconstruction. MLPHand consists of two primary modules:
(1) a lightweight MLP-based Skeleton2Mesh model that efficiently re-
covers hand meshes from hand skeletons, and (2) a multi-view geome-
try feature fusion prediction module that enhances the Skeleton2Mesh
model with detailed geometric information from multiple views. Exper-
iments on three widely used datasets demonstrate that MLPHand can
reduce computational complexity by 90% while achieving comparable re-
construction accuracy to existing state-of-the-art baselines. Project link
is https://github. com/jackyyang9/MLPHand

Keywords: Hand Reconstruction - Multi-view Reconstruction - Real-
time Inference

1 Introduction

Hand mesh reconstruction holds a paramount position within the domains of
virtual reality [2//27] and augmented reality |36|37]. It serves as a foundational
component, not only enhancing the immersion of user experiences within the
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gaming industry but also underpinning a multitude of applications. Given cap-
tured signals (e.g., images/videos/point clouds) as input, advanced hand recon-
struction methodologies typically employ deep learning models to simultaneously
predict the hand’s shape and pose. The ultimate goal is to recover a detailed
hand mesh.

With this objective, monocular hand reconstruction methods [1}/4-6}/25,[29]
30,/43}55,/56] have made noteworthy progress over the years. However, it is well-
known that recovering 3D structures from a single image is an ill-posed problem,
due to the depth ambiguity and self-occlusion. To overcome these limitations,
reconstructing an object using multi-view images has emerged as a promising
approach. Studies such as [12}[15l28/|48|/53] have demonstrated enhanced accuracy
in human pose and shape estimation tasks by employing this strategy. However,
these studies have primarily focused on the reconstruction of full-body poses
and shapes, overlooking the specific challenge of single-hand reconstruction. To
address this gap, POEM [51] is recently proposed for multi-view single hand
reconstruction and achieves impressive accuracy. However, its intricate cross-
set feature interaction imposes significant computational demands, consequently
limiting its inference speed. Nevertheless, the fast inference time is crucial in
hand reconstruction tasks, where efficiency is equally as important as accuracy
in evaluating the efficacy of reconstruction methods.

Therefore, a pivotal question arises: can we develop a real-time hand
reconstruction method without sacrificing accuracy? The answer is un-
doubtedly "Yes". Motivated by this intuition, we present MLPHand, the first
real-time multi-view hand reconstruction method. It contains two key innova-
tions for achieving real-time inference. Firstly, we propose a light-weight Skele-
ton2Mesh model inspired by recent advancements in MLP-based geometry mod-
eling |7,|10L|11L[22L|32]. Furthermore, this model adopts a pure-MLP architecture
with a custom-designed Tri-Axis modeled Per-Bone reconstruction scheme, re-
sulting in an exceedingly simple network that supports real-time forward propa-
gation for hand mesh recovery. Secondly, we propose another MLP-based multi-
view geometry feature fusion prediction module to enhance the performance
of Skeleton2Mesh model. This module infuses multi-view hand-related vision
features into the Skeleton2Mesh model, thus improving the prediction of hand
details without compromising inference speed. With these two key designs, ML-
PHand can accurately reconstruct the human hand from multi-view images while
maintaining real-time performance, demonstrating its potential as a practical,
efficient solution for multi-view hand reconstruction.

To substantiate the efficacy and efficiency of MLPHand, we conduct extensive
experiments on three widely adopted datasets [3l[17,[50]. The results reveal that
MLPHand not only achieves real-time performance, operating at 71 FPS on a
3090 GPU, but also marks a considerable decrease in both parameter size (75%)
and computational cost (90%) compared to state-of-the-art methods. Simulta-
neously, MLPHand upholds a level of performance accuracy that is comparable
with existing baselines. The main contributions of our work can be summarized
as follows:
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— We introduce, to the best of our knowledge, the first real-time multi-view
human hand reconstruction method, termed MLPHand. This method oper-
ates at a speed of 71 FPS on a 3090 GPU, enabled by a 75% reduction in
parameters and a 90% decrease in computational complexity compared to
existing state-of-the-art methods, while maintaining comparable reconstruc-
tion accuracy.

— We propose two pivotal designs within MLPHand: the light-weight Skele-
ton2Mesh model, and the multi-view geometry feature fusion prediction
module. They are designed to ensure the model’s efficiency and effective-
ness.

— We perform extensive experiments to validate the effectiveness and effi-
ciency of our proposed method. The results demonstrate that our method
achieves state-of-the-art performance in terms of running time, while main-
taining competitive performance in reconstruction accuracy when compared
to strong baseline methods.

2 Related Work

2.1 Image-Based Hand Reconstruction

Over the past several decades, monocular hand reconstruction has been at the
forefront of research interest within the field. These methods can generally be di-
vided into two categories: model-based methods and model-free methods. Model-
based methods aim to regress the parameters of a hand parametric model, such as
MANO |[38|, by employing RGB cameras. Notable examples include approaches
proposed in [1,[19}25/461|55,/56]. On the other hand, model-free methods, such
as those presented in [5}(6]/14}[24126}|49], take a different approach by directly
regressing the hand surface. Despite receiving widespread attention, monocular
methods inherently pose an ill-posed problem, making accurate reconstruction
a challenge. In light of this, multi-view hand reconstruction emerges as a po-
tential alternative. Hence, in recent, POEM [51] and Spectral Graphormer [44]
were proposed to reconstruct single-hand and two-hand from multi-view images,
repectively. While these approaches yield impressive reconstruction accuracy,
they requires substantial computational resources for inference, making real-
time performance difficult to achieve. In contrast, this paper shifts the focus
towards real-time multi-view single hand reconstruction. To this end, we intro-
duce a real-time method named MLPHand. It leverages an efficient and effective
MLP-based skeleton-to-mesh strategy, enabling real-time applications.

2.2 MLP-based 3D Modeling

Multi-layer Perceptrons (MLPs) have been successfully employed in a variety of
applications, particularly in the domain of 3D shape and scene representation.
Classic and recent works [9,/13}/21,/31135,/45},52] have demonstrated the applica-
tion of MLPs in modeling implicit functions for objects such as signed distance
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Fig.1: The Overview of MLPHand and its training strategy. MLPHand consists of:
(a) multi-view hand skeleton estimator and (b) multi-view geometry feature fusion
prediction module. (c) displays two training stage of our method.

fields . These methods capitalize on the representative capability of
MLPs to generate intricate, high-dimensional interpretations of 3D shapes, of-
fering advantages over traditional techniques. In particular, the use of MLPs for
human hand modeling has emerged as a promising area of research. Innovations
in this field include significant contributions such as HALO [22], LISA [10], and
COAP . These advancements highlight the potential of MLP-based methods
in capturing the complexity of human hand geometries.

Building upon these insights in human implicit geometry modeling
, MLPHand includes an MLP-based Skeleton2Mesh model recovering
hand meshes from skeletons. On the other hand, inspired by Zhang et al. , we
propose an MLP-based strategy for local geometry feature fusion that enhances
the entire framework and still allows for real-time inference.

3 Method

3.1 Overview

MLPHand outputs the surface mesh, V € R78*3 (MANO-style [38]), given N
RGB images 7 = {In}ﬁ;l acquired from different cameras with known posi-
tions and orientations. It begins with a multi-view hand skeleton estimator (see
Fig. [1] (a)) to obtain a reference skeletons X € R?1*3 and image feature maps
{F%D }2/:1 C REXWXC Next, both aligned and concatenated bone-level geom-
etry features {GP}2% | and the reference skeleton X are fed to the Multi-view
Geometry Feature Fusion prediction (termed as MGFP for simplicity) module
(see Fig.[1] (b)) to obtain the hand meshes as final output. The MGFP contains
a trained Skeleton2Mesh model achieving accurate and efficient mapping from
hand skeletons to meshes, and Multi-view Feature Infuser (MFI) leveraging the
visual features to enhance the accuracy of trained Skeleton2Mesh model.

As shown in Fig. [1] (¢), we take a two stage training procedure for better
performance: first, we train the Skeleton2Mesh model (see Fig. [2| (a) and (b))
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with ground truth pairs of hand skeletons and meshes; second, we train the entire
pipeline with multi-view images and ground hand meshes. Next, we provide
detailed introductions to these modules.

3.2 Multi-View Hand Skeleton Estimator

Given the set of multi-view images 7 = {I_n}ﬁ:l, the multi-view hand skeleton

estimator predicts the reference skeleton X and captures image feature maps,
{F%D }2{:1, from different viewpoints. Specifically, we commence by estimating
the 2D locations of hand skeletons, denoted as s, € R?'*2 in each view I,,.
Following this, we employ Direct Linear Transform (DLT) triangulation, as de-
scribed in [18], to elevate these 2D poses into the 3D realm. On the other hand,
similar to the approach used in [51], we take the 2D likelihood heatmap as 2D
hand skeleton representation [47] and then apply soft-argmax operation [42] on
it for s,. Formally, we have:

hn = F’y(In)a
s, = soft-argmax(h,,), (1)
X = DLT(SINNa K1~N7 TlNN)?

where h,, € R22XHrXWh denotes the heatmap representation of s,,, v represents
the Convolutional Neural Network (CNN) backbone network with parameters
v, and K,, and T,, denote the intrinsic and extrinsic camera matrix for the
n-th camera, respectively. In this paper, we specifically adopt ResNet34 [20],
ResNet18 [20], and MobileNetV2 [41], and conduct detailed analysis to each of
them.

3.3 Skeleton2Mesh Model

Our core idea is that accurate hand reconstruction can directly be obtained with
precise mapping from hand skeletons to hand meshes. By ensuring this mapping
both accurate and efficient, we sidestep complex geometry refinement operations
such as the cross-set Transformer in POEM [51], enabling the whole multi-view
hand reconstruction method to function in real-time. Hence we propose Skele-
ton2Mesh model adopting the Per-Bone reconstruction strategy and the Tri-
Axis modeling strategy for achieving this mapping. Specifically, Per-Bone re-
construction divides the non-convex hand shape into 20 bone-wise convex mesh
components with a defined order (shown in Fig. [2[ (c)), and represents these ge-
ometries in a parameter-sharing manner making network light-weight. Tri-Axis
modeling employs three parallel MLP networks to independently regress the xyz
offsets relative to the midpoints of bones, which is an efficient modeling manner.
We design order encoding module (see Fig. 2| (a)) and offset regression module
(see Fig. [2] (b)) for achieving Per-Bone reconstruction and Tri-Axis modeling
respectively.
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Fig. 2: The order encoding module (a) and (b) offset regression module both belong to
the Skeleton2Mesh model. (c) displays the skeleton-based convex decomposition of non-
convex hand mesh (right) and bone’s order (left). We place the detailed decomposition
process in supplemental material. (d) displays a toy example of cube transformation.
(e) displays the bone-wise self-rotation and translation from the template to the current
skeleton-aligned shape.

Order Encoding. Given a hand skeleton X := {Xk ER3|i=k,..., 21}, the
order encoding module transforms these keypoints into bone-level features, which
encapsulate both spatial and order information of the bones.

Specifically, to capture per-bone spatial information effectively, we utilize
the 3D coordinates of two endpoints of each bone as part of input, represented
as B := {by = [xF,x¥] € RS | k = 1,...,20}, where [] symbolizes vector
concatenation, x’; and x* denote the parent and child nodes of the k-th bone
in the hand kinematic tree (illustrated in Fig. [2[ (c)). Additionally, we introduce
a learnbale Global Spatial Descriptor (GSD) g = MLP(X): R*1x3 — R190 to
provide supplementary spatial information to prevent geometric collapse of the
palm (see Fig. . We include derivation of obtaining 6D pose from B and the
analysis of the GSD in our supplemental material.

On the other hand, for capturing the order information, we utilize one-hot
encoded vectors, O := {o, € R?° | k = 1,...,20}, as identifiers to reflect the
order information that is defined in Fig. c). Contrasting with previous implicit
per-bone reconstruction models , which model each local geometry
with different networks, O enables a parameter-sharing manner for all per-bone
reconstruction networks in the Skeleton2Mesh model. By doing so, we substan-
tially reduce the number of parameters in the Skeleton2Mesh model, thereby
enhancing its suitability for mobile deployments due to lower computational
requirements. In summary, our order encoding operation is formulated as:

OE(X) := {[PE([bx,04]).g] .k = 1,...,20}, 2)

where PE(-) denotes the element-wise position encoding function that empiri-
cally enhances model performance. The position encoding used in this context
follows the formulation presented by Mildenhall et al. :

PE(z) = (sin(2%7z), cos(2°mz), . .. ,sin(2 7 7rz), cos(2L ) (3)

Here, L represents the level of frequency bands used in encoding, where L = 2
for elements in o, and L = 5 for elements in by. Therefore, PE(:): R?6 — R140,
and consequently, OE(X) € R20%240_ For simplicity, we refer to the k-th row of
OE(X) as OE(X); = [PE([by,0x]),g]. By way of Eq. (2), OE(X); integrates
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both spatial and order information of the k-th bone. The effectiveness of PE(+)
and GSD is demonstrated in Sec. L7171

Offset Regression. With encoded bone-level feature from order encoding mod-
ule, another offset regression module is proposed to regress the xyz coordinates
of the vertices of individual per-bone meshes from these features.

On the one hand, the design of offset regression module is inspired by an
observation on the rigid object transformation: As depicted in Fig. d), the
transformation of the cube from state 1 to state 2 can be divided into two
distinct operations: first, a self-rotation to attain a specified orientation; second,
a translation to reach the specified position. Let us denote the vertices of the
cube in state 1 and state 2 as {v1}8_, C R3 and {v2}3_, C R3, respectively.
Considering a rotation matrix R = (r1,r,r3), where r,, € R? for n € {1,2,3}.
The self-rotation is given by:

(vi,...,v3) =R(vi,...,vg)
1y T

’ 4
(Vi ve),Th - (Vv (v, V). @)
This indicates that for self-rotation transformations, each coordinate can be
treated by itself, and we call this idea coordinate-separable.

On the other hand, as shown in Fig. e)7 the reconstruction process of one
local mesh is also delineated into two phases: the self-rotation dictated by the
current bone orientation and the translation determined by the bone’s midpoint.
This means the reconstruction process of per-bone in our assumption is similar
with the cube transformation in Fig. d). Hence, taking into account the Tri-
Axis observation in Eq. and the nonlinear nature of hand muscle dynamics,
we employ three separate MLP networks with LeakyReL U activation (excluding
the last layer) to regress these bone-wise offsets. The mathematical framework
for the reconstructions of per-bone meshes is given as follows: for the k-th bone,
considering the hand skeleton X, we have

MLPg, (OE(X))
f3(OE(X)x) = [ MLPg, (OE(X)) | € R*0*3, (5)
MLPg, (OE(X)x)

where 5 = {f,, By, 8.} represents the parameters of the coordinate-wise MLPs.
Each MLP in Eq. outputs a 100-dimensional vector, and the final offset
coordinates are obtained by element-wise concatenating the output vectors and
trimming the excess. Due to space constraints, we place detailed loss function
setting and additional implementation features of the Skeleton2Mesh model in
the supplemental material.

In Sec. our ablation analysis validates that this modeling methodology
is notably effective and efficient, with just three layers in each MLPg,(-), for
i € {z,y, 2}, being sufficient to attain accurate hand reconstructions.
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Fig. 3: (a) depicts the alignment and concatenation operations applied to a given 3D
point during the cross-view geometry feature fusion process (3 views for simplicity).
(b) displays the feature forward-propagation process in MGFP module, during the
reconstruction process of the k-th bone’s local mesh.

3.4 Multi-View Geometry Feature Fusion Prediction

A system that simply cascades the multi-view hand skeleton estimator with the
trained Skeleton2Mesh model can predict hand meshes from multi-view images
in real time, as experimented in Tab. [d] However, this straightforward pipeline
neglects the visual information present in images, which is critical for capturing
the details of hand shapes. Inspired by recent advancement in conditional control
of trained models [54], we propose MGFP module (see Fig. [[(b)) to fully exploit
the visual features to enhance the performance of trained Skeleton2Mesh model.

Remember that we also obtain visual feature maps {F%D }27:1, while predict-
ing 2D hand poses from multi-view images. To extract hand-related geometry
features from {FQD}N we reproject the 3D points X onto image planes utiliz-
ing intrinsic camera matrices {Kn} _, and extrinsic camera matrices {Tn}
to obtain reprojected 2D hand skeletons {PZD} _, C R We then ahgn

{P%D}n:1 with {F%D}nzl via grid sampling \\ and perform channel-wise
concatenation of the same keypoint-class feature across different views to ob-
tain keypoint-level multi-view geometry features {Gf }ilzl C RNC. The above
process for each 3D point in X is displayed in Fig. a). Subsequently, bone-
level multi-view geometry features {GkB }iozl, where GP € R?NC  are derived by
channel-wise concatenation along the hand kinematic tree illustrated in Fig. (a).

In this way, {GB }io , fuses all bone-related visual features from different views.

Next, we put the set of bone-level geometry features {GZ}7% | into our MGFP
module, as showcased in Fig. I(d This module infuses {GB} ; into trained
Skeleton2Mesh model to enhance its geometry accuracy via the Multi—view Fea-
ture Infuser (termed as MFI) module. The MFI module comprises trainable
copy of the offset regression module in trained Skeleton2Mesh model and "Zero
FC" (a fully-connected layer initialized with zeros) layers. The "Zero FC" is de-
signed in the spirit of to establish parameter growth from a neutral base,
thus mitigating introduction of extraneous noise that might otherwise impair
the performance of the trained Skeleton2Mesh model. As shown in the detailed
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step-by-step fusion procedure in Fig. b), given GkB and the hand skeleton
estimation X, the fusion process for the k-th bone can be formulated as:

zio = Zio(GP),

Z;j; = Zi’j(f/g,j (Zi7j,1)), fOI“j = 172,3, (6)
€;0 = OE(X)k,

eij = 2i; + f§ (€ j-1), for j =1,2,3,

where ¢ € {x,y, 2z} denotes the spatial axis, Z; ; (for j € {0, 1,2, 3}) refers to one
“Zero FC” layer, fé‘” signifies the locked j-th MLP layer (parameters frozen)
for the i-th axis in the Skeleton2Mesh model, z; ; is the geometry-enhancement
feature which is extracted via "Zero FC" and infused into the trained Skele-
ton2Mesh model via layer-wise vector addition, and fﬁC:] denotes its trainable
counterpart. The output for the k-th bone, [e, 3, €, 3, €. 3], is belong to R!00%3,
Finally by discarding superfluous points, we obtain the final offset of the k-th
bone’s mesh. Note that loss function setting in stage 2 is in our supplemental
material.

3.5 Training Strategy

By training the Skeleton2Mesh model on ground truth pairs of hand skeletons
and meshes prior to end-to-end training, this strategy enables the model to
learn prior knowledge from hand skeletons to meshes. With this learned prior
knowledge, our model achieves a kind of posterior estimation from multi-view
images and obtains better accuracy. We provide additional experimental results
in our supplemental material to further demonstrate the effectiveness of this
strategy.

4 Experiments

4.1 Implementation Details

Our models are implemented using the PyTorch framework. We utilize the Adam
optimizer [23] with a mini-batch size of 32 for training the network. The images
resolution employed in this work is 256 x 256. We initialize all CNN backbones
used in our experiments with ImageNet [39] pretrained weights. To achieve op-
timal performance, we adopt a two-stage training strategy. In the first stage,
we focus on training the Skeleton2Mesh model. We set the initial learning rate
to le-4 and train this module for 300 epochs. And we reduce the learning rate
by half every 50 epochs. Once the Skeleton2Mesh model has been adequately
trained, we freeze its parameters. In the second stage, we proceed to train the
entire pipeline. The training duration for this stage is set to 100 epochs, with an
initial learning rate of le-4. To further optimize the learning process, we decrease
the learning rate by a factor of 10 after the 70th epoch.
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4.2 Datasets

We conduct our experiments on three prominent multi-view human hand recon-
struction datasets, namely DexYCB-MV [3], HO3DV3-MV |[17], and OakInk-
MYV [50], each with distinct characteristics.

DexYCB-MYV |[3] is a rich dataset, encompassing 582K images, having 8 cam-
era perspectives. To provide a fair basis for comparison with POEM [51], we
adapt same data configuration with it, which comprises 25,387 multi-view (m.v.)
frames, equivalent to 203,096 monocular frames, for training. Additionally, it in-
cludes 1,412 m.v. frames for validation, and 4,951 for testing.

HO3D V3-MV |[17] has 103,462 images capturing hand-object interactions
from up to 5 camera viewpoints. We adopt same data configuration with POEM.
This results in a total of 9,087 m.v. frames (or 45,435 monocular frames) for the
training set and 2,706 m.v. frames for testing.

OakInk-MV |[50] is a robust dataset containing 230K images derived from
4 camera observations. We adopt same data configuration with POEM. The
OakInk-MV dataset comprises 58,692 m.v. frames (equivalent to 234,768 monoc-
ular frames) in the training set, and 19,909 m.v. frames in the testing set.
FreiHAND [56] is a monocular hand reconstruction dataset, which contains
32,560 hand meshes for training and 3960 for testing. We conduct the ablation
about the design of Skeleton2Mesh model on it.

4.3 Evaluation Metrics

We present the MPJPE and MPVPE (in millimeters), which stand for mean
per keypoint (joint) and per vertex position error, respectively. It is worth not-
ing that, as MANO |38| offers a pre-trained mapping from V to X, the reported
keypoints X are a by-product of the final vertex V from the second stage. Addi-
tionally, we also evaluate the MPVPE and MPVPE within a root-relative (RR)
system and under Procrustes Analysis (PA) |16]. To compare the efficiency, we
also report Multi-Adds (in Giga), Params (in Million) and FPS, which stand
for the count of multiply-add operations, the number of parameters and frames
of per second on NVIDIA GeForce RTX 3090 GPU, respectively.

4.4 Results and Comparisons

We compared our method with MVP [53] and POEM |[51] across three different
datasets: Oaklnk-MV, DexYCB-MV, and HO3D-MV. The results, as indicated
in Table [1, demonstrate the superiority of our method in several aspects.

On Oaklnk-MV Dataset, in terms of efficiency, our method significantly out-
performs both MVP and POEM. Notably, using ResNet34 as the backbone, our
method achieves an FPS of 57, which is approximately three times faster than
POEM (19 FPS) and MVP (22 FPS). We also witness a notable reduction in
both parameters (26.24M compared to POEM’s 40.49M and MVP’s 53.57TM)
and Multi-Adds (24.64G compared to POEM’s 31.35G). When we further opti-
mize our method using lighter backbones, such as ResNet18 and MobileNetv2,
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Dataset| Method |[MPVPE||RR-V||PA-V{|MPJPE||RR-J||PA-J|| Backbone |Params||Multi-Adds||FPSt

MVP |53 9.69 11.75 | 7.74 7.32 9.99 | 4.97 | ResNet34 | 53.57TM 21.27G 22
POEM |51] 6.2 7.63 | 4.21 6.01 7.46 | 4.00 | ResNet34 | 40.49M 31.35G 19
6.17 7.49 | 4.26 6.00 7.52 | 4.09 | ResNet34 | 26.24M 24.64G 57
Ours 6.53 7.86 | 4.49 6.37 7.89 | 4.33 | ResNetl8 | 16.13M 14.97G 71
6.61 7.93 | 4.59 6.43 7.95 | 4.41 |MobileNetv2|11.58M| 3.09G 65

MVP |53| 9.77 12.18 | 8.14 6.23 9.47 | 4.26 | ResNet34 | 57.24M 42.53G 21
POEM |51]| 6.13 7.21 | 4.00 6.06 7.30 | 3.93 | ResNet34 | 40.49M 62.68G 16
6.20 7.30 | 4.15 6.23 7.41 | 4.11 | ResNet34 |26.98M 49.19G 54
Ours 6.69 7.8 4.39 6.65 791 | 4.34 | ResNetl8 | 16.87M 29.86G 65
6.87 791 | 4.54 6.84 8.03 | 4.49 |MobileNetv2|12.50M| 6.14G 63

MVP |53| 20.95 | 27.08 | 10.04 | 18.72 24.9 |10.44| ResNet34 | 54.49M 26.59G 22
POEM |51]| 17.2 [21.45] 9.97 | 17.28 [21.94] 9.6 | ResNet34 | 40.49M 39.18G 18
18.69 | 23.28 | 10.54 | 18.7 |23.76 |10.11| ResNet34 | 26.42M 30.74G 58
Ours 20.69 | 25,56 | 11.91 | 20.61 |26.09 | 11.42| ResNetl8 | 16.32M 18.66G 69
20.7 27 11.76 20.7 26.3 | 11.3 |MobileNetv2|11.81M| 3.80G 64

HO3D-MV [DexYCB-MV || Oaklnk-MV

Best; Second best.

Table 1: The quantitative results (mm) of evaluations on Oaklnk-MV, DexYCB-MV
and HO3D-MV. Note that although the MobileNetV2 backbone does not achieve
the fastest inference speed, despite having the lowest Multi-ADD operations, this is
because its depth-wise convolution operation incurs a high amount of memory access
and is more compatible with CPU devices than GPU devices.

the advantages become more prominent. With ResNet18, our method achieves a
real-time performance of 71 FPS, reducing the parameters to 16.13M and Multi-
Adds to 14.97G. With MobileNetv2, our method achieves 65 FPS with the low-
est parameters (11.58M) and Multi-Adds (3.09G) among all methods. In terms
of accuracy metrics (MPVPE, RR-V, PA-V, MPJPE, RR-J, PA-J), our method
outperforms MVP and is comparable to POEM, showing that our method main-
tains competitive performance while being more efficient. Similar trends can be
observed in the DexYCB-MV and HO3D-MV datasets. Our method consistently
achieves higher FPS, and lower parameters and Multi-Adds compared to base-
lines. Meanwhile, the accuracy metrics of our method are generally comparable
to the best performing ones, demonstrating the effectiveness of our approach in
different scenarios. In conclusion, our method delivers comparable hand recon-
struction results compared to existing methods while maintaining a significantly
higher speed. The results provide solid evidence that our method can achieve
real-time performance without compromising accuracy, making it an ideal solu-
tion for real-world applications that require both efficiency and effectiveness. In
Fig. [ we visualize some qualitative results of the DexYCB-MV dataset. Specif-
ically, for each multi-view frame, we draw its result from 5 different views. One
of the views is in normal size and the other four views are half size. We place
full qualitative results in our Supplemental material, due to the constraint of
pages limitation.

4.5 Performance of Skeleton-to-mesh Modeling

Table 2] presents a comparison of computational complexity between our method
and POEM, specifically excluding the 3D hand skeleton estimation process. For a



12 J. Yang et al.

Dataset ‘172 =002=502=100"=150%= 20‘

DexYCB‘ 0 356 504 618 7.4

Ref MJ|

Method|Multi-Adds) [Params| |Ref MPJPE||MPVPE||MPJPE] MV | 0.6 327 458 559 644 | MV]
POEM| 6.76G | 18.70M 7.36 6.2 6.01 Oaklnk | 0 356 504 617  7.13 |Ref MJ|
Ours | 0.05G |2.12M 7.32 6.17 6.00 MV | 0.8 339 469 569 655 | MV]
HO3Dv3 356 505 618 7.4 |Ref MJJ
MV |16.38 17.7 1857 19.24 19.83 | MV

Table 2: The computational complexity

analysis of the skeleton-to-mesh process. Table 3: Robustness test of the MLP-

based hand reconstruction module.

consistent evaluation, this experiment was conducted on the Oaklnk-MV dataset
using ResNet-34 as the shared backbone architecture. This ensures that both
MLPHand and POEM utilize the same process for skeleton estimation, facilitat-
ing a fair comparison of their computational demands. As reported in Tab. 2} it is
evident that our approach significantly outperforms POEM in terms of computa-
tional efficiency and model size. Specifically, our method reduces the Multi-Adds
from POEM’s 6.76G to a mere 0.05G, representing an impressive reduction of
over 99%. This drastic reduction in computational complexity highlights the
efficiency of our method, making it suitable for applications with stringent com-
putational constraints. In terms of model size (Params), our method also shows
a notable advantage, shrinking the number of parameters from POEM’s 18.70M
to just 2.12M. This represents an approximately 89% reduction, underscoring
the compact nature of our model. Turning our attention to the accuracy met-
rics, our method (Ref MPJPE, MPVPE, MPJPE) outperforms POEM across
all three metrics. Our method achieves a Ref MPJPE of 7.32, MPVPE of 6.17,
and MPJPE of 6.00, all of which are lower than the corresponding values of
POEM. This demonstrates that our method’s accuracy is not compromised de-
spite its significant reduction in computational complexity and model size. These
improvements can be attributed to MGFP module. By leveraging multi-view vi-
sual features, this module converts a human hand skeleton into a mesh more
effectively and efficiently, making our approach superior to POEM.

4.6 Robustness Testing and Future Work

In Table 3] we demonstrate the robustness of our trained Skeleton2Mesh model
in the presence of noise. To conduct this test, we inject Gaussian Noise, denoted
as N(0,0?%), into ground-truth skeletons X as input. We vary the noise level
by adjusting the variance o2 from 0 to 20. The results of this robustness test
reveal a positive correlation between the accuracy of the input skeleton and the
performance of this module. As the input skeleton’s accuracy improves (i.e.,
as the noise level decreases), the performance of this module correspondingly
enhances. This observation suggests that the performance of hand reconstruction
can be substantially boosted by designing a more robust pose estimator. In
essence, the quality of the input skeleton significantly influences the efficacy of
the Skeleton2Mesh model, highlighting the importance of robust pose estimation
in improving hand reconstruction performance. Additionally, this experiment
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Dataset |Full Model| Backbone |MPVPE]|PA-V|IMPJPE]|PA-J]
o v ResNet3d | 6.17 | 4.26 | 6.00 | 4.09
e ResNet3d | 6.59 | 4.59 | 643 | 4.41
3 TN 685 ii 657 iss  Layers|PB[PE[GSD[PA-V][MV][Params|| MAJ
= x ResNet18 | 6.83 | 472 | 667 | 454 5 |V I|V]| v | 1.28 [1.30] 0.90M |17.13M
8 V |MobileNetV2| 6.61 |4.59 | 6.43 |4.41 : ;
x MobileNetV2| 6.88 | 4.86 | 6.70 | 4.64 4 VIVIV 133 134 0'701\,1 13'1‘81\,/[
. v ResNet31 | 6.28 | 4.15 | 6.23 |4.11 3 V[V v | 134 [1.36] 0.50M |9.23M
= x ResNet34d | 693 | 4.68 | 6.92 | 4.65 3 x || v/ | 1.21 |1.23] 7.23M | 7.23M
g Vo | ResNetls | 6.69 1439 6.65 454 3 [VIx| V| 1.38 [1.39] 0.41M | 7.48M
N x ResNetl8 | 7.19 | 478 | 7.18 | 4.74 :
% /  [MobileNciV2| 6.87 | 4.54 | 6.84 | 4.49 3 |V [V]| x | 681 [6.78] 0.38M |7.66M
5 X |MobileNetv2| 7.4 | 493 | 7.39 | 487 2 [VI]V] V| 170 [1.71] 0.30M |5.29M
. 7 ResNet3l | 18.60 |10.54| 18.7 |10.11
= x ResNet3d | 19.12 | 1172 | 19.13 |11.26
2 v ResNetl8 | 20.69 |1L.91| 20.61 |11.42 . .
a x ResNetls | 2111 |1215| 2133 | 118 Table 5: The experiments of ablation
° v |MobileNetv2| 20.7 |11.76] 20.7 |11.3
= Y |MobileNetva| 215 | 1249 | 2185 1202 Study, where PB, MJ, MV and MA

represent the per-bone reconstruction,
MEJPE, MEVPE and Multi-ADDs (in
Mega), respectively. All experiments is
conducted on the FreiHand dataset.

Table 4: The ablation study of the multi-
view geometry feature fusion strategy.
X indicates an experiment baseline with
only the trained Skeleton2Mesh model.

further showcases the potential of our two-stage MLPHand framework, in which
the trained Skeleton2Mesh model is compatible with various skeleton estimation
systems, including monocular, non-monocular, vision-based, and depth-based
systems. Therefore, enhancing this framework by creating a more robust pose
estimator and extending its applicability to more affordable data formats both
represent promising avenues for future research.

4.7 Ablation Study

The impact of the Multi-view Geometry Feature Fusion Strategy. In
this part, we conduct ablation study on the MGFP module. The aim of this study
is to verify the effectiveness and contribution of our multi-view geometry feature
fusion strategy to the overall performance of our model. The results are shown in
Table[d] For each combination of dataset and backbone architecture, we perform
two sets of experiments: one with the MGFP module (indicated by 4/ in “Full
Model" column), and one with only trained Skeleton2Mesh model (indicated by
x in “Full Model" column). Across all datasets and backbone architectures, the
full model consistently obtains better performance. It turns out that our multi-
view geometry feature fusion strategy successfully infuses useful visual features
into the trained Skeleton2Mesh model, such enhances its performance.

The design of the Skeleton2Mesh model. We conduct a series of ablation
studies to illustrate the rationale behind the design of the Skeleton2Mesh model.
And all following ablation experiments are conducted in FreiHand |56] dataset.
To explore the influence of the depth of MLP f3,(-), we vary the depth from 2
to 5 and figure out that our Skeleton2Mesh model exhibits a boundary effect in
terms of network depth. As reported in Tab.[5] as the number of layers decreases,
the model’s performance marginally degrades. However, when the number of lay-
ers reduces to two, its performance collapses abruptly. This experiments reveals
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Fig.4: The qualitative display of the Front Side

DexYCB-MV dataset, where the CNN

backbone in experiment is ResNet-34. Fig. 5: The qualitative display of the ab-

lation of GSD module.

that employing a three-layer fully connected architecture is a balanced choice be-
tween precision and computational cost. To explore the influence of the Position
Encoding, Global Spatial Descriptor, and the per-bone joint learning strategy.
we compare the results of w and w/o these components in the 3-layers MLP
setting. As represented in Tab. [5] we find: the Position Encoding can improve
reconstruction accuracy; the absence of the GSD module significantly reduces
accuracy metrics and leads to the generation of heavy geometric artifacts in the
palm as displayed in Fig. B} and the joint learning strategy contains good accu-
racy performance while has less parameters. The detailed explaination of how
GSD works and the ablation study of two-stage training strategy are placed in
supplemental material, due to the page limitation.

5 Conclusion

In this paper, we introduce MLPHand, a novel approach to real-time multi-view
human hand reconstruction. The primary goal of this approach is to enhance
the inference speed of the network without compromising the reconstruction ac-
curacy. To achieve this, we meticulously design two pivotal components within
MLPHand: the Skeleton2Mesh model and the multi-view geometry feature fusion
prediction module, which both consisting of only MLP layers. We have conducted
extensive experiments on three widely recognized multi-view hand reconstruc-
tion datasets to validate our proposed method. The results from these empirical
assessments underscore the effectiveness and efficiency of MLPHand, affirming
its potential as a practical solution for real-time multi-view hand reconstruction
tasks.
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