Sequential Representation Learning via Static-Dynamic Conditional
Disentanglement

Supplementary material

A. Proofs and Detailed Derivations
A.1. Derivation of the Per-Sequence and Dataset ELBO

The Evidence lower bound (ELBO) provides a lower estimate of the marginal data log-likelihood log p(x1.7). Given the
joint distribution p(x1.7, f) and the approximate posterior distribution ¢(f|x1.7), the ELBO can be computed as:
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where in the last line we model p(x;.7|f) using a NF, x1.7 = h(A1.7;f). This proof is adapted from the standard VAE
framework [2, 9]. This expression constitutes the per-sequence ELBO.

However, in our paper, we consider two important modifications from that original ELBO. We replace p(A1.7|f) with p(A1.7)
and condition the NF on the shuffled static vectors instead of the aggregated one. We show how these modifications still lead
to a valid lower bound. We start with the dataset ELBO and further note that, because the frame static vectors are extracted

independently, ¢(fi.7|x1.7) =[], ¢(fi|x¢) = ¢(f|x1.7):
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Let us denote f;.., the randomly shuffled f;.7 ~ ¢(f;.7|x1.7). The ELBO can extended as:
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We can note from Eq.8 that, to maximize the ELBO (with q fixed), the optimum value of the likelihood
]Eq(fLT,Xl:T) logp(xlzT\flzT) is achieved for KL(q(X1;T|f1;T)||p(X1:T‘f1;T)) minimized i.e., p(XI:T‘flzT) = q(X1:T|f1:T).



As a result we have:
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with equality when p(x1.7|f1.7) = ¢(x1.7|f1.7) and thus
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As done previously, Eq.16 is maximized (with q fixed) for K L(q(x1.7|f1.7)||p(X1.7|fr,)) minimized i.e., ¢(x1.7|f1.7) =
p(X1.7|fxr ). We thus have:

Eq(fl;T,xl;T) logp(X11T|f7TT) = Eq(fl;T,xl;T) log q(X1:T|f1:T) - KL(q(X1T|f1T)||p(X1T|f7TT)) (19)
A.7|Ex sh!
<:>Eq(f1:T,X1:T) 10gp<)‘1:T) + IOg p( 1‘T| T) + IOg det > Eq(fl:T,XLT) log Q(X11T|f1:T) (20)
p()\1:T) 0X1.7
p()\l:T|f7r ) -1
<:>IEq(f1:T,X1;T) IOg p(Al:T)T Z Eq(fl:T,xlzT) - log det5X1 T + KL(Q(X1T|f1T)||p(>\1T)) (21)
with equality when ¢(x1.7|f1.7) = p(x1.7|f,) meaning
p()‘l:T‘fﬂ ) !
IEq(f1:T,x1:T) IOg p(>\1;T)T > ]Eq(f1;T)7P(X1:T|f,TT) - IOg det(SXl;T + KL(p(XI:T|f7rT)||p()\1:T)) (22)
p(ArT|fr
=1 02 = Byt ey o8 OB > e ) KL o) () > 0 3
As a result the ELBO becomes:
At lfs Sh~(x1.7; £
Ba.18 = Byt ) log pr) + log Z2ELET) 00 ]det(”” - KL(q(fxun)llp() @4
p(AiT) 0X1.7
Sh™'(xy.1: £, R
> Ey(t.7.x1.7) log p(A17) + log det% — K L(q(f[x1.7)||p(f)) (25)
1:

which is the loss optimized by our proposed model. Overall, we demonstrated that the two proposed modifications still
lead to a valid lower bound on the marginal data log-likelihood. In App.A.4, we show how that novel modified ELBO
does naturally encourage disentanglement.



A.2. Proof of Proposition 1

Proposition 1. Consider the generative process and conditions presented in Sec.3. Further assume that dim(f) = n; > n,.
Let x and x* denote two frames (or disjoint sets of frames) belonging to the same sequence x;.7 and D be a divergence
between two distributions. Given unlimited data from p(x;.7), any candidate posterior distribution ¢(f|x;.7) that mini-
mizes

L,’DTO:D1 = Ep(xl:T)D(q(f|x)7 Q(f|X*)) - I(f7 S) + I(Sv 5)7 (26)
is disentangled in the sense that ¢(f) = [ ¢(f|x1.7)p(x1.7)dx1.7, the aggregated posterior, is a reparametrization of
p(s).
Based on the generative process, the true data conditional likelihood p(x;|z;) is fully specified by the smooth and invertible
function g. Consequently, the true posterior p(s|x;) is determined by g;}lq, i.e., the inverse of g restricted to the first ng
dimensions, for any ¢. Hence, It is assumed that the model family for the candidate posterior distribution q(f]x) is specified
by the set of smooth functions g’ : X — F with F C R™/ and x a frame or set of frames from a sequence x;.1, f = g’'(x).
To prove identifiability, we have to show that, for the g’ associated to ¢(f|x), g'(x) = m(s) withm : § — F a smooth and
invertible function with smooth inverse.

One could note that Prop.1 is similar to what has been proposed to provably extract the content for content/style disentan-
glement in Thm.4.4 of [30]. This is not surprising since, as uncovered in the main paper, static/disentanglement is actually
a content/style problem generalized to multiple temporally varying styles. As a result, both problems are equivalent and the
codes are defined similarly. In fact, since the global code s is in both cases extracted as the common part, Thm.4.4 in [30] is
also directly valid to extract the static factors for static/dynamic disentanglement. However, compared to the aforementioned
theorem, Prop.1 extends Thm.4.4 of [30] to stochastic representations and, by leveraging mutual information, does not re-
quire the number of static variables n4 to be known apriori or impose a uniform distribution to the variables. Nonetheless, as
it directly extends the work of Von Kiigelgen et al. [30], the proof can be structured similarly.

The proof is constructed as follows : First we show that any candidate function that attains the global minimum of Lprop1
outputs a representation that has maximum mutual information with s and is invariant across inputs of the same sequence
i.e., x and x*. Second, leveraging the similarities of static/dynamic disentanglement with content/style disentanglement
[4, 30], we use results from [30] to show that the obtained representation does not depend on the dynamic variables d;.p
and relate to s through a smooth function. Finally, we show that the latter function is invertible using the mutual information
properties.

Step 1. As D is a divergence its minimum value is D(g(f|x), ¢(f|x*)) = 0 when both distributions are equal i.e., g'(x) =
g’ (x*). Moreover, from the properties of mutual information I(f,s) < I(s,s) with equality when f capture all information
ins (ny > ng). The global minimum of L,p1 = 0 is achieved when the mutual information is maximized.

Consider the function b = v o g;rlls : X — F, the composition of g;rlls described above and v : S — F a smooth and

invertible function with smooth inverse. b, being a composition of two smooth invertible functions, is smooth and invertible.
We can show that the function b attains the global minimum of Lyopi:

w0

b(x) = v(s) = b(x") = D(q(f[x), ¢(f[x")) = 0, @27
I(b(x),s) = I(v(s),s) = I(s,s) (28)

with Eq.27 resulting from the fact that x and x* are frames from the same sequence and Eq.28 resulting from the invariance
of MI to invertible transformations. This ensures the existence of a smooth function that attains the global minimum.

Let us now consider any smooth function g’ : X — F that achieves the global minimum of Lopropt:

Epropl = Ep(xl;T)D(Q(f|X)7 Q(f|X*)) - I(fa S) + 1(57 S) =0 (29)

All candidate functions can be written as g’ = mog~! withm : Z — F a smooth function that maps the true frame code z

to p(f). Because g(z) = x with z = (s, d), Eq.29 results in:

m(s,d) = m(s,d*)

I(m(s,d),s) = I(s,s). (30)

Lpopt =0 <= {



This means that the representatfon m(s; d) must be invariant between frames belonging to the same sequence and have
maximum mutual information wits.

Step 2. We now show that = g9x) = m(s;d) does not depend on the true dynamic factbrsAs explained above,

the static and dynamic codes are de ned similarly to content/style in [30] and in both cases the same invariance condition is
required i.e.m(s;d) = m(s;d ). We thus directly refer to Step 2 of Thm 4.2 in [30] that proved that, under the invariance
condition and the generative process de ned in Sec.3 of the main gagean,only depend on the true static facters

Step 3. Following previous steps, we have tHat m(s) with m smooth. It remains to show that the functionis also
invertible. From Eq.30, the representation must follow:

[(f;s)= 1 (m(s);s) = I(s;9): (31)

Mutual information is invariant under non-linear homeomorphisms [15] lama(s);s) = 1 (s;s) iff m(s) is invertible
(otherwisel (m(s);s) < | (s;s)). Hence, we nally obtairf = g%x) = m(s) withm : S| F a smooth and invertible
function. By the change of variables formula, we have:

m *(f) .

of) = p(m () det———= (32)

showing thaty(f) is a reparametrization gf(s), concluding the proof. The obtained representati@aptures all and only
the static factors and is thus disentangled.

A.3. Proof of Proposition 2

Proposition 2. Consider the same framework as in Prop.1 and the static ¢otebe disentangled as described above.
Further assume that difn) = n ng. Any smooth and invertible candidate functiors.t. x;.1 = h(f; 1.1) which
minimizes
Lprop2 = I(f; 171); (33)
is disentangled in the sense tlgdt 1.7) is a reparametrization ob( ¢.1:7).
In order to prove that ;.t identi es the true dynamic exogeneous variablgs.t, we start by noting that, following the
assumptions and generative process, the frame codegan be written as
Xt = 9(S;h3(S: gt 5 a)) = W(S; ¢ o) (34)
wherew denote an invertible and smooth function with smooth inverse that represents the composition of the causal process
and the successive invertible mappings. Hence, by denutfhg w * h and considering the fact that generates the
frames auto-regressively, we obtain from proposition 2:
xe = h(f; ) (35)
,(s e 0= WA ) (36)
with w®a smooth and invertible function. There is an invertible mapping between the codes and the ground-truth factors.
By assumptionf is disentangled and thus, following the development in SecfA=2,m(s) with m smooth and invertible.
Hence, as claimed in the main paper, by using an invertible mapptagnodel the frames, if is disentangled, the dynamic

codes 1.7 have to be informative and encompass at legstr (sincewis invertible). It remains to show that the dynamic
codes ;.7 are not dependent on the static factars

By the de nition of exogeneous variables we have :
I(s; g;11)= KL(p(S; a;2.1)iip(s)p( a:2:7)) =0 (37)
Sincew®andm are invertible, we can make the change of variables :

o) = off) det ™Y ; (39
p(s; a;17) = a(f; 11) detm : (39)

S, d:1T



Eq.39 can be further simpli ed. Indeed, becadiss assumed disentangled, it only depends on the static faxtord thus
w0 1(s; 4.1.7) restricted to the rsh; output dimensions must be equaina

w° l(S; d:1:T)1n, = M(s) = f: (40)
This means the Jacobian term in Eq.39 can be factorized as :

wO (s 41
det (s ga1) _

41
S, d;1:T S d; 1T ( )
with a denotingw? ! restricted the last output dimensions corresponding ip.

Next, we use the fact that proposition 2 imposes the mutual informbgign ;.t) to be minimized. The global minimum is
achieved wheth (f; 1.7) =0 meaningq(f; 1.1) = q(f)q( 1.t). Overall, Eq.39 can thus be rewritten as :

(s) a(s; g171)

m
p(s; a;1:7) = a(f)a( 1.7) det det (42)
S d;1:T
Finally, by injecting Eq.38 and 42 in Eq.37 and then simplifying the common terms, we obtain
KL (p(s; a;2:1)iip(s)P( ¢;1:7)) =0 (43)
a(s; a.1t) .
KL wr) det 28T iy =0 (44)
als; qu:
o am) det XSS oy (@)

with the last equation being the change of variable formulg: does not encompass the static factoend we obtain that
1wt =a Y(gur):
a (1.

a ©7)= p( g11) det% ; (46)
showing thatq( 1.7) is a reparametrization g( 4.1.7), concluding the proof. If the static codeis disentangled, by
imposing the independence between the codes, we enforce the Jacobitio bk block-diagonal with blocks matching the
codes and the true factors.

A.4. Proof of Proposition 3
Proposition 3. Consider the model proposed in Sec.4.2 of the main paper and further assume. Minimizing

h Y(xi7;f ;)

L = Bgerur xar) logp( 1.7) +log det + KL (q(fjxw7)iip(f)) (47)

Xyt
is equivalent to minimize bothyep 1 @andL propr 2. The model satis es both Prop.1 and 2.
We start by noting thak is the negative dataset ELBO obtained in Eq.25 where, following the approach in [13] as it is

common for VAE approaches, the likelihood and divergence terms of the VAE have been weighted using different coef cients.
We propose to further develdpas :

h Y(xpt;f : .,
L = Eq(fyr xer) logp( 1.7)+log det% + KL (q(fjxo7)iip(f)) (48)
_ : h (xor:f, . y
= Eqtiroery  109p( 17if ;) +log %Hog det% + KL (afixen)iip(f)  (49)
Eatinmary  100P(XLTif 1)+ KL (p( 27 - )jipC 27)* KL (afixan)iip(f) (50)
) X17if1: . ..
= Eqrowasy  logp(erifir)+ log PEETIIET) e e e 1))
p(xyTif ;)

+ KL (g(fjx21)iip(f)) (51)
Eq(fyrixer) logp(xy:7jfrr) + KL (a(xwrifer)jaxerif + )+ KL (p( w1if 2)iip( 1:1))
+ KL (q(fjxzT)iip(f)) (52)



The two inequalities result from Eq.23 and 14 subsequently. It can be observed that, compared to the classical VAE loss,
the two modi cations made i.e, replagé¢ 1.7jf ;) with p( 1.7) and condition on the shuf ed static vectdrs. , cause the
apparition of two extra divergence terrdd (p( 1.7jf ;)jip( 1.7)) andKL (q(xl;ijQT)jjq(xl;ij ;) respectively. We

will now develop the different terms in Eq.52. We note that, becayserjx1.7) = ~ q(fijx¢) andf . are the shufed

fir, we havey(f ; jx1.1) = q(frrix ;) andg(f ;) = o(for).

1 Eq(fl;T IX1:7) IOg p(Xl:ijl:T) = Eq(fl;T X1:7) IOg p(xl:T) + IOg M
pP(X1:T)
Eq(fsrixur) 10gP(X27) + KL (q(X 17 jfrr)ija(X 1))
= Eq(ty.r e r) l0gp(Xe7) + 1 (FiXx1:7) (53)
2. Eqef.)KL (X wTifer)iiaxerif 1)) = Equpr) KL (Aferjxer)ijalf - ixar))
= Equo )KL (a(fzrjxer)jja(furix ) (54)
3. Eqip)yKL(P( w7if iip(C 27))  1(C w1if 5) (55)
4. Eqx,.)KL (a(fjxa7)iip(f)) = KL (a(f)jjp(f)) + 1(f;xw1) (56)

By substituting those expressions in Eq.52, we get:

EQ.52& Eqyr xiry)  l0gp(xet)  ( (i xer)+ KL (9ferixer)iiafurix 1))
+ 1 (orif )+ KL (alf)iip(f)) (57)

If we additionally consider that between the framegt only the dynamic variables,.t vary, we have for
Eqxo )KL (aferixar)iiafurix ) 1(f; uris) = I(f; 11). Henceforth, we nally have:

X
L & Eqrirxor)  logp(xat) ( )I(F;9)+ KL (a(fjxo)iialfeix ()))
| {z }

Lprop 1
# 1 Cagif o)+ KL (aiip(h) (59)

L prop 2

which incorporates prop 1 @andL prop 2 if >

By imposing, during trainingy( 1.7jf1.7) = p( 1.7), the model enforces;.t to be non informative and thusyop 2 While
conditioning the cNF using the shuf ed static vectors resultls jpyp 1.

Overall, by minimizing L, in addition to learn a representation of the data and the prior as in a classical VAE, we also
directly minimize an upper bound on L pop 1 @nd L prop 2. Because the model parametrizes both the posteriay(fjx1.1)
and the invertible transformation h, the model satis es Prop.1 and 2 and is provably disentangled with the factors
being identi ed. This is achieved through a simple shuf e operation on the static vectors and by imposing( 1.7)
after the cNF. This concludes our proof.

B. Experimental Setup
B.1. Datasets

In this section, we describe the different datasets. A summary of the factors of variations for each dataset is provided in Tab.1
and examples of sequences are provided in Fig.1.

LPCSprites [25] is a dataset made up of image sequences of animated cartoon characters. Each video is composed of 8
RGB frames at a resolution &4 64. The dynamic factors include three possible motions: walking, casting spells and
slashing. The static factors consist of each character's type and color of body, shirt, pants and hair. This differs from the
original dataset as the character identity is not entirely de ned by the colors. In addition, compared to previous sequential
disentanglement works [2, 3, 12, 16, 23, 35], because it is constant throughout the sequences, the orientation of the characters
is also considered to be a static factor. The orientation conditions the motion due to the fact that the action does not appear
the same way depending on the side the character is facing (e.g. slashing is made with different hands). We use in total 20000
sequences for training and 5000 for testing.



Dataset Static factors Dynamic factors
LPCSprites orientation, type+color of body, shirt, pants and hair action (walking, slashing or casting)
MUG subject identity facial expression
MHAD subject identity person's pose
MPI3D camera position, background light, object size/shape/color vertical and horizontal positions
s-dSprites object color, shape and size X-Y position
c-dSprites object color, shape and size X-Y position and rotation

Table 1. Summary of the factors of variations for the datasets. In blue are highligted the static factors that condition the dynamic ones.

MUG [1] is a facial expression dataset that comprises video sequences of 52 subjects performing six different expressions:
anger, disgust, fear, happiness, sadness and surprise. Each sequence is made up of 50 to 160 frames. Following [2], we
randomly sample lenght-15 clips from the original videos and crop the face region using Haar Cascades face detection before
resizing to64 64. There are in total 3429 sampl&§% of which are kept for the test set.

MHAD [8] UTD Multimodal Human Action Dataset is a real world action recognition dataset that comprises 861 video
sequences, captured using a Microsoft Kinect camera at resolution of 640x480 pixels, of 8 subjects (4 females and 4 males)
performing 27 different actions including waving, sitting, throwing, walking etc. Each subject repeated each action 4 times.
Similarly to MUG, we randomly sample length-15 clips from the original videos and crop at the subject position before
resizing to96 96.

MPI3D [11] is a real-world dataset made up of images of a robot arm carrying different 3D printed objects at different
positions. The dataset consists of 1036800 RGB images at resdddtiofi4, corresponding to all the possible combinations

of the following factors: camera position, background light, horizontal/vertical position, object color/shape/size. Length-16
clips are created by sampling subsequent frames from the dataset. The static factors are the camera position, the background
light and the object color/shape/size. The dynamic factors (i.e., the motion) is the horizontal/vertical position that varies with
time. The motion is made conditional to some of the static factors. If the arm is carrying a large object, it is allowed to have

a smaller maximum speed. If the background light is purple, sea green or salmon, the robot arm is only allowed to move
vertically, horizontally or both. Finally, the camera position also in uences how the motion appears on the frames. We use

in total 20000 sequences for training and 5000 for testing.

dSprites [21] is a synthetic dataset of 2D shapes that comprises 73628064 images, corresponding to all the possible
combinations of the following factors: shape, size, orientation, position X, position Y. We also add the color as a supplemen-
tary factor of variation. Video clips of length 16 are created by sampling subsequent frames. The static factors encompass
the object color, shape and size. For the motion, we use two different variants. For the rstafBgritesthe orientation is

xed and the X/Y-motion of the objects is sampled independently from the static factors. For the secoodiSpeitesthe

objects are also allowed to rotate. The rotation is conditioned on the shape due to the different order of rotational symmetry
between the different shapes. Moreover, larger objects have lower maximum speeds and bounce on the edges according to
their size. Each of the two variants consists of 20000 sequences for training and 5000 for testing.

B.2. Disentanglement Metrics

Accuracy (Acc) measures how well the factors associated with a xed latent code are preserved when sampling the other
codes. A classi er, pre-trained with full-supervision on the same train and test sets as the model, predicts the factors based
on the reconstructed frames after sampling. For each categorical factor of the dataset, it outputs the probability measures and
the predicted labels which are compared to the labels that should be obtained for a perfectly disentangled model.

Inception Score (IS) measures the quality of images created by the generative model. Based on the conditional predicted
label distributionp(yjx1.17) from the classi er and the marginal predicted label distributpfg), the inception score is

de ned as :IS = exp(Epx,..)[KL (P(yjX1:1)iip(y))]) -

Inter-Entropy (H (y)) measures the entropy of the marginal predicted label of the generated sequences. Hence, it estimates
the diversity for the sampled factors in the generated sequences. It is computeg(y3imdptained from the classi er
outputs.

Intra-Entropy (H (yjx)) measures the entropy of the conditional predicted label of the generated sequences. Hence, it



Figure 1. Examples of test sequences fildiRI3D (row 1-3),c-dSpriteqrow 4-6) and_PCSpritegrow 7-9 in two columns).

estimates the con dence of the classi er on the predictions. It is computed péijg,.7) obtained from the classi er
outputs.

In the case where the dynamic variables are causally dependent on the static ones, the accuracies for the dynamic factors
cannot be computed directly. Indeed, due to the causal relationship, the dynamic factors might change when sampling a new
static code. Following the causal model, we can only ensure the dynamic factors are preserved if the conditional static factors
are kept xed. As an example, for thdPI13D dataset, if the background is green or purple, the robot arm is only able to move
horizontally or vertically respectively. Therefore, if the original sequence has a purple background (move vertically) and the
new sampled static factors impose a green background, then the new generated frames should have a different motion and
move according to the causal mechanism i.e., horizontally. The model should capture the causal mechanism. Following this
remark, to compute the disentanglement metrics for the dynamic factors we thus restrict the samples of the static codes to the
ones with the same conditional static factors (i.e., the blue ones in Tab.1) and check that the dynamic factors are preserved
when sampling the independent static factors.

B.3. Architecture and Hyperparameters

The proposed model is implemented in PyTorch [24] and is trained using the Adam optimizer [14] with a learning rate of
0:001L We use a batch size of 64 for all datasets exd#gAD andMUG where we use batches of size 16. The model is
trained until convergence for up to 500 epochs.

As it is common practice for VAEs [13], we add coef cients to the different loss terms in order to weight their in uence.

As an example, by weighting the disentanglement constraints or the KL-divergence terms, we can improve disentanglement
and control the information bottleneck of the VAE. This principle is what leads to our provably disentangled model as shown

in Sec.A.4. In previous static/dynamic sequential disentanglement works [2, 3, 12, 16, 23, 35], these hyperparameters are
chosen through grid search and the models that provide the best validation accuracies are used for testing. However, by doing
so, the loss coef cients are chosen using the full supervision and the labels of all factors. This is in contradiction with the
fact that the method should be self-supervised and labels should only be used for testing. This ultimately results in a bias for
the nal performances, especially since disentanglement models have been found to be particularly sensitive to the choice of
hyperparameters [18]. This problematic goes beyond the subject of this paper and is left for future work. Nonetheless, to
alleviate this issue, instead of using dataset speci ¢ loss coef cients, we propose here to choose coef cients that work well



on all datasets. For and , we use the following coef cients respectively : 10.0, 0.5.

For the model architecture, the network is composed of the following blocks : Image encoder-decoder, Static encoder and
conditional Normalizing Flow.

« Image encoder-decodeis in charge of encoding independently each frame into a low-dimensional spacand then
reconstructing the videos. The encoder is a convolutional neural network with 5 layers of cliédrigls§ 256, 512 128]
Each layer consists of a convolution with kernel of size 4 followed by a GroupNorm (8 groups) and SiLU activation
function. A feature vector of size 128 is outputted for each frame. The decoder is also a convolutional neural network with
5 layers of channel$12 256, 128 64; 3]. Each layer encompasses a transposed convolution with kernel of size 4 followed
by a GroupNorm (8 groups) and SiLu activation function except for the last layer with a Sigmoid. Following [17], this
autoencoder is pretrained to encode/decode the frames without disentanglement and Gaussian noise is added on the frame
feature vectorg ;.1 to prevent collapse.

 Static encodertakes the frame codeg.t as input and outputs the static cdddt is made of a MLP with 2 linear layers
each followed by a SiLU activation function. Two nal linear layers predict the mean and standard deviation of the static
code. The MLP processes each frame independently and the predfgtiomse then aggregated following the approach
in [4]. All layers are of dimension 128 amgd = 128. The priorp(f) for the static codé is learned using a Normalizing
Flow which consists of 4 Af ne Coupling layers [10] each made up of 3 linear layers with hidden size of 256. The nal
distribution of the NF is set to a standard Gaussian distribution with diagonal covariance matrix.

« Conditional Normalizing Flow models the frame latent codes likelihop(k .7 jf). It is composed of 5 Af ne coupling
layers similar to the ones used for the static prior except for the last layer which is conditioned on the previous frames
in order to model the transitions auto-regressively in the same fashion as the AF layer in [20]. The static code is also
concatenated to the input of each Af ne Coupling layer and thus conditions the transformation. All layers have a hidden
size of 256. The transformed latent codes correspond to the dynamic coglesnd are of sizen = 128. The nal
distributionp( 1.7) = p( 1.7]jf) is parameterized by an LSTM similar to [2]. As uncovered in our paper, to achieve a well
disentangled model, during training, instead of using the aggregated stati¢ eadadditionally make use of the static
estimations before aggregation i.B.; . We condition the cNF using the randomly shuf édr. As such, even if; still
encompasses dynamic information, due to the random shuf ing, that information does not match the frame it conditions
and the dynamic information is modeled by the cNF wiihr which leads to a disentangled model as proved in Sec.A.4.

C. Additional Results
C.1. Complete Tables of Results

Due to the limited space available, some categorical factors accuracies have not been reported into the tables of the main paper
and are reported instead in Tab.2. Additionally, in order to also assess if continuous factors are preserved after sampling, we
build a regression model based on the frames and then report the R2 score (coef cient of determination) following the same
procedure than for the accuracies (Sec.B.2). A R2-scateroéans that the continuous factors have been perfectly preserved

after sampling. A model is disentangled if it achieves a perfect scomlftactors.

In Tab.2 it can be observed that, compared to the baseline methods, our proposed model manages to properly disentangle all
factors and learn the causal mechanisms. Some competing methods achieve higher scores for some factors, however this can
be explained by the decrease in performance regarding the other factors. A model that encodes everything in its dynamic
codes will trivially maintain the dynamic when sampling the static code since the latter is uninformative. As an example,

for c-dSprites the SPYL method [23] obtains a larger score for the rotation. However, this can be explained by the fact
that the shape is wrongly encoded into the dynamic codes and the causal mechanism is discarded by the network; meaning
the rotation is trivially preserved after sampling the static code. A similar justi cation can be made ftRtgD and
LPCSpritegdatasets. Overall, the SPYL method seems to be biased towards encoding information in its dynamic codes at the
expense of its static code, which might explain why it achieves better performandéd@rand MHAD when comparing

for the actions.

Discussion from the formalism perspective: Using our proposed de nition of the factors it is possible to gain further

understanding on the results of the baseline methods. These methods enforce simultaneously the extracted dynamic and
static codes to be informative and mutually independent. As a result, when the factors are truly independent these constraints
are equivalent to our proposed approach and they obtain a disentangled representation, albeit with much more complicated
losses e.g. contrastive learning, adversarial training etc. However, by construction, they cannot disentangle when the factors



Acc' (%) R2" IS"  H(yjx)# H(y)"
s-dSprites | color shape size Xx-pos y-pos
DSVAE | 79.38 42.10 43.61 0.852 0.920 3.035 0.038 1.17
CDSVAE | 96.18 98.22 98.71 0.992 0.989 3.995 0.010 1.37
SPYL 97.76 98.72 98.12 0.998 0.985 3.685 9.5e-3 1.29
Ours 98.91 98.98 98.76 0.999 0.990 4.263 5.9e-4 1.41

Acc" (%) RZ" IS" H(yjx)# H(y)"
c-dSprites | color shape size rot.  X-pos y-pos
DSVAE | 72.09 32.66 79.38 0.593 0.986 0.985 4.128 0.046 1.41
CDSVAE | 96.33 74.32 93.17 0.127 0.986 0.985 4.141 0.028 1.39
SPYL 68.41 33.28 75.10 0.956 0.995 0.993 4.392 0.027 1.43
Ours 98.92 98.98 98.59 0.895 0.972 0.972 4.371 0.008 1.44

Acc' (%) R2" IS H(yjx)# H(y)"
MPI3D | shape color size camera light vert.-pos hori.-pos

DSVAE | 28.29 85.51 65,57 98.81 87.71  0.307 0.312 3.505 0.056 1.19

CDSVAE | 43.81 94.09 79.17 99.99 99.94 0.901 0.707  3.487 0.138 1.26
SPYL | 16.78 59.19 50.29 33.32 86.54 0.994 0.977 3.819 0.043 1.28
Ours 90.15 99.61 97.56 99.97 99.93  0.892 0.878 3.849 0.029 1.29

Acc" (%) IS H(yjx)# H(y)"
LPCSprites | body hair shirt pants orient. action
CDSVAE | 5494 85.75 99.96 9954 33.32 67.71 2.737 1.6e-3 1.00
SPYL 70.89 99.89 100 99.74 33.32 99.86 2.735 2.0e-3 1.01
Ours 99.97 99.91 99.99 99.63 99.94 99.83 2.768 3.3e-4 1.01

Table 2. Disentanglement metrics s1Spritesc-dSpritesMPI3D andLPCSpritesin red and blue are highligted respectively the dynamic
factors and the static factors that condition the motion.

are dependent. The reason is that they generate the sequences by rst sampling the codiseforipe priorp(f; 1.7) =

p(f)p( 1.7) and then obtain the framesxas= h(f; ). Because the transitions between dynamic codes are not conditioned
onf andx; = h(f; ), inthe best case scenario we can only hiaffe ;) =0 8t andl (f; ;.t) 0 meaning information

is encoded in both codes and the model is not disentangled. Comparatively our method directly Irtigoses) = 0 and

can thus disentangle the factors.

C.2. Shuf e Ablation and Varying Coeffecients

In order to con rm what has been demonstrated in Sec.A.4, we propose here to compare the performances of the model
when ablating the shuf e operation and when varying theoef cient. The results are provided in Tab.3 for th&Sprites
dataset.

By looking at Eq.58, the coef cient controls the amount of information enforced in the static dqdes) and how strongly

the static invariance is enforcéd. (q(fijx¢)jja(fijx (1))). On the other hand, the coef cient controls how much the codes

are independenit( 1.7;f . ). Intuitively, at xed , ifthe coefcientis increased (decreased), less (more) information is
encouraged in the static coflend the invariance is more (less) enforced resulting in a representation where potentially no
(all) information is encoded ifi with | ( 1.7;f ) trivially satis ed. These results are coherent with what can be observed

in Tab.3 when varying , con rming Prop.3 and Eq.58. As stated by Prop.3eeds to be to avoid all information to

go in 1.7 but past a certain point it becomes a trade off between having improved performances on the static or dynamic
factors. The comparison between our proposal andAE [13] constitutes also a very interesting case. HVAE, it is
proposed to impose>  to improve disentanglement, at the expense of reconstruction, by more strongly encouraging the



c-dSprites Acc" (%) R2"
color shape size rot. X-pos  y-pos
Full model =0:1|99.92 098.74 99.60 0.716 0.953 0.957
=0:5(/98.92 98.98 9859 0.895 0.972 0.972
=1:0| 9392 87.13 9193 0.966 0.984 0.985
=2:0| 0.08 0.01 0.03 0.998 0.987 0.986
Ablated shuf e 99.94 9401 96.36 0.0505 0.0561 0.278

Table 3. Disentanglement metrics omiSpritedor varying and with ablated shuf e operation. In red and blue are highligted respectively
the dynamic factors and the static factors that condition the motion. The results boxed are from the model used on all datasets.

posterior to follow a factorized distribution. Conversely, our method does not rely on imposing a factorized distribution for
disentanglement but instead makes use directly of the reconstruction term through a cNF. As a result, the disentanglement is
instead favored by imposing<  and we do not suffer from the same reconstruction vs disentanglement trade off.

When ablating the shuf e operation, Eq.58 is no longer valid. Instead of encouraging the static fadtdtgfins)) we

now encouragé to encode everythind (f;x.7)) with no invariance across frames while still enforcing the codes to be
independent. As aresult the static cédeill encode dynamic information and..t is encouraged to be non informative. The
representation is not properly disentangled and constrained which translates into lower performances for the disentanglement
metrics.

C.3. Representation Swapping

In Fig.2, 4, 5 and 6, we present several qualitative results when swapping the dynamic and static codeM@@the
LPCSprites MPI3D andc-dSpritesdatasets. In all examples, clean swaps are obtained and the static factors are correctly
preserved. As discussed in Sec.B.2, the motion can only be perfectly preserved if the static factors that causally in uence
the motion are xed. For the proposed model, it can be observed that when the conditional static factors are shared between
the two test sequences, it results in swapped video clips that correctly preserve the motion. Conversely, when the conditional
static factors are different, the swapped video clips exhibit motions that are close to the original dynamic but abide by the
causal mechanism. This demonstrates that the model manages to learn the causal mechanism. As an exaaf3pdtdor

in Fig.6, when both test sequences share the same shape or size the swapped clip maintains the same rotations and positions
respectively. If the objects have different sizes, the swapped clip shows positions that are close to the original driving dynamic
code but bounce on the edges according to the new object size.

In Fig.3, we also provide a comparison between our proposed method and the competing CDSVAE model when swapping the
dynamic and static codes for ttHAD datasetMHAD is a much more challenging dataset with more complex motions at
higher resolutions. Comparatively, our model achieves cleaner swap motion transfers and provides higher quality non blurry
outputs while also better maintaining the identities. As expected however, the results still fall behind what can be achieved
by recent human video reenactment SotA methods [5—7, 26-28, 32, 33]. Indeed those models rely on high-dimensional
structured representations and external human speci c signals such as skeletons. In contrast, disentanglement learning aims
at obtaining a low-dimensional general representation useful for diverse downstream tasks where the feature dimensions
capture the individual semantic concepts, which is different from high dimensional motion transfer tasks. As a result, it
cannot preserve detailed spatial information so accurately and general purpose disentanglement of real, in-the-wild, data is
still an unsolved problem. As our method manages to properly swap the motion, it shows that the bottleneck is in the decoder
and future work may investigates better architectures to reconciliate low dimensional representations with high dimensional
reconstructions. This limitation is intrinsic and shared by all the literature in the disentanglement domain [4, 13, 19, 22, 31,
34] and is out of the scope of this paper.

C.4. Representation Sampling

In Fig.8, 9 and 10, we present several qualitative results when sampling either the dynamic or static codesHGr the
Sprites MPI3D andc-dSpritedatasets. The discussion is similar to Sec.C.3. On all datasets, the results demonstrate diverse
generated factors while preserving the dynamic/static variables following the data causal generative process.

To highlight a potential advantage of the static/dynamic disentanglement for unconditional generation, we also compare
in Fig.11 our proposed model with the same model but without a global static code (i.e., no disentanglement). It can be
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