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Abstract. This paper explores self-supervised disentangled representa-
tion learning within sequential data, focusing on separating time-indep-
endent and time-varying factors in videos. We propose a new model that
breaks the usual independence assumption between those factors by ex-
plicitly accounting for the causal relationship between the static/dynamic
variables and that improves the model expressivity through additional
Normalizing Flows. A formal definition of the factors is proposed. This
formalism leads to the derivation of sufficient conditions for the ground
truth factors to be identifiable, and to the introduction of a novel theo-
retically grounded disentanglement constraint that can be directly and
efficiently incorporated into our new framework. The experiments show
that the proposed approach outperforms previous complex state-of-the-
art techniques in scenarios where the dynamics of a scene are influenced
by its content.
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1 Introduction

Disentangled Representation Learning (DRL) focuses on embedding high dimen-
sional complex data into a low dimensional space which factorizes the hidden
underlying factors of variations. This disentanglement is expected to facilitate
numerous downstream generation or classification tasks and enhance model ex-
plainability [5}/14,31,[34,/51]. The present work in particular is concerned with
unsupervised sequential data DRL [44,|46} 48] which, compared to disentangle-
ment on static data |7}20}/27/33,/39,[51L[59], exhibits specific temporal structure
that could be leveraged in the learning process. More precisely, the objective
is to learn a representation of video data that factorizes the time independent
factors (i.e., what is static; the identities, the backgrounds) and time varying
factors (i.e., what is dynamic; the poses, the motions) in two separate feature
vectors. In Fig[2] we show how this disentanglement allows for example to swap
the facial expressions (dynamic factors) between faces (static factors).

As the above description might leave room to some ambiguity into what
constitutes a static/dynamic variable, we introduce in this work an explicit
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Fig.1: Dynamic generation results for the c- Fig. 2: Static/dynamic swap
dSprites (A), MPI3D (B) and LPCSprites (C) results for the MUG dataset.

datasets. The sequences are generated by fixing the Odd rows are test input se-
static code to the value given by the left image and quences while even rows are
sampling the dynamic variables from the prior. For sequences generated by swap-
each dataset, the first row corresponds to samples ping the static and dynamic
from the competing CDSVAE model |4] and the sec- codes of the test sequences us-
ond row to samples from our proposed model. ing our model.

and novel formal definition of those factors. Through this formalism, we no-
tably unveil that the factors might not be independent. This paper proposes to
investigate the effect of that dependency on the disentanglement models and
shows that it translates in difficulties for SotA methods to accurately capture
a representation of static and dynamic features. Their extracted codes remain
entangled, highligting the importance of developing a robust disentanglement
framework that also generalizes to non independent factors. To solve those is-
sues, we propose a new generative model that explicitly incorporates the causal
relationship between static and dynamic factors. Diverging from the classical
Variational AutoEncoder (VAE) framework, it leverages Conditional Normaliz-
ing Flow (cNF) [1,40,/53] to offer improved disentanglement and model expres-
sivity. By exploiting our new formalism, we uncover conditions under which the
ground truth factors can be provably inferred and show that our model directly
satisfies those conditions using a simple shuffle operation. This leads to a novel
evidence lower bound that naturally encourages disentanglement and makes the
learned representation provably disentangled.

Among the other works that have addressed this objective under the VAE
framework |3,/6,12,[22], DSVAE |29] is one of the first models that proposed
unsupervised disentanglement of the static/dynamic factors through a factor-
ized sequential latent variable model. However, it was proven to fail in properly
disentangling the factors, and to result in representations that heavily depend
on the architecture and hyperparameters |35|. Haga et al. |18] propose to al-
leviate this problem using action labels as supervision. However, this requires
costly annotations that are rarely available. Subsequent works have therefore
extended the DSVAE framework using self-supervised methods aimed at con-
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straining the disentanglement [4}/19,|35}/41}45,|60]. Although these approaches
demonstrate improvements over DSVAE, they rely on increasingly complex and
cumbersome constraints, besides limiting themselves to cases with independent
static/dynamic factors. Comparatively, our approach solves both these problems
with our shuffle constraint that does not require any additional loss hence making
our method highly simple and non dataset/domain specific.

2 Background

Let G = {x{:TJ_ }jvzl denote a dataset of N video sequences of length T; where

each x{ corresponds to a video frame at time step t in sequence j. The main
hypothesis underlying this work is that the frames x; can be uniquely represented
into two parts, s and d; with:
e s : the static factors, common and shared by all frames, representing the
time invariant information;
e d; : the dynamic factors, changing between frames, corresponding to the
time varying information.
Due to temporal coherence, consecutive frames have common factors that are
shared between them. Therefore, inspired by Pattern Transformation Manifolds
(PTM) representation [50], we consider that each frame resides on a common
manifold that corresponds to that shared content. The code s represents the
manifold while d;.7 captures the varying parts specific to each frame. For ex-
ample, for a video of a person walking, all frames share the same background
and person identity thus s represents those static factors, while dy.7 encodes the
person specific pose at each frame i.e., the motion.

2.1 Disentangled Sequential VAE

With the above representation, the work in |29] proposed the following proba-
bilistic model where each frame is generated from its corresponding static and
dynamic codes and the dynamic codes are obtained given previous time steps:

p(xir,s,dir) = p(s) [Ti—, p(deld<e)p(xi]s, dy). (1)

The objective is to extract the codes s and di.r given the observed data i.e., to
learn the factorized posterior distribution p(s,d;.r|x1.7). Variational inference
can be used to learn an approximation of that posterior:

q(s,di.7|x1:7) = q(s|x1.7) Hthl q(dyls, dey, x<y) (2)

with the two terms obtained through separate sequential networks [29]. The
model is trained via the VAE algorithm. This encoder network, introduced
in [29], is named ’full ¢’ and is the building block of all following sequential disen-
tanglement works. Unfortunately, despite the disentanglement bias imposed by
the factorized latent representation, this model might not be sufficient to achieve
a well-disentangled representation. Indeed, as formalized by [32], unsupervised
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disentanglement is fundamentally impossible to achieve without inductive biases
since there exists a potentially infinite number of entangled s and d;.r having
the same marginal x;.7, making the generative model non identifiable. Addi-
tionally, VAEs are known to suffer from the so-called ’'information preference
property’ [11,/58]. A model with a complex conditional likelihood distribution
tends to model a maximum of information in the decoder and ignores the latent
variables that become non-informative and trivially match the prior.

DSVAE |[29] tries to mitigate that problem using low dimensional dynamic
codes dy.7 to promote information in the static variable. However, this requires
careful adaptation of the hyperparameters making this method highly impracti-
cal without any guarantees on the resulting representation. Following works have
therefore extended the DSVAE framework in order to constrain the disentangle-
ment using self-supervised methods that augment the model loss with mutual
information (MI) terms. More specifically, the aim is to maximize I(x1.7,s) and
I(x1.7,dy.7) while simultaneously minimizing I(d;.r,s). Estimating those MI
terms is not straightforward and is done either through domain specific methods
(e.g., data augmentation, adversarial training or external models [4,/19}/60]), or
through the model itself (e.g., costly encoding-decoding counterfactual losses [45]
or contrastive MI estimation with VAE-based sampling [41]). Additionally, not-
ing an apparent improvement on disentanglement, these methods modify Eq.
in order to model both codes independently by ablating the conditional link.

The above models however have several limitations:

1. While the proposed constraints have shown to improve over DSVAE, these
methods are either modality-based i.e., data/task-dependent, or they rely
on the inherent ability of their model architecture to naturally disentangle.
Thus, might end up promoting an improperly disentangled representation.

2. Even for simple datasets, semantically meaningful factors are generally not
independent |54]. Hence, the conditional link between the two codes should
not be ablated. We argue that the improvement observed from ablation is
due to a lack of expressivity in the conditioning model and MI constraints
that are contradicting under potential conditionality.

3. The definition of the static and dynamic factors is not formal, leaving room
to some ambiguity into what constitutes a static/dynamic factor.

2.2 Other Related Works

Differently than the VAE-based methods derived from the DSVAE model [3}/4}18|
190129135//411/45//60], Berman et al. |6] recently developed structured Koopman au-
toencoders that try to achieve multifactor disentanglement of the sequential data
with more than two disentangled components. However, their results still lie be-
hind recent DSVAE-based models [41]. In parallel, the work FHVAE [21,22] also
proposed unsupervised disentanglement through an LSTM-based model but is
limited to audio data. Then, within the works that try to tackle disentanglement
learning for static data [10L[20,/26], we can mention the field of style/content dis-
entanglement |7)/15[/49/57], with a definition of the static variables related to ours
(Sec. Interestingly, the effectiveness of those methods can thus be explained
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through the prism of our formalism in Sec[{.I] This further demonstrates our
propositions and justifies our approach for sequential disentanglement, which
comparatively does not require additional losses [15|49] or model settings that
depend on the dataset [57]. Finally, several GAN-based models have been suc-
cessfully applied for disentangling style/content [24}25] or appearance/motion
for video generation [44}/46,[52]. However, compared to VAE approaches, these
methods do not allow to easily encode the input frames and are thus typically
less applicable in the context of representation learning.

For image generation, several works have also explored improving VAE mod-
els expressivity using NFs to augment either the approximated posterior [28,47],
the prior [11] or the conditional likelihood [1/53]. For videos, Marino et al. [37]
tried to augment the conditional likelihood of sequential latent variable models
based on Autoregressive flows [23|. However, none of these approaches were in-
vestigated for disentanglement. Closer to our work, Ma et al. [36] decouple the
global and local representation of images by embedding a NF in the VAE frame-
work to model the decoder. This shows that cNF naturally tends to disentangle,
hence justifying the approach taken in this paper.

Following the work of Locatello et al. [32], a handful of methods have recently
tried to propose weak-supervision methods based on pairs of images [33] to
ensure the representation from a VAE is identifiable. This was extended to causal
variables in [8] and to sequences in |30]. However, those methods rely either on
knowing the number of changing variables or on labels.

Contributions : Our work seeks to solve the limitations of previous works by
first proposing to formalize the definition of the factors and then building on this
formalism to introduce a new model that accounts for the potential dependency
between the variables. Our model extends the classical VAE approach through
the use of additional Normalizing Flows. In stark contrast to previous works, we
show that, by leveraging the data structure through a simple shuffle operation, we
can obtain a

(no data augmentation [4], contrastive loss [41], external models [60]
or adversarial training [19]), making our method undemanding and modality free,
while having theoretical guarantees. This is detailed in the following sections.

3 Problem Formulation

Before trying to disentangle the static and dynamic factors, we propose a new
definition of those concepts. This is done through formalizing the video gen-
erative process as a latent variable model that comprises two disjoint codes
representing the time varying and time invariant factors. We further provide the
assumptions underlying this partition.

Disentangled video generative model : We propose a model where the
generative process of each frame consists in first drawing a latent code z; from
its associated probability density p(z;) and then obtaining the observations x;
by sampling from p(x;|z;). More formally, the frame generative process is:

z: ~ p(2z¢), X = g(zt) (3)
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where p(z;) is a smooth, continuous density on Z with full support and g : Z —
X is a smooth and invertible function with smooth inverse (diffeomorphism)
mapping the frame representation space Z C RF to the observation space X C
R”, with usually n > k.

Based on the static/dynamic disentanglement assumption presented in Sec
the video sequence frame codes zj.r can be partitioned into a single invariant
static code s and temporally varying dynamic codes d;.7, i.e., Z2 =& x D with
S CR™ and D CR™, k =ng+ ng:

z1.7 = (s,di.p) ~ p(s)p(dis) H;fzz p(dels,d<t), (4)
x; = g(s, dy), (5)

with s corresponding to the first n, dimensions of z;, s = 2 1.,,. Fach frame is
generated from its corresponding static and dynamic factors with the dynamic
factors obtained given previous time steps and the static factors s. From Eq[] it
is directly given that Vx.7 and ¢,#' € {1,--- T}, g 1 (%) 1. = 8 1 (X¢')1im, =
s. That is the static factors are invariant for each sequence. As a result, it
can be noted that this expression actually matches the formalism presented
in the context of style/content disentanglement [49] for static images but it is
generalized here to multiple temporally varying views. It ensues that the dynamic
factors can be defined based on the same assumptions than the ones adopted for
the ’style’ factors in [49]:

1. p(dt|S, d<t) = 5(dt,Af _dt—l,Af)p(dt,At |S, d<t) with At - {1, nd} denoting
the subset of varying dynamic components at time step ¢t > 2 with associated
p(A;), and A¢ the complement of A;.

2. Vi e {1,..ng}, 3t € {2,..T}, Ay CH{1,..nq} s.t. i € Ay; pa,(Ar) > 0 and
for any (s,d<;), p(d¢ a,|s,d<;) is smooth and fully supported in some open
non empty subset containing d;_; 4,.

The second assumption means that every dynamic variable varies with time.
However, as stated by the first assumption, it does not force all dynamic com-
ponents to change at each time step or for each sequence, echoing the fact that
only a subset of the dynamic factors might be fluctuating in a given sequence.

This video generative model does not make any assumption on the rela-
tionship between the factors and allows for arbitrary marginals p(s,d;.r) with
potentially complex non trivial statistical relationships between (and within) s
and di.p. That is I(s,d;.r) > 0. Overall, this illustrates that, while the static
and dynamic factors constitute two separate semantic concepts, they might not
be independent. As a result, similarly to [33}[49] for pairs of images, we propose
to further extend our description using a Structural Causal Model (SCM) [55]
to express the relation between factors.

Causal model : From the assumption that s is invariant throughout the
sequences while the di.p varies, it results that the static factors may causally
influence the dynamic ones but not the opposite. Indeed, if s would depend on
some dynamic variable, following the definition of d above, this dynamic variable
varies and therefore s would vary as well, contradicting the static invariance.
Assuming the dynamic variables undergo temporally coherent perturbations,
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videos can thus be interpreted as temporally intervened sequences where succes-
sive frames result from the causal generative model under soft intervention on
the dynamic factors d. This can be formally written as :

s = hs(63)7 dl = hd(sa 6d,1)7 dt = hél(sa 6d,<t7 Ed,t) (6)

with €5 and €g,1.7 independent exogenous variables and hg,hg,h/, functions de-
scribing the causal mechanism. Eqlf] shows that s might causally influence the
specific values of the dynamic factors but also their possible variations.

By formalizing the video generative process based on static/dynamic factors
disentanglement, the link with data augmentation generative process [49] be-
comes apparent. In the particular case where T=2, the two problems are equiva-
lent with the exception that, compared to style/content, the augmentation is not
human-designed but is a result of temporal variations in the sequence. This anal-
ogy provides an interpretation of videos as augmented views of a scene through
temporal augmentation between each frame. Moreover, in [49] an approach is
proposed to provably identify the content for style/content disentanglement.
The similarities between the two problems thus also hint at the possibility of
proposing a similar approach that would provably isolate the static and dy-
namic factors for sequential disentanglement. We formulate now this idea of
provably identifying the different factors.

Definition 1. The ground truth factors s and eq 1.7 are said to be identified
by learned vectors £ and A\i.7 if there exist invertible transformations m and
a st. £ =m(s), Ap.r = aleq1.7) i-e., £ and M. are reparametrizations of s,
€4,1:7 respectively. This means that the learned codes f should capture exactly
the static factors s, while A\i.7 should encode the dynamic conditionally to s.
This is termed as ’conditional disentanglement’. The use of separate notations
serves to differentiate the learned codes f and A,z (extracted by the designed
network and constraints) from the ground truth factors s and €q 1.7 (imposed
by the video generative process) which might not be equal in practice. The
potential mismatch between the objective and the generative process is avoided
by representing the exogeneous dynamic variables €4 1.7 instead of dj.p. If the
static/dynamic factors are independent, €41.7 and dj.r are equivalent and our
formulation becomes therefore a generalization of the objective of Sec[2] that also
accounts for causal dependencies between factors.

4 Method

We seek to learn from the video sequences x1.1, two latent codes, a static code f
and dynamic codes A1.7 such that these codes identify the ground-truth factors as
presented in Def.1. We start by deriving from our formalism sufficient conditions
to provably extract the factors. We then propose a practical model and show
how, strictly by leveraging the data structure, this method does achieve the
disentanglement conditions. The complete model is summarized in Fig[3]
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Fig. 3: Schematic view of the proposed model. A pretrained Convolutional encoder
embeds each frame separately into the frame latent space x1.7. These vectors are used
as input to the static encoder which estimates the static codes from each individual
frame. The estimations are then aggregated giving the static code f. The static vectors
serve to condition a Conditional Normalizing Flow that models the likelihood of the
frame feature vectors xi1.7. The transformed vectors Ai.7 correspond to the dynamic
codes. The model is trained using the loss £ in Eq@

4.1 Sufficient Conditions for Disentanglement

Static disentanglement : The objective is to learn an encoder posterior distri-
bution ¢(f|x1.7) mapping the sequences to their static code such that the static
codes f sampled from ¢(f|x1.7) solely capture the static factors s.

Proposition 1. Consider the generative process and conditions presented
m Sec@. Further assume that dim(f) = ny > ns. Let x and x* denote two
frames (or disjoint sets of frames) belonging to the same sequence x1.7 and D be
a divergence between two distributions. Given unlimited data from p(x1.1), any
candidate posterior distribution q(f|x1.7) that minimizes

Lpropl = Ep(xl:T)D(q(f|x)7 Q(flx*)) - I(f7 S) + I(S> S)7 (7>

is disentangled in the sense that q(f) = [ q(f|x1.7)p(x1.7)dx1.1, the aggregated
posterior, is a reparametrization of p(s).

The proof is provided in App.A.2. Intuitively, by imposing f to be both
invariant to the dynamic factors and informative of the static ones, the code
f will capture all and only s. Prop.1 extends Thm.4.4 of [49] to distributions
and cope with an unknown number of static variables ng. Prop.1 shows that
simply maximizing I(x1.7,f) as proposed in Sec is not sufficient to extract s.
Indeed, as shown in [1656], a global aggregated code f could encode the dynamic
information and should therefore additionally be made invariant.

Dynamic disentanglement : As explained in Sec[3] because the static and
dynamic factors might not be independent, the goal for the dynamic codes \i.7
is to capture €4,1.7. Unfortunately, following an approach similar to Prop.1 is not
possible in this case. Indeed, this approach would require to have access to two
samples x and x* that share the same motion but have different static factors.
However, by the definition of the dynamic factors (Sec there are no easily
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obtainable such samples since d; is specific to each frame and varies at unknown
time steps. A solution proposed in |4] consists in generating positive samples
using static data augmentation. However, designing those augmentations might
be non trivial and dataset specific, with the risk of artificially and indirectly
defining what is static/dynamic through the chosen augmentations. Moreover,
only the static part should be affected, limiting the amount of available augmen-
tations, possibly favoring static information in the dynamic codes. Instead, an
alternative approach is proposed here that does not require positive samples.

Proposition 2. Consider the same framework as in Prop.1 and the static
code f to be disentangled as described above. Further assume that dim()\) = ny >
nq. Any smooth and invertible candidate function h s.t. x1.7 = h(A.r,f) which
minimizes

LpropQ = I(f, )\1:T)7 (8)
is disentangled in the sense that ¢(M.r) is a reparametrization of p(eq1.1)-

The proof is provided in App.A.3. Intuitively, assuming that f represents
exactly s thanks to Prop.1 and that both f and A;. are not redundant, because
h is invertible, the dynamic codes A1.r will have to be informative and to capture
all and only €4,1.7.

Overall, by using the formalism in Sec[3] we are able to discover sufficient
conditions such that the learned codes are reparametrizations of the ground
truth factors. We will now show how we learn ¢(f|x1.7) and h in practice so
that the conditions are enforced from the observed data only, without requiring
explicit formulations of Lyyop1 and Lyprop2.

4.2 Practical Implementation

Compared to previous methods that solely rely on VAESs, we propose instead to
improve sequence modeling based on additional Normalizing Flows (NF) [43].
A NF is a transformation of a random variable through a sequence of differen-
tiable invertible mappings. As a result, it is a natural candidate to learn the
invertible function h. More specifically, assuming the common static code f has
been extracted from the frames, we model the frames likelihood p(x;.7|f) using
a cNF [53] as

sh—1 (XLT, f)

p(x1.7|f) = p(Ar.7|f) |det X1

(9)
with \j.p = h™! (x1.7, f) the dynamic codes. This term can be evaluated through
exact likelihood evaluation. Because a NF' is a bijective transformation and f is
common to all frames, the transformed latents 1.7 will retain and encode the
dynamics of the sequence. Since the NF is conditioned on the static code f,
the dynamics are encoded conditionally to the static part. The NF is based on
affine coupling 13| and LSTM layers that model the temporal behavior of the
sequence, similarly to [37], and provide a bias towards encoding the dynamics.
Because, for a disentangled model, the transformation h needs to fully model the
conditional dependence and causal mechanism, the final distribution p(A;.7|f)
is replaced with p(A1.7). Details on the architecture are provided in App.B.3.
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It remains to show how to extract the static code f a priori before solving
Eq.@. Variational inference is used in order to learn an approximate poste-
rior g(f|x1.7). Following the standard VAE framework, the marginal data log-
likelihood is lower estimated by the Evidence Lower BOund (ELBO):

logp(x1:7) = Ey(t)xy.r) log p(x1.7|f) — K L(q(f[x1.7)||p(£)) (10)

-1
— KL(q(f|x1.7)|Ip(f)) (11)

det oh

> Ey(fxy.) log p(Ar:7) + log X

with the two first terms corresponding to the cNF likelihood. The detailed deriva-
tion is shown in App.A.1. Overall, the model can be described as a VAE that
extracts a single latent code f from the observations and has a ¢cNF decoder to
model the likelihood of the frames. By maximizing the ELBO, we learn both
an approximation of the encoder posterior ¢(f|x1.7) and the cNF likelihood i.e.,
the transformation h. This model does not make any assumption on the inde-
pendence between the codes and encompasses the potential conditional depen-
dencies through the c¢NF. In comparison, the ’full q’ model (Sec is equivalent
to model p(x1.7|f) using a VAE with a latent vector for each time step and a
simple concatenation of the codes as inputs to the generative network. The use
of a Normalizing flow acts as a more flexible and expressive 'mix-up’ of the two
extracted codes.

The prior distribution p(f) is further modeled using a NF. This is in contrast
with most works that propose to use NF to generate more flexible posteriors
instead of priors [28/47]. As demonstrated in [11], if these two approaches are
equivalent during training, at test time, for sampling, a NF prior allows to have
a longer decoder path and produces better samples. To model the inference pos-
terior distribution, the static code encoder ¢(f|x1.7) needs to output a single
latent code from multiple frames. This is achieved by means of an aggregated
posterior distribution [7]. The static code distribution ¢(f|x1.7) is constructed
as the product of individual distributions estimated from each frame by a static
encoder network: ¢(f|x1.7) = H?:l q(f:|xt). Compared to previous works where
f is inferred through recurrent layers, the aggregated posterior is inherently per-
mutation invariant, which provides a bias towards our disentanglement objective.

Shuffle constraint : Unfortunately, the numerous disentanglement biases
included in this proposed architecture might not be sufficient to achieve a well-
disentangled model. In order to achieve a clean disentanglement, it is therefore
proposed to leverage the sequential nature of video data directly into the frame-
work. Indeed, thanks to the aggregated posterior, the model directly provides
the static code estimation for individual frames q(f;|x;), without any additional
computation. The idea is to condition the cNF, during training, on the shuf-
fled f;.7 before aggregation, instead of conditioning the cNF on the aggregated
static code f. This is justified by the fact that, for a disentangled model, the f;.p
need to be invariant i.e., p(x1.7|f) = p(x1.7|fr (1)) with 7(T") denoting a random
permutation. Using this shuffled operation, the loss becomes:

L= EP(XlzT)Eq(f\XLT) - alng(X1!T|fﬂ(T)) =+ 6KL(Q(f|X1T)Hp(f)) (12)
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which is the negative dataset ELBO where p(xi.7|f) has been replaced by
p(X1.7|fr(1)). Following the method of 5-VAE [20], the different terms in L
have additionaly been weighted using weight coeflicients o and S.

Proposition 3. Consider any h and q(f|x1.7) as described above which min-
imize L and further assume o > 3. Minimizing L is equivalent to minimizing
both Lprop1 and Lyropra. Prop.1 and 2 are satisfied and the learned representation
(f, \1.1) is disentangled in the sense of Def.1.

The proof is given in App.A.4. Intuitively, shuffling the static codes f;.7 and
using them to reconstruct the frames, enforces the static code to be time invari-
ant, while simultaneously being informative due to the reconstruction objective
(favored by imposing « > /3). Meanwhile, because we minimize — log p(A1.7) =
H(\.7) through the ¢cNF, the dynamic code is encouraged to be non informa-
tive. In turn, this leads to the minimization of both Ly,.op1 and Lyyep2, resulting
in a disentangled model. Further details are provided in App.C.2.

Summary : we showed that, through a simple shuffle of the static codes, the
proposed model is provably disentangled without requiring any additional com-
plex loss, unlike previous methods, with all disentanglement conditions directly
satisfied by our novel evidence lower bound. This makes our method modal-
ity free and highly efficient by avoiding any unnecessary constraint. In the case
where the factors are independent, the model tries to capture both s and di.7.
However, the proposed model also generalizes to factorize the static and dy-
namic factors without assuming independence. It does so by directly modeling
the causality and only capturing €4.1.7.

Using pretrained Autoencoders : Similarly to [30], to facilitate disen-
tanglement, instead of directly extracting the two separate codes, it is proposed
to first learn an Autoencoder trained to encode/decode the frames without dis-
entanglement. Gaussian noise is added on the frame feature vectors to prevent
collapse. After convergence, the autoencoder parameters are frozen and we learn
the static encoder and conditional Normalizing Flow which provide the disen-
tangled representation from the entangled one. Because a Normalizing Flow is
invertible, it ensures no information is lost and the frozen decoder can be used
to recover the frames without fine-tuning. This permits to fully factorize the
disentanglement problem from the task of mapping high-dimensional complex
images into a low dimensional space.

5 Experiments

In order to validate the effectiveness of the proposed model, it is compared qual-
itatively and quantitatively to state-of-the-art sequence disentanglement learn-
ing methods including MoCoGAN [46], DSVAE [29], R-WAE [19], S3VAE [60],
SKD [6], CDSVAE |4] and SPYL [41].

Datasets : Similarly to the baseline works, the model is evaluated using
the standard LPCSprites [42] and MUG |2| databases, which contain videos of
animated cartoon characters and facial expressions respectively. As all methods
manage to provide high quality results on the original LPCSprites dataset |41],
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Table 1: Disentanglement metrics on s-dSprites, MUG and MHAD datasets with
independent factors. The dynamic factors are highligted in red.

Acct (%) 1St
Acct (%) s-dSprites| color shape size
MUG | ion 18T HW)L HWT —HgvAE [79.38 42.10 43.61 3.035
MoCoGAN| 63.12 4.332 0.183 1.721 CDSVAE |96.18 98.22 98.71 3.995
DSVAE 54.29 3.608 0.374 1.657 SPYL |97.76 98.72 98.12 3.685
R-WAE 71.25 5.149 0.131 1.771 Ours 98.91 98.98 98.76 4.263
S3VAE 70.51 5.136 0.135 1.760
SKD 77.45 5.569 0.052 1.769 Acct (%)

C-DSVAE| 81.16 5341 0.092 1775 MHAD "~ ISt H(ylz)) H(y)t

SPYL | 85.71 5.548 0.066 1.779 ‘CDSVAE| 6559 1.749 0420 1.282
Ours 84.32 5.329 0.068 1.778 SPYL 68.63 1.780 0.362 1.299

Ours 67.65 1.896 0.371 1.325

it is modified in order to include more complex characters with static factors
other than colors. Additionally, the MPI3D database [17] is also considered in
the experiments. It consists of a real-world robot arm carrying various objects
in different positions with the arm motion made dependent on the background
light, and the speed of the arm dependent on the object size. We further evaluate
on the human action recognition MHAD dataset |9] comprising videos of humans
performing diverse actions. Finally, based on the dSprites dataset |38], sequences
of moving 2D shapes are generated. Two variants are proposed, one with fixed
rotation and all factors independent (s-dSprites) and the other with rotating
shapes and objects that bounce on the edges according to their size (c-dSprites).

Disentanglement metrics : Quantitative evaluation is provided following
the common benchmark for sequential disentanglement [4/29//60]. After encoding
a sequence with known factors, either the static or dynamic code is replaced by a
sample from its prior before reconstruction. A classifier, pretrained with full su-
pervision, is then used to measure how well the factors associated with the fixed
code are preserved for the reconstructed sequence. Four metrics are extracted :
the accuracy for the fixed factors (Acc), the intra-entropy (H(y|z)) that mea-
sures the classifier confidence for the predictions, the inter-entropy (H(y)) that
estimates the diversity for the sampled factors and the inception score (IS) that
measures the generator performance.

Details on the model architecture and hyperparameters, datasets, disentan-
glement metrics as well as additional results can be found in App.B and C.

Results : The MUG, MHAD and s-dSprites datasets have independent
static-dynamic factors. Their corresponding results are shown in Tab[l] As ex-
pected, when the factors are independent all recent methods manage to provide a
disentangled representation. In particular, while using a simple shuffle operation,
our proposed model performs on par with the complex state-of-the-art methods
on all datasets. Despite the dynamic codes being extracted conditionally to f,
the learned representation correctly factorizes the independent factors. Only the
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Table 2: Disentanglement metrics on c-dSprites, MPI3D and LPCSprites with depen-
dent factors. In red and blue are highligted respectively the dynamic factors and the
static factors that condition the motion.

Accl (%) ISt H(ylo)l Hy)T
c-dSprites| color shape size
DSVAE |72.09 32.66 79.38 4.128 0.046 1.41
CDSVAE |96.33 74.32 93.17 4.141 0.028 1.39
SPYL [68.41 33.28 75.10 4.392 0.027 1.43
Ours 98.92 98.98 98.59 4.371 0.008 1.44

Acet (%) ISt H(ylz)) H(y)t
MPI3D |shape size camera light

DSVAE |28.29 65.57 98.81 87.71 3.505 0.056 1.19

CDSVAE|43.81 79.17 99.99 99.94 3.487 0.138 1.26
SPYL |16.78 50.29 33.32 86.54 3.819 0.043 1.28
Ours [90.15 97.56 99.97 99.93 3.849 0.029 1.29

Acct (%) ISt H(ylz)l H(y)?
LPCSprites| body hair orient. action
CDSVAE |54.94 85.75 33.32 67.71 2.737 1.6e-3 1.00
SPYL 70.89 99.89 33.32 99.86 2.735 2.0e-3 1.01
Ours 99.97 99.91 99.94 99.83 2.768 3.3e-4 1.01

SPYL method [41] gives slightly better results on MUG and MHAD. However,
we show in App.C.1 that this can be mainly explained by the tendency of SPYL
to encode too much information in its dynamic codes. In Fig[2] qualitative re-
sults for the MUG dataset are displayed with sequences generated by swapping
the dynamic and static codes of test samples. The resulting videos accurately
retain the person identities while exchanging the face motions with high quality
non blurry outputs.

For the LPCSprites, c-dSprites and MPI3D datasets the static-dynamic fac-
tors are not independent. As an example, the c-dSprites dataset displays 2D
objects that move and rotate. Because the 2D shapes are either squares, ellipses
or hearts, even if the rotation is generated independently, it is still causally
influenced by the shape due to the different order of rotational symmetry be-
tween the shapes. Overall, this example highlights the fact that, even in simple
cases, the static content of a scene may influence the dynamic of the sequence
by conditioning the possible variations between frames. In Tab[2] the results for
the three aforementioned datasets are given. Compared to the case with inde-
pendent factors, the performance of the baseline methods significantly drop and
those models fail to provide a disentangled representation. As explained in Sec[2]
these methods extract the static and dynamic variables separately and enforce
independence between the codes. This conflicts with the inherent causality of the
ground truth data generative process (Sec and results in ambiguity into where
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the shared information between the dynamic and static factors should lie. If the
dynamic code is extracted independently, it will inevitably have to retain some
static information, translating in entangled codes and potentially encouraging
static factors into the dynamic variables. In contrast, our method manages to
provide a disentangled representation and generalizes to settings with complex
statistical relationships between the factors. The conditionality is properly cap-
tured and high accuracy scores are maintained. These results are illustrated in
Fig[] which shows sequences generated by fixing the static code and sampling
the dynamic one. Compared to the competing CDSVAE model |4], the designed
method presents improved sample quality that maintains the object shapes and
identity. The samples display diverse motions that abide by the causal mecha-
nism (i.e., only vertical motion for the MPI3D sample and fixed orientation for
the LPCSprites one, see App.B.1 for details on the datasets).

Limitations : The proposed formalism (Sec defines the factors. But, by
doing so, it also draws the intrinsic limitations of the static/dynamic disentangle-
ment problem as it provides what could be disentangled at best through DSVAE
based methods. First, it is the dataset itself that defines what is static/dynamic,
which might not match the human intuition or expectations, e.g., for the LPC-
Sprites dataset in Fig[l] from a human perspective the orientation of a character
would probably be labelled as a motion of that specific character identity. How-
ever, from the data perspective the orientation is static since it is time invariant.
Second, the static code can only capture what is always invariant, i.e., factors
that are static in every sequence of the dataset. A factor that can be either
static or dynamic, depending on the sequence, is encompassed in d;.7. Hence,
future work may investigate whether the proposed method can be extended to
adaptively extract the static code for each sequence and further disentangle the
factors at the sequence level.

6 Conclusion

In this work, we introduce a novel formal approach toward sequential data disen-
tanglement. Diverging from previous works, it extends the VAE framework with
a conditional Normalizing Flow that directly models the relationships between
the static and dynamic factors, making it closer to the data generative process.
This constitutes a crucial change compared to the baseline methods by lifting
their most detrimental assumption. It translates into large improvements over
the state-of-the-art models, which fail to disentangle dependent factors even in
simple cases. To further enforce disentanglement, a simple shuffle constraint is
proposed which leads to a novel ELBO formulation and our model to be prov-
ably disentangled. Hence, compared to the baselines, our method is simple, non
dataset/domain specific and theoretically justified. It proved its ability to prop-
erly disentangle the static/dynamic factors on multiple datasets and to generalize
to less restrictive cases with dependent variables. Interestingly, while our method
has been only evaluated for videos, the presented approach directly extend to
other domains such as audio or biology which could be explored in future works.
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